Predicting genetic modifier loci using functional gene networks

Insuk Lee,1,2,7 Ben Lehner,3,4,7 Tanya Vavouri,3 Junha Shin,1 Andrew G. Fraser,5,7 and Edward M. Marcotte2,6,7

1Department of Biotechnology, College of Life science and Biotechnology, Yonsei University, Seoul 120-749, South Korea; 2Center for Systems and Synthetic Biology, Institute for Cellular and Molecular Biology, University of Texas, Austin, Texas 78712, USA; 3EMBL-CRG Systems Biology Research Unit, Centre for Genomic Regulation, Pompeu Fabra University (UPF), Barcelona 08003, Spain; 4ICREA, Centre for Genomic Regulation, UPF, Barcelona 08003, Spain; 5Donnelly CCBR, University of Toronto, Toronto M5S 3E1, Canada; 6Department of Chemistry and Biochemistry, Institute for Cellular and Molecular Biology, University of Texas, Austin, Texas 78712, USA

Most phenotypes are genetically complex, with contributions from mutations in many different genes. Mutations in more than one gene can combine synergistically to cause phenotypic change, and systematic studies in model organisms show that these genetic interactions are pervasive. However, in human association studies such nonadditive genetic interactions are very difficult to identify because of a lack of statistical power—simply put, the number of potential interactions is too vast. One approach to resolve this is to predict candidate modifier interactions between loci, and then to specifically test these for associations with the phenotype. Here, we describe a general method for predicting genetic interactions based on the use of integrated functional gene networks. We show that in both Saccharomyces cerevisiae and Caenorhabditis elegans a single high-coverage, high-quality functional network can successfully predict genetic modifiers for the majority of genes. For C. elegans we also describe the construction of a new, improved, and expanded functional network, WormNet 2. Using this network we demonstrate how it is possible to rapidly expand the number of modifier loci known for a gene, predicting and validating new genetic interactions for each of three signal transduction genes. We propose that this approach, termed network-guided modifier screening, provides a general strategy for predicting genetic interactions. This work thus suggests that a high-quality integrated human gene network will provide a powerful resource for modifier locus discovery in many different diseases.

[Supplemental material is available online at http://www.genome.org.]

Most diseases in humans are known to be genetically complex, resulting from mutations in many different genes (Bonetta 2008). In model organisms, systematic studies have shown that for nearly all traits studied, the traits are not only affected by multiple genes, but also by nonadditive interactions between mutations in these genes (Flint and Mackay 2009). Combined with the results of synthetic lethal screens (Boone et al. 2007; Lehner 2007), this shows that nonadditive (epistatic) interactions between mutations are pervasive in biology. For essentially all phenotypes (Flint and Mackay 2009) the outcomes of mutations are affected by the alleles carried by an organism at other genomic loci. These synthetic interactions between mutations have been suggested as one explanation for why genome-wide association studies have failed to identify loci that explain more than a minority of the known genetic contribution to most common diseases in humans (Maher 2008; Flint and Mackay 2009).

With the aim of understanding how mutations combine to cause disease, large-scale genetic interaction screens have been performed in model organisms (Tong et al. 2004; Schuldiner et al. 2005; Lehner et al. 2006a; Pan et al. 2006; Byrne et al. 2007; Collins et al. 2007; Lin et al. 2008). In these screens, pairs of genes are systematically inhibited and the effects on viability phenotypes assayed (for review, see Boone et al. 2007; Lehner 2007). These screens have highlighted the enormous extent to which mutations in one gene can alter the phenotypic outcome of mutations in a second locus. Furthermore, the data from these screens show that most genetic interactions do not represent simple cases of “redundancy” between genes encoding similar biochemical functions (Tong et al. 2004; Wong et al. 2004; Kelley and Ideker 2005; Ulitsky and Shamir 2007).

Interactions between mutations are extremely difficult to identify in human population studies. This is because of the large number of statistical tests required to identify interactions between pairs of alleles, limited disease population sizes, and the low frequency at which any particular combination of alleles is present in a population (Hartman et al. 2001; Flint and Mackay 2009). This makes identifying modifier loci in human disease a very challenging prospect, and, indeed, only a few such loci are known (Bochdanovits et al. 2008; Flint and Mackay 2009; Mackay et al. 2009).

An alternative approach to identify interactions between mutations would be to first predict them and then to validate these predictions in population studies. This would reduce the number of tests being performed, therefore increasing power to detect interactions. Analysis of genetic interaction data from model organisms has shown that genes that participate in common biological processes often show similar patterns of genetic interactions (Tong et al. 2004; Kelley and Ideker 2005; Ye et al. 2005; Ulitsky and Shamir 2007). This means that genetic interactions can, in part, be
predicted using physical interaction data to identify proteins that act in common functional pathways (Wong et al. 2004; Le Meur and Gentleman 2008).

In biology, however, functional relationships among proteins often transcend direct physical interactions (Fraser and Marcotte 2004). Many proteins can be important for common biological processes without physically interacting or associating. For example, proteins functioning in the same biosynthesis pathway, but at different biochemical steps, may never physically contact each other but are functionally associated because they act in the same biological process. This insight led to the concept of “functional gene networks” (Marcotte et al. 1999). In these networks genes are coupled if they are predicted to participate in a common biological process. Further, the strength of interaction between any two genes indicates the confidence in the functional coupling between the two genes (Troyanskaya et al. 2003; Lee et al. 2004; Rhodes et al. 2005; Jensen et al. 2009).

Many different types of biological data can be used to predict functional interactions between genes. Indeed, this is an important advantage of the approach, as it provides a generic framework for integrating disparate data types into a common predictive network. To date, functional networks have been constructed for organisms ranging from unicellular yeast (Mellor et al. 2002; Troyanskaya et al. 2003; Karaoz et al. 2004; Lee et al. 2004, 2007; Tian et al. 2008), through invertebrate model organisms (Gunsalus et al. 2005; Lee et al. 2008), to mammals (Rhodes et al. 2005; Guan et al. 2008; Kim et al. 2008; Peña-Castillo et al. 2008; Linghu et al. 2009).

These studies have demonstrated that a single functional network can be used to predict gene loss-of-function phenotypes across a majority of genes in an organism (McGary et al. 2007; Lee et al. 2008; Linghu et al. 2009). These networks successfully predict loss-of-function phenotypes, because genes that act in a common process tend to cause similar phenotypic effects when they are mutated, as has been known for many years in genetics and has been quantitatively confirmed for gene networks (Fraser and Plotkin 2007; Hart et al. 2007; Lage et al. 2007; Lee et al. 2008). Thus, given knowledge of a few genes associated with a process or phenotype of interest, it is possible to successfully predict more genes that will alter this process or phenotype when inhibited. We also observed, for a few tested cases, that a functional network was also predictive for genetic modifiers of a mutation (Lee et al. 2008).

In this study, we have expanded and tested the general validity of the approach of using functional networks for predicting specific genetic modifiers. First, we describe the construction of a new and improved functional network for the model animal Caenorhabditis elegans. This network has both higher coverage and greater predictive power for single gene loss-of-function phenotypes than our first generation network. We then show that this network is also highly predictive for identifying interactions between mutations, considering all previously identified systematic interaction datasets. Indeed, the network is similarly predictive for identifying genetic interactions as for single gene loss-of-function phenotypes. Moreover, we demonstrate the advantage over purely physical interaction networks. We further validate the approach in yeast, the organism for which most genetic and functional data is currently available. Finally, we demonstrate how it is possible to rapidly expand the set of modifier loci known for a mutation using the examples of three signal transduction genes. Taken together, our work proposes that a single, high-quality functional network for human genes will provide a powerful resource for predicting modifier genes in human disease.

Results

WormNet version 2: An extended functional network for C. elegans

To test the ability of functional networks to predict interactions between different genes, we first constructed an improved and expanded functional network for the animal C. elegans. Currently, C. elegans is the only animal in which genetic interactions have been systematically identified in vivo (Lehner et al. 2006a; Byrne et al. 2007) and so it provides the best animal system in which to test the predictive power of integrated networks. Our new network incorporates many improvements compared with our first generation network (see Methods and Supplemental Table S1) and extends the number of functional couplings between genes over 2.5-fold to 999,367 links covering 15,139 genes (75.5% of 20,081 protein-encoding genes).

Important improvements derive from multiple sources (Supplemental material and Supplemental Table S1). These include the more stringent treatment of coexpression datasets, the incorporation of information from other organisms as individual rather than preintegrated data, and the addition of many new and expanded datasets (see Methods). These additional data types include linkages derived from protein domain co-occurrence patterns, linkages based on mRNA coexpression relationships of human orthologs (I Lee, M Blom, PJ Wang, J Shihm, and EM Marcotte, in prep.), and additional human protein interaction data (Kim et al. 2005; Stelzl et al. 2005; Ewing et al. 2007). In total, 21 data sets (Supplemental Table S2) from four different species (yeast, fly, worm, and human) were integrated to achieve a high-coverage, high-accuracy network model (Fig. 1A). About 58% of links modeled by the previous network are recapitulated by the new network (Fig. 1B).

WormNet 2 provides improved predictive power for loss-of-function phenotypes

To evaluate the predictive power of the new network we used a compilation of data from genome-wide RNAi screens covering 43 different loss-of-function phenotypes as listed in Supplemental Table S3. These phenotypes range from defects in cellular processes to gross morphological phenotypes and physiological processes such as aging. The phenotype datasets are independent of any data used to construct either versions of our network and so provide a common benchmarking set to compare the performance of both networks. We evaluated predictability of the networks for each phenotype by receiver operating characteristic (ROC) curve analysis as described in Methods. This method provides a measure of the recovery of true-positive genes (those known to be associated with a phenotype) compared with false-positive genes (others) when all genes are ranked by their network connections to the known phenotypic genes.

Example ROC curves for two phenotypes (PTEN synthetic lethality and ruptured) for WormNet versions 1 and 2 are illustrated in Figure 1C. For both phenotypes the newer version of WormNet shows improved ROC curve performance. These ROC curve behaviors can be summarized as a simple score, the area under the ROC curve (AUC), which would be close to 0.5 for a random network, and approaching 1 for a perfect predictor. As shown in Figure 1D, for nearly all phenotypes the predictive power of the new version of WormNet is greater than that of the old version ($P = 3 \times 10^{-4}$, Wilcoxon signed rank test, unless noted otherwise). This improvement stems from links that are
derived from heterogeneous data types and species (Fig. 1D). We conclude that WormNet 2 has increased predictability for loss-of-function phenotypes compared with the previous network model. We extended the comparison of predictability to other large-scale gene networks including STRING and FunCoup (Supplemental Fig. 1). The STRING version 8.2 (Jensen et al. 2009) network includes 150,462 linkages among 8570 genes (42.7%), and FunCoup version 1 (Alexeyenko and Sonnhammer 2009) includes 1,868,676 linkages among 13,415 genes (66.8%). WormNet v. 2 shows a comparable or higher combination of predictability (measured as AUC) and phenotypic gene coverage than other networks, including WormNet v. 1. More than 50% of RNAi phenotypes (22/43) were best predicted by WormNet v. 2.

Figure 1. Improved performance of the updated gene network for *C. elegans*, WormNet version 2. (A) Benchmarking results of network by each 21 data sets and one by their integration (WormNet). Each data set is indicated by XX-YY code, in which XX represents origin species of data—CE, *C. elegans*; DM, *Drosophila melanogaster*, HS, *Homo sapiens*, SC, *Saccharomyces cerevisiae*—and YY represents data type—CC, cocitation; CX, coexpression; GN, gene neighbors; GT, genetic interaction; LC, literature curated protein–protein interaction; PG, phylogenetic profiling; YH, high-throughput yeast two-hybrid interaction; PI, protein interaction; DC, domain co-occurrence; MS, mass spectrometry analysis; TS, inferred interaction from protein tertiary structure. The x-axis represents coverage of 20,081 protein-coding worm genes by different components of WormNet version 2 (log scaled); the y-axis represents predictive performance of the network and components, measured as the cumulative log likelihood for linked genes to participate in same Gene Ontology biological process. (B) Venn diagram between old and new WormNet linkages. The new WormNet more than doubles the number of linkages, with >57% (220,736 of 384,700) of the WormNet v.1 linkages recapitulated in v.2. (C) Improved predictability for RNAi phenotypes by WormNet v.2 is illustrated by ROC curve analysis for two RNAi phenotypes. A version of WormNet omitting literature-based genetic interaction datasets (CE-CC and CE-GT) was used for all ROC analyses in Figures 1–4, to minimize the possibility of circular reasoning when predicting published genetic interactions. (D) The improved predictability of WormNet v.2 (red bars) over v.1 (black bars) is illustrated by a comparison of AUC scores for 43 different RNAi phenotypes. For each RNAi phenotype (rows), the supporting power of each data set (columns, labeled as in A) to the prediction was measured as a fractional score—the sum of log likelihood scores of all supporting evidence for that data set divided by the sum of log likelihood scores across all data sets. The degree of contribution is indicated by grayscale, where the higher support the darker indicator. Various data sets including those from other species make significant contribution for predictability for worm RNAi phenotypes.
Predicting genetic interactions in *C. elegans* using a functional network

The example ROC curve shown in Figure 1C for PTEN synthetic lethality suggests that a functional network may also provide a general method for predicting interactions between mutations in addition to single gene loss-of-function phenotypes. That is, given a few genes that are known to interact genetically with a mutation, it may be possible to identify new modifier loci by their functional coupling to these known “seed” genes (Fig. 2A).

In *C. elegans* genetic interactions between mutations have been systematically identified in two large-scale interaction screens (Lehner et al. 2006a; Byrne et al. 2007). In each screen, modifier loci that enhance the effects of a mutation in one gene were identified using RNAi to inhibit the expression of other genes. In a few cases, RNAi was used to inhibit two genes simultaneously.

We used the same ROC AUC analysis to assess the ability of WormNet 2 to predict these genetic interactions between loci. As shown in Figure 2B, we observe a high AUC for the modifier genes identified in nearly all of the screens. Indeed, the network is similarly predictive for identifying modifier loci (Fig. 2B) as it is for identifying single gene loss-of-function phenotypes (Fig. 1D). We conclude that genetic interactions can be predicted with similar performance as loss-of-function phenotypes.

Predicting genetic interactions in yeast

To further assess the generality of our approach, we tested whether a functional network could predict genetic interactions in a second organism. We focused on the budding yeast *Saccharomyces cerevisiae* because it is the species for which the most genetic interactions have been systematically identified (Boone et al. 2007) and also the organism for which the highest coverage functional gene networks are currently available (Lee et al. 2007; Myers and Troyanskaya 2007; Tian et al. 2008). We considered two large-scale genetic interaction screens: one testing for interactions with nonessential genes (Tong et al. 2004) and the other with essential loci (Davierwala et al. 2005). As a functional network, we used YeastNet version 2 (Lee et al. 2007), which is similar in construction to the *C. elegans* network described in this work.

As for *C. elegans*, we observed high AUC scores for the majority of interaction screens, both for nonessential and essential genes (Fig. 2C). We conclude that a single integrated functional network can successfully predict modifier loci in both unicellular and multicellular organisms. Interestingly, we note that the predictive power of genetic interactions with nonessential genes is higher than for essential genes (Fig. 2C). Essential genes are probably required for buffering many cellular processes (Davierwala et al. 2005), while nonessential genes, in general, function as specific modifiers for a few pathways (Lehner et al. 2006a). Thus, the differences in predictive power for these two gene classes may represent a general dichotomy between two types of genetic modifiers—general buffers and specific modifiers (Lehner et al. 2006a), with interactions for specific modifiers being more straightforward to predict using functional networks.

Functional networks are more predictive than current protein interaction networks

Previous work has shown that it is possible to predict genetic interactions using physical protein–protein interaction networks (Tong et al. 2004; Wong et al. 2004; Kelley and Ideker 2005; Le Meur and Gentleman 2008). We therefore asked whether using functional interactions—which extend beyond physical interactions—improves the predictive power of a network.

**Figure 2.** Network-guided prediction of genetic modifiers. (A) A schematic figure of network-guided prediction of genetic modifiers. Assuming there are some known disease gene modifiers (yellow nodes) for a disease gene (red node), we can predict additional candidate genetic modifiers (green nodes) connecting to known genetic modifiers in the functional gene network, because genes with similar functions tend to share genetic interaction partners (here, the disease gene). (B) AUC of known genetic modifiers for worm genes from two independent screens. The majority of groups of congruent genes show high AUC score (e.g., AUC > 0.6). AUC for random expectation (AUC = 0.5) is indicated by red line. (C) AUC of known synthetic lethal partners for yeast genes, from two independent studies—one for nonessential genes and the other for essential genes. These also show high predictability, indicated by high AUC scores for the majority of groups (red line for AUC = 0.5). (D) Predictability for synthetic lethal partners for yeast nonessential genes or essential genes by protein–protein interaction or functional gene network. In bar-and-whiskers plots, the central horizontal line in the box indicates the median AUC, and the boundaries of the box indicate the first and third quartiles of the AUC distribution, whiskers indicate the 10th and 90th percentiles, and filled circles indicate individual outliers. (E) Same analysis as D for genetic modifiers of worm orthologs of human disease genes. (F) Comparison of predictability between two different versions of WormNet.
In yeast, in addition to the numerous small- or medium-scale protein–protein interaction studies, multiple genome-wide screens have been performed for protein–protein interactions. As a consequence, a consolidated yeast protein–protein interaction network is expected to be fairly complete. We constructed a yeast protein interaction network by consolidating protein–protein interactions derived from various sources (Supplemental Table S4). The resulting interactome covers 5275 yeast genes (91% of predicted coding genes) with 65,033 interactions. We compared the prediction power of this high coverage protein interactome with that of the functional gene network (YeastNet version 2; Lee et al. 2007) using the data from two large-scale genetic interaction screens (Tong et al. 2004; Davierwala et al. 2005). For both datasets YeastNet 2 is more predictive than the physical interactome (\(P = 7 \times 10^{-14}\) for Tong et al. 2004; \(P = 2 \times 10^{-7}\) for Davierwala et al. 2005) (Fig. 2D), suggesting that even for an organism with a very extensive physical interaction data set, considering nonphysical functional interactions enhances predictive performance.

In C. elegans we observed an even greater benefit of using a functional network compared with a physical network. The current physical interactome for C. elegans—Worm Interactome version 8 (WI8) (Simonis et al. 2009) covers only 15% of protein-coding genes with 4402 interactions. With this limited coverage, most pathways are out of view, and consequently, most genetic modifier groups show an AUC < 0.55 (Fig. 2E). In contrast, WormNet version 2 covers >75% of genes and achieves a median AUC > 0.7 for genetic modifiers identified in both large-scale studies. We conclude that functional networks can provide better predictive performance for genetic modifiers than protein-interaction networks, particularly for species with less complete physical interactomes.

WormNet version 2 has improved predictive power for genetic modifiers

Next we tested whether the updated functional gene network for C. elegans improves predictability for known genetic modifiers compared with the previous version (Lee et al. 2008). We observed improvements of the AUC scores for most of the groups of genetic interaction partners (\(P = 5 \times 10^{-5}\) for Lehner et al. 2006a; \(P = 4 \times 10^{-3}\) for Byrne et al. 2007) (Fig. 2F). Together with the results for the 43 single gene loss-of-function phenotypes (Fig. 1C,D), we conclude that WormNet version 2 is improved in its general predictive power. We expect that as new datasets become available we will be able to further improve this predictive power as the network model is updated.

Data from diverse sources is used to predict genetic modifiers

We found that the high predictability of WormNet 2 does not depend on only a few dominant types of data. Rather, most of the data types integrated into the final gene network contribute to the predictions (Fig. 3A,B). This shows that data integration was crucial to achieve the high predictive performance of the network model. The ability to predict novel genetic modifiers depends on the connectivity among known genetic modifiers. Therefore, we might expect a correlation between the number of known genetic modifiers and predictability. However, this correlation is low (Fig. 3C), suggesting that the number of known interaction partners does not strongly affect prediction power, provided there are sufficient known cases to seed the prediction.

It is noteworthy that of the functional gene linkage information derived from other species, the majority comes from yeast orthologs. In Figure 3, A and B, yeast data account for 33% of predictability for the Lehner et al. (2006a) data set, while human

---

**Figure 3.** High predictive power for genetic modifiers stems from a wide variety of data types integrated into WormNet. Both independent screens for genetic modifier for worm orthologs of human disease genes by Lehner et al. (2006a) (A) and by Byrne et al. (2007) (B) shows that groups or genetic modifiers (labeled by sharing genetic interaction partner disease gene names at y-axis) with high AUC scores (random expectation is indicated by red line where AUC = 0.5) are supported by contribution (degree of contribution is measured and indicated as in Fig. 1D) of diverse data types (listed at x-axis with same code scheme as Fig. 1A). (C) Predictability does not depend on seed set size, seen by a low correlation between the number of known genetic modifiers (number of seed genes) and predictability (indicated by AUC).
and fly data account for 21% and 6.7%, respectively (compared with 39% from worm). For the Byrne et al. (2007) interactions, yeast data account for 22%, human 19%, and fly 6.4% of predictability (compared with 52.7% from worm). It has been shown previously that genetic interactions are relatively poorly conserved between species (Dixon et al. 2008; Roguev et al. 2008; Tischler et al. 2008), which might suggest that genetic interactions could not be easily predicted using cross-species data. This is not what we find, since yeast data make large contributions to the predictability of genetic interactions in the worm. While individual genetic interactions themselves may be poorly conserved, functional modules and pathways do tend to be highly conserved between species, and this means that functional couplings derived from one species can be highly predictive of genetic interactions in another species with the method proposed here (Fig. 2). Thus, functional genomic datasets from yeast and other model organisms—including genetic interaction screens—can be highly informative for predicting modifier loci in higher organisms, including humans.

Network-guided modifier screening: Verifying new interactions for three signaling genes

Based on our analysis of existing genetic interaction data in worms and yeast, we propose a general strategy for discovering disease gene modifiers using integrated functional networks. Starting with a small number of known modifiers, a functional network can be used to predict new candidate modifiers. These candidates can then be experimentally validated in a cost-effective and statistically powerful way (Fig. 2A).

To illustrate this approach, we used the network to predict new genetic modifiers for three signal transduction genes in C. elegans and tested these predictions experimentally. Previously, we performed focused screens testing the effects of inhibiting ~8% of C. elegans genes on the phenotypic outcome of these three mutations. These ~8% of genes were chosen because of their predicted functions in signaling, transcription regulation, or chromatin remodeling, which was designed to increase the recovery of interactions in the screen. We used the modifiers identified in each of these previous screens as seed genes in WormNet 2, ranking all genes by their functional coupling to these genes (Fig. 2A).

The genes that we considered encode an ephrin receptor (vab-1) and the son-of-sevenless (sos-1) and ACK kinase (ark-1) orthologs that function in growth-factor receptor/MAP kinase signaling. For each gene, we tested approximately 90 additional loci ranked as most closely functionally coupled to the previously identified modifiers, focusing only on genes that had not been tested in the previous screen (Lehner et al. 2006a) and for which RNAi clones were available in the Ahringer feeding library (Kamath et al. 2003).

In total we identified 31 novel modifier interactions (11% of tested genes). This represents a 7.3-fold enrichment compared with our previous focused screens ($P = 8 \times 10^{-16}$, Fisher's exact test). For the individual genes, the validation rates were: 4% (ark-1), 14% (sos-1), and 15% (vab-1), all significantly enriched compared with the previous screens (1%, 1%, and 2.4%, respectively, $P < 0.05$ in all cases). In Figure 4, we list the new and previously identified modifiers of each mutation together with the functional couplings that connect them in WormNet 2. Example interactions are illustrated in Figure 5. It can be seen that the functional couplings derive from multiple data types and multiple species, clearly demonstrating the benefits of data integration. Together with the analysis of previous screens, we conclude from this that integrated networks provide a powerful method for predicting genetic modifiers in animals.

Discussion

Functional networks provide a general strategy for predicting genetic modifier loci

We have demonstrated here that integrated, functional networks provide a general method for predicting genetic modifier loci in both unicellular and multicellular organisms. The basis for this is the principle that genes that act in a common pathway or processes generally act as modifier loci for the same mutations.

Our method extends beyond previous work that has used physical interaction networks to predict genetic interactions (Wong et al. 2004; Kelley and Ideker 2005; Le Meur and Gentleman 2008) and we demonstrated that considering functional interactions offers improved predictive power. Two reasons for this are the integration of many more diverse datasets and the fact that functional couplings transcend physical interactions. Our method also differs from previous efforts to predict genetic interactions by training a network on known genetic interactions (Zhong and Sternberg 2006) or inferring new interactions from large datasets of genetic interactions (Qi et al. 2008). Such approaches would be very difficult in higher organisms given the very small number of previously identified interactions (Flint and Mackay 2009). In contrast, human functional networks can be constructed using existing data, meaning that it will be possible to easily extend our approach to our own species.

The main caveat of our method is that it requires knowledge of a set of “seed” genes that are known to modify any mutation of interest. These seed genes may be identified from previous knowledge, an unbiased screen, or from testing candidate genes.

Network-guided modifier screening

In yeast and C. elegans, genetic interaction screens are quite straightforward. However, given the enormous number of gene pair combinations that need to be tested, they are still highly labor intensive. For example, the two largest studies to date in these species tested only ~3% and <0.02% of possible interactions (Tong et al. 2004; Lehner et al. 2006a).

Our method offers an alternative approach. We showed how it is possible to first screen a subset of the genome, and then to use the interactions identified in this first screen to predict more interactions with genes in the rest of the genome. Using interactions derived from screening ~8% of the genome with three mutations in signal transduction genes, and testing approximately 90 predicted interactions for each gene, we were able to identify a total of 31 new genetic modifiers. Thus, we achieved a four- to 12-fold enhancement of interaction discovery compared with our previous screens.

A new improved functional gene network for C. elegans

The accuracy and coverage of a network model is critical for its predictability. To increase predictability we improved and extended an earlier version of a functional gene network for C. elegans (Lee et al. 2008) by incorporating a large number of modifications and new datasets as summarized in Supplemental Table S1. We found that the updated network, WormNet version 2, significantly improves not only prediction of loss-of-function phenotypes (Fig. 1C,D) but also prediction of genetic modifiers (Fig. 2F). This new network can be accessed through a web interface (http://www.functionalnet.org/wormnet). Using this interface, researchers
can easily search the network using a set of “seed” genes of interest. The interface returns a list of genes ranked according to their connections to the seed genes together with the evidence used to identify each coupling. The interactions and evidence can be downloaded, and a network visualization tool has been incorporated.

**A general strategy for predicting genetic modifier loci in human disease**

The success of our approach suggests that a similar strategy should also work for identifying modifier loci in humans. Most diseases in humans are known to be genetically complex, but systematically identifying interactions between mutations in population studies is extremely difficult because of a lack of statistical power. Our results suggest an alternative approach: Starting from a small seed set of interactions, an integrated functional network can be used to predict more candidate modifier loci. For example, a few modifier loci might be known from previous studies or a genome-wide association study. Using this set and an integrated network, new modifiers could be predicted. These candidates could then be verified in a population study, which would obtain much greater statistical power because of the smaller number of genes being considered.

**Concluding remarks**

In summary, the approach outlined here provides a general method for predicting genetic modifier loci. This will be useful in experimental model organisms, but also in species of clinical or

**Figure 4.** Predicting and validating novel genetic modifiers for three signaling genes in *C. elegans*. New candidate genetic modifiers were predicted for mutations in three signal transduction genes by ranking all genes in the genome by their functional coupling to the known genetic modifiers for each gene as shown schematically in Figure 2A. The top ranked approximately 90 genes that had not been previously tested for their ability to interact were then tested. (A) Cross-validated ROC curves for each of the three genes’ previously known genetic modifiers. AUCs are indicated after each gene name in key. 

(B–D) Previously known (yellow nodes) and newly verified (green nodes) genetic modifiers of mutations in *vab-1* (B), *sos-1* (C), and *ark-1* (D) are plotted as networks, showing the high network connectivity among the genes that led to their prediction as genetic modifiers. Edges show WormNet 2 predicted functional couplings between the modifier loci, derived from evidence in *C. elegans* (green edges), *D. melanogaster* (orange edges), *S. cerevisiae* (blue edges), and *H. sapiens* (purple edges). Physical interaction evidence is shown as thick lines, cocitation evidence as dashed lines, and all other evidence as solid lines. Gene networks were plotted using Cytoscape 2.5.2. (Cline et al. 2007).

![Network-guided genetic modifier screening](image-url)
agricultural importance. Indeed, our results suggest that a single high-quality functional network for humans will provide a powerful resource for the systematic identification of modifier loci in multiple genetic diseases.

Methods

Caenorhabditis elegans gene annotation reference sets and network integration

WormNet version 2 is based on the 20,081 C. elegans protein-coding genes annotated by WormBase 170 (downloaded from the WormBase ftp site in January 2007) (Uren et al. 2008). All linkages and calculations of genome coverage are based on this gene set. A reference set for gene functional associations was assembled from gene pairs sharing any Gene Ontology (GO) biological process annotations (downloaded from WormBase ftp site in January 2007). We excluded the following annotations: (1) seven overdominant terms—embryonic development (sensu Metazoa) (GO no. 00097922), larval development (sensu Nematoda) (GO no. 00021199), positive regulation of growth rate (GO no. 00400101), locomotory behavior (GO no. 0007626), regulation of transcription, DNA dependent (GO no. 0006355), gametogenesis (GO no. 0007276), transport (GO no. 0006810)—and three terms about general post-translational modification that labeled highly diverse pathways—G-protein coupled receptor protein signaling pathway (GO no. 0007186), protein amino acid phosphorylation (GO no. 0006468), protein amino acid dephosphorylation (GO no. 0006470). If not excluded, these 10 terms would account for 90% of the total positive training gene pairs. (2) All terms at the first level in the GO hierarchy (taking the parental term “biological process” as level zero)—growth (GO no. 0040007), reproduction (GO no. 0000003), metabolic process (GO no. 0008152), locomotion (GO no. 0040011), localization (GO no. 0051179). The resulting set of reference gene annotations contained 626,342 pairs covering 5178 C. elegans genes (~25.8% of 20,081 WormBase170 genes encoding proteins).

Functional associations were calculated using the log likelihood scoring (LLS) scheme:

\[
LLS = \ln \frac{P(L|E) P(E|L)}{P(L) P(E)},
\]

where \(P(L|E)\) and \(P(E|L)\) are the frequencies of gold standard linkages \(L\) observed in the given experiment \(E\) between annotated C. elegans genes operating in the same pathway (indicated by \(L\), positive instances) and in different pathways (indicated by \(-L\), negative instances), respectively, while \(P(L)\) and \(P(-L)\) represent the prior expectations (i.e., the total frequency of linkages between all annotated C. elegans genes operating in the same pathway and operating in different pathways, respectively). To avoid circular training and monitor overtraining, we used 0.632 bootstrapping constructs training sets from data sampled with replacement and test sets from the remaining data that weren’t sampled from the original training set. Each linkage has a probability of \(1 - 1/n\) of not being sampled, resulting in ~63.2% of the original training data in the training set and ~36.8% in the test set. The overall LLS is the weighted average of results on the two sets, equal to \(0.632 \times LLS_{\text{test}} + (1 - 0.632) \times LLS_{\text{train}}\). Log likelihood scores from each contributing data set were integrated using the weighted sum (WS) method.

\[
WS = L_0 + \sum_{i=1}^{n} \frac{L_i}{D \times i},
\]

for all \(L > T\).

where \(L_0\) is the best LLS score among all LLSs for that gene pair, \(D\) is a free parameter for the overall degree of dependence among the data sets, \(T\) is a LLS threshold for all data sets being integrated, and \(i\) is the order index of the data sets after rank-ordering LLS scores according to descending magnitude. The values of two free parameters \((D\) and \(T\)) are systematically chosen to maximize overall performance (LLS and gene coverage) on the benchmark.

Inferring functional associations from C. elegans transcript expression data

mRNA coexpression associations were inferred from public DNA microarray datasets as described in Lee et al. (2004) (referred to as data set CE-CX) using data listed in Supplemental Table S5 with the following modification: For WormNet version 2, we removed gene pairs likely to cross-hybridize to each other’s DNA microarray probes based on observing significant DNA sequence homology, defined by a BLASTN E-value \(\leq 10^{-4}\) and nucleotide sequence identity \(\geq 70\%), as established by Ramani et al. (2008). We integrated log likelihood scores from distinct sets of microarray experiments using the weighted sum method described above.

Functional associations inferred from physical and genetic interactions

WormNet version 2 incorporates physical protein interaction datasets from high and medium-throughput yeast two-hybrid analyses of C. elegans genes (CE-YH) reported in the Worm Interactome Version 5 (WIS) (Li et al. 2004). We treated subsets of the WIS (literature, scaffold, core1, core2, noncore) separately, providing different confidence scores for the different data subsets, rather than a single averaged confidence score across all interactions of the set. The WIS literature-curated subset was combined with literature-based protein physical interactions from BIND (Alfarano et al. 2005), IntAct (Kerrien et al. 2007), and MINT (Chatr-aryamontri et al. 2007) to construct the literature-curated protein physical interaction set (CE-LC). Genetic interactions (CE-GT) (~2200 interactions among ~1000 genes) were included from

Figure 5. Examples of novel genetic modifier interactions in C. elegans. Here, the phenotypic consequences of inhibiting each of two genes ada-2 and apa-2 in wild-type (Bristol N2) and vab-1(e699) mutants are compared. In wild-type worms, inhibiting either of these genes produces minimal phenotypic change. In the images, adult worms can be observed together with their larval progeny. In contrast, in vab-1(e699) mutants, ada-2(RNAi) and apa-2(RNAi) produce embryonic lethality (example clusters of unhatched embryos are marked by arrowheads), a reduced brood size, and for apa-2(RNAi) delayed growth of the first generation worms.
Inferring functional associations from phylogenetic profiles and genomic context

To discover functional associations between genes on the basis of the genomic context of orthologs of *C. elegans* genes, we used the phylogenetic profile method (Pellegrini et al. 1999; Huynen et al. 2000; Wolf et al. 2001) and the gene neighbors method (Dandekar et al. 1998; Overbeek et al. 1999; Bowers et al. 2004). For both methods, we analyzed 424 bacterial genome sequences (31 archaeabacteria and 393 eubacteria, downloaded from NCBI in December 2006). *C. elegans* protein sequences were aligned to protein sequences encoded by the 424 bacterial genomes, using the program BLASTP with default settings (Altschul et al. 1997) and alignment scores analyzed as in Date and Marcotte (2003) with the modification of using discretized BLASTP E-values when calculating mutual information between phylogenetic profiles. We used bins of equal numbers of E-values rather than equal intervals of E-values, accounting for the nonuniform E-value distribution. We benchmarked linkages inferred from three subsets of the genomes—the complete set of 424 genomes, the set of 311 genomes representing unique species, and the set of 181 genomes representing unique genomes, selecting the representative species or genus with the maximum number of BLASTP hits to *C. elegans* proteins. Using recall/precision analysis, we found that the 181 genome set maximized performance for the gene neighbor method (CE-GN) and the 424 genome set performed best for the phylogenetic profiling method (CE-PG). We further limited the phylogenetic profile analysis to *C. elegans* proteins with fewer than 19 InterPro domains (Hunter et al. 2009), which performed considerably better as measured by recall-precision analysis, due to a tendency for larger proteins to show promiscuous functional associations arising from misestimated coinheritance patterns. Log likelihood scores were assigned as described above.

Inferring gene functional associations using associologs

In addition to *C. elegans* data, we also analyzed datasets collected for yeast, fly, and human. Linkages between *C. elegans* gene pairs were identified based on the data associated with the orthologs of the *C. elegans* genes ("associologs") (Lee et al. 2008). A total of 14 linkage sets were analyzed based on datasets previously incorporated into gene networks for yeast (seven sets from YeastNet; Lee et al. 2007), human (six sets from HumanNet; 1 Lee, M Blomm, PI Wang, J Shim, and EM Marcotte, in prep.), and fly (fly protein–protein interactions derived from BIOGRID [Breitkreutz et al. 2008], IntAct [Kerrien et al. 2007], and MINT [Chatr-aryamontri et al. 2007], downloaded in March 2007) and summarized in Supplemental Table S2. Orthologs were defined between *C. elegans* proteins and other organisms using Inparanoid (Remm et al. 2001). Transferred linkages were weighted by Inparanoid-assigned confidence scores in the orthology assignments using the following scheme: We defined an Inparanoid weighted log likelihood score (IWLLS) equal to the LLS from the network of origin + log(Inparanoid score for gene A) + log(Inparanoid score for gene B). *C. elegans* gene pairs were ranked by the IWLLS scores, then log likelihood scores calculated using the *C. elegans* reference annotation set, as for *C. elegans* datasets.

ROC analysis of predictability of genetic modifier identification

A network's predictive power for inferring loss-of-function phenotypes or genetic modifiers was tested using leave-one-out cross-validation on known phenotypic genes or known genetic modifiers (termed "seed" genes) by scoring all genes in the genome by each gene's associated sum of LLS scores to the seed genes, omitting each seed gene in turn from the seed set for purposes of its own evaluation. A ROC curve was calculated by plotting the true-positive rate (TP/[TP + FN]) versus false-positive rate (FP/[FP + TN]) for all genes scored above a sliding score threshold. (A set of equally scoring genes is thus evaluated as a single step in the ROC plot.) Seed genes (positives) well connected to one another will thus score higher than nonsene genes (negatives), resulting in a ROC curve above the diagonal. Each ROC analysis was summarized by the AUC, where AUC = 0.5 is expected for a random predictor and AUC = 1 for a perfect predictor, arising in the case of all of the seed genes being tightly interconnected in the network.

Predicting new modifier loci for signal transduction genes in *C. elegans*

We predicted new modifier loci for mutations in three *C. elegans* genes by their connectivity to the previously identified genetic interaction partners of these genes (Lehner et al. 2006a). For each gene in the genome, the log likelihood scores of their WormNet 2 interactions to the previously identified modifiers were summed. All genes were then ranked using these summed scores. For each mutation we aimed to test the 96 highest-ranked predictions that had not been tested in our previous screen (Lehner et al. 2006a) and for which RNAi clones were available in the Ahringer feeding library (Kamath et al. 2003). Excluding poorly growing bacterial clones that were not tested, these RNAi library clones are listed in Supplemental Tables S6–S8.

Experimental validation of novel interactions in *C. elegans*

We performed RNAi screens in liquid culture in 96-well plates as described (Lehner et al. 2006a,b). In brief, synchronized L1 stage animals were added at a density of approximately 15 animals per well to a total volume of 50 µL of media containing each RNAi feeding strain or control bacteria and incubated with shaking at 20°C. Viability phenotypes (sterility, lethality) were scored by visual inspection after 4 and 5 d of incubation, directly comparing the phenotype of each RNAi treatment in mutant and wild-type (Bristol N2) animals. To be considered an interaction, the RNAi-treated mutant strain had to show a phenotype considerably stronger than both that of the mutant strain and that resulting from the RNAi treatment in wild-type (N2) animals. To be considered an interaction, the RNAi-treated mutant strain had to show a phenotype considerably stronger than both that of the mutant strain and that resulting from the RNAi treatment in wild-type (N2) animals, as described (Lehner et al. 2006a,b). All feeding experiments and controls were repeated four times in each experiment, and the complete experiment was replicated three times. An interaction had to be observed in at least two wells of each individual experiment, and in at least two of three repeats. The identities of all positive RNAi feeding clones were confirmed by sequencing. The following *C. elegans* strains were used: PS1461 [ark-1(sy247)] (Hopper et al. 2000), UP604 [sos-1(c41)] (Rocheleau et al. 2002), CZ414 [vab-1(e1699)] (George et al. 1998).
Acknowledgments

This work was supported by grants from the National Research Foundation of Korea (NRF) funded by the Korea government (MEST) (nos. 2009-0063342, 2009-0070968, 2009-0087951) and Yonsei University (no. 2008-7-0284, 2008-1-0018) (I.L.), from the NSF, NIH, and Welch (F1515) and Packard Foundations (E.M.M.), and from the ERC, MICINN, ICREA, AGAUR, and the EMBL-CRG Systems Biology Program (B.L.); T.V. is supported by a Marie Curie infra-European fellowship. Some nematode strains used in this work were provided by the Caenorhabditis Genetics Center, which is funded by the NIH National Center for Research Resources (NCRR).

Author Contributions: I.L., E.M.M., A.G.F., and B.L. conceived the project; I.L. constructed WormNet using approaches developed with E.M.M.; B.L. and T.V. performed the experimental validation; J.S. assisted in construction of the web-based prediction server; I.L. and B.L. analyzed data and wrote the manuscript. I.L., E.M.M., A.G.F., and B.L. edited the manuscript.

References


Network-guided genetic modifier screening


Received November 1, 2009; accepted in revised form May 4, 2010.