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4.1

4 Mathematical Methods
This Section collects basic facts about mathematics that are useful for computer vision. They
include the algebra of vectors in three dimensional space; the Singular Value Decomposition (SVD)
of matrices, including applications to the least-squares solution of linear systems; the analysis of
inverse problems; and the method of conjugate gradients for unconstrained numerical optimization.

4.1 3D Linear Algebra
This Appendix contains basic definitions and facts on vectors, matrices, and the geometry of three-
dimensional vectors. The exposition is terse, so if this is your first exposure to these notions a more
tutorial text is recommended.

4.1.1 Matrices and Vectors

A (real) matrix of size m× n is an array of mn real numbers arranged in m rows and n columns:

A =

 a11 · · · a1n
...

...
am1 · · · amn

 .

The n ×m matrix AT obtained by exchanging rows and columns of A is called the transpose of
A. A matrix A is said to be symmetric if A = AT .

The sum of two matrices of equal size is the matrix of the entry-by-entry sums, and the scalar
product of a real number a and an m× n matrix A is the m× n matrix of all the entries of A, each
multiplied by a. The difference of two matrices of equal size A and B is

A−B = A + (−1)B .

The product of an m× p matrix A and a p× n matrix B is an m× n matrix C with entries

cij =

p∑
k=1

aikbkj .

A (real) n-dimensional vector is an n-tuple of real numbers

v = (v1, . . . , vn) .

There is a natural, one-to-one correspondence between n-dimensional vectors and n × 1 ma-
trices:

(v1, . . . , vn) ↔

 v1
...

vn

 .
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The matrix on the right is called the column vector corresponding to the vector on the left.
There is also a natural, one-to-one correspondence between n-dimensional vectors and 1 × n

matrices:
(v1, . . . , vn) ↔

[
v1 · · · vn

]
.

The matrix on the right is called the row vector corresponding to the vector on the left.
If a is a vector, then the symbol a also denotes the corresponding column vector, so that the

corresponding row vector is aT .
All algebraic operations on vectors are inherited from the corresponding matrix operations,

when defined. In addition, the inner product of two n-dimensional vectors

a = (a1, . . . , an) and b = (b1, . . . , bn)

is the real number equal to the matrix product aTb. It is easy to verify that this is also equal to
bTa. Two vectors that have a zero inner product are said to be orthogonal.

The norm of a vector a is
‖a‖ =

√
aTa .

A unit vector is a vector with norm one.
The outer product of an m dimensional vector a with an n-dimensional vector b is the m× n

matrix abT .

4.1.2 Cartesian Coordinates

This Section assumes the notions of the distance between two points and the angle between lines
to be known from geometry. The law of cosines is also stated without proof1: if a, b, c are the sides
of a triangle and the angle between a and b is θ, then

c2 = a2 + b2 − 2ab cos θ .

The special case for θ = π/2 radians is known as Pythagoras’ theorem.
The definitions that follow focus on three-dimensional space. Two-dimensional geometry can

be derived as a special case when the third coordinate of every point is set to zero.
A Cartesian reference system for three-dimensional space is a point in space called the origin

and three mutually perpendicular, directed lines though the origin called the axes. The order in
which the axes are listed is fixed, and is part of the definition of the reference system. The plane
that contains the second and third axis is the first reference plane. The plane that contains the third
and firs axis is the second reference plane. The plane that contains the first and second axis is the
third reference plane.

It is customary to mark the axis directions by specifying a point on each axis and at unit distance
from the origin. These points are called the unit points of the system, and the positive direction
of an axis is from the origin towards the axis’ unit point. A Cartesian reference system is right-
handed if the smallest rotation that brings the first unit point to the second is counterclockwise
when viewed from the third unit point. The system is left-handed otherwise.

1A proof based on trigonometry is straightforward but tedious, and a useful exercise.
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The Cartesian coordinates of a point in three-dimensional space are the signed distances of the
point from the first, second, and third reference plane, in this order, and collected into a vector.
The sign for coordinate i is positive if the point is in the half-space (delimited by the i-th refer-
ence plane) that contains the positive half of the i-th reference axis. It follows that the Cartesian
coordinates of the origin are o = (0, 0, 0), those of the unit points are the vectors e1 = (1, 0, 0),
e2 = (0, 1, 0), and e3 = (0, 0, 1), and the vector p = (x, y, z) of coordinates of an arbitrary point
in space can also be written as follows:

p = xe1 + ye2 + ze3 .

The point p can be reached from the origin by the following polygonal path:

o , xe1 , xe1 + ye2 , p .

Each segment of the path is followed by a right-angle turn, so Pythagoras’ theorem can be applied
twice to yield the distance of p from the origin:

d(o,p) =
√

x2 + y2 + z2 .

From the definition of norm of a vector we see that

d(o,p) = ‖p‖ .

So the norm of the vector of coordinates of a point is the distance of the point from the origin. A
vector is often drawn as an arrow pointing from the origin to the point whose coordinates are the
components of the vector. Then, the result above shows that the length of that arrow is the norm of
the vector. Because of this, the words “length” and “norm” are often used interchangeably.

4.1.3 Orthogonality

The law of cosines yields a geometric interpretation of the inner product of two vectors a and b:

aTb = ‖a‖ ‖b‖ cos θ (1)

where θ is the acute angle between the two arrows that represent a and b geometrically.
So the inner product of two vectors is the product of the lengths of the two arrows that
represent them and of the cosine of the angle between them.

To prove this result, consider a triangle with sides

a = ‖a‖ , b = ‖b‖ , c = ‖b− a‖

and with an angle θ between a and b. Then the law of cosines yields

‖b− a‖2 = ‖a‖2 + ‖b‖2 − 2‖a‖ ‖b‖ cos θ .
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From the definition of norm we then obtain

‖a‖2 + ‖b‖2 − 2aTb = ‖a‖2 + ‖b‖2 − 2‖a‖ ‖b‖ cos θ .

Canceling equal terms and dividing by −2 yields the desired result.

Setting θ = π/2 in the result above yields another important corollary:

The arrows that represent two vectors a and b are mutually perpendicular if an only if the
two vectors are orthogonal:

aTb = 0 .

Because of this result, the words “perpendicular” and “orthogonal” are often used interchange-
ably.

4.1.4 Projection

Given two vectors a and b, the projection of a onto b is the vector p that represents the point p on
the line through b that is nearest to the endpoint of a. See figure 4.1.

a

b
p

Figure 4.1: The vector from the origin to point p is the projection of a onto b. The line from the
endpoint of a to p is orthogonal to b.
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The projection of a onto b is the vector

p = Pba

where Pb is the following square, symmetric matrix:

Pb =
bbT

bTb
.

The magnitude of the projection is

‖p‖ =
bTa

‖b‖
. (2)

To prove this, observe that since by definition point p is on the line through b, the projection
vector p has the form p = xb, where x is some real number. From elementary geometry, the line
between p and the endpoint of a is shortest when it is perpendicular to b:

bT (a− xb) = 0

which yields

x =
bTa

bTb
so that

p = xb = bx =
bbT

bTb
a

as advertised. The magnitude of p can be computed as follows. First, observe that

P 2
b =

bbT

bTb

bbT

bTb
=

bbTbbT

(bTb)2
=

bbT

bTb
= Pb

so that the projection matrix Pb is idempotent:

P 2
b = Pb .

This means that applying the matrix once or multiple times has the same effect. Then,

‖p‖2 = pTp = aT P T
b Pba = aT PbPba = aT Pba = aT bbT

bTb
a =

(bTa)2

bTb

which yields equation (2).
From the definition of projection we also see the following fact.

The coordinates of a point in space are the projections of the vector of coordinates of the
point onto the three unit vectors that define the coordinate axes.
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This result is trivial in the basic Cartesian reference frame with unit points e1 = (1, 0, 0),
e2 = (0, 1, 0), e3 = (0, 0, 1). If p = (x, y, z), then obviously

e1p = x , e2p = y , e3p = z .

The result becomes less trivial in Cartesian reference systems where the axes have different orien-
tations, as we will see soon.

4.1.5 Cross Product

The cross product of two 3-dimensional vectors a = (a1, a2, a3) and b = (b1, b2, b3) is the 3-
dimensional vector

c = a× b = (a2b3 − a3b2 , a3b1 − a1b3 , a1b2 − a2b1) .

The cross product c of a and b is orthogonal to both a and b:

cTa = (a2b3 − a3b2)a1 + (a3b1 − a1b3)a2 + (a1b2 − a2b1)a3 = 0

cTb = (a2b3 − a3b2)b1 + (a3b1 − a1b3)b2 + (a1b2 − a2b1)b3 = 0

(check that all terms do indeed cancel).
The vector c is oriented so that the triple a, b, c is right-handed. This fact is not proven here.
If θ is the acute angle between a and b, then

(aTb)2 + ‖a× b‖2 = ‖a‖2 ‖b‖2

as can be shown by straightforward manipulation:

(aTb)2 = (a1b1 + a2b2 + a3b3) (a1b1 + a2b2 + a3b3)

= a2
1b

2
1 + a1b1a2b2 + a1b1a3b3

+a2
2b

2
2 + a1b1a2b2 + a2b2a3b3

+a2
3b

2
3 + a1b1a3b3 + a2b2a3b3

= a2
1b

2
1 + a2

2b
2
2 + a2

3b
2
3 + 2a1b1a2b2 + 2a2b2a3b3 + 2a1b1a3b3

and

‖a× b‖2 = (a2b3 − a3b2)
2 + (a3b1 − a1b3)

2 + (a1b2 − a2b1)
2

= a2
2b

2
3 + a2

3b
2
2 − 2a2b2a3b3

+a2
1b

2
3 + a2

3b
2
1 − 2a1b1a3b3

+a2
1b

2
2 + a2

2b
2
1 − 2a1b1a2b2

= a2
1b

2
2 + a2

2b
2
1 + a2

2b
2
3 + a2

3b
2
2 + a2

1b
2
3 + a2

3b
2
1

−2a1b1a2b2 − 2a2b3a2b2 − 2a1b1a3b3
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so that

(aTb)2 + ‖a× b‖2 = a2
1b

2
1 + a2

1b
2
2 + a2

1b
2
3 + a2

2b
2
1 + a2

2b
2
2 + a2

2b
2
3 + a2

3b
2
1 + a2

3b
2
2 + a2

3b
2
3

but also

‖a‖2 ‖b‖2 = a2
1b

2
1 + a2

1b
2
2 + a2

1b
2
3 + a2

2b
2
1 + a2

2b
2
2 + a2

2b
2
3 + a2

3b
2
1 + a2

3b
2
2 + a2

3b
2
3

so that
(aTb)2 + ‖a× b‖2 = ‖a‖2 ‖b‖2 (3)

as desired. The following geometric interpretation of the cross product then follows:

The cross product of two three-dimensional vectors a and b is a vector c orthogonal to
both a and b, oriented so that the triple a, b, c is right-handed, and with magnitude

‖c‖ = ‖a× b‖ = ‖a‖ ‖b‖ sin θ (4)

where θ is the acute angle between a and b.

The orthogonality of c to both a and b and right-handedness of a, b, c has already been shown.
The result on the magnitude is a consequence of equation (3). From this equation we obtain

‖a× b‖2 = ‖a‖2 ‖b‖2 − (aTb)2 = ‖a‖2 ‖b‖2 − ‖a‖2 ‖b‖2 cos2 θ = ‖a‖2 ‖b‖2 sin2 θ

or
‖a× b‖ = ±‖a‖ ‖b‖ sin θ .

Since the angle θ is acute (from equation (1)), all quantities in the last equation are nonnegative,
so that the − sign yields an impossible equation. This results in equation (4).

From its expression, we see that the magnitude of a× b is the area of a rectangle with sides a
and b.

Suppose that we need to compute cross products of the form a × p where a is a fixed vector
but p changes. It is then convenient to write the cross product as the product of a matrix a×
that depends on a and of p. Spelling out the definition of the cross product yields the following
anti-symmetric matrix:

a× =

 0 −a3 a2

a3 0 −a1

−a2 a1 0

 .

The triple product of three-dimensional vectors a, b, c is defined as follows:

aT (b× c) = a1(b2c3 − b3c2) + a2(b1c3 − b3c1) + a3(b1c2 − b2c1) .

It is immediate to verify that

aT (b× c) = bT (c× a) = cT (a× b) = −aT (c× b) = −cT (b× a) = −bT (a× c) .
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Again, from its expression, we see that the triple product of vectors a, b, c is the volume of a
parallelepiped with edges a, b, c: the cross product p = b× c is a vector orthogonal to the plane
of b and c, and with magnitude equal to the base of the parallelepiped. The inner product of p and
a is the magnitude of p times that of a times the cosine of the angle between them, that is, the base
area of the parallelepiped times its height. This gives the volume of the solid. See Figure 4.2.

a

b

c

θ

Figure 4.2: The triple product of the vectors a, b, c is the volume of the parallelepiped with edges
a, b, c.

4.1.6 Rotation

A rotation is a transformation between two Cartesian references systems C and C ′ of equal origin
and handedness. Let e1, e2, e3 be the unit points of C, and i, j, k the unit points of C ′. Then a
point with coordinates p = (x, y, z) in C can be reached from the common origin o to the two
systems by a polygonal path with the following four vertices:

o , a = x′i , b = x′i + y′j , p = x′i + y′j + z′k .

The steps of this path are along the axes of C ′. The numbers x′, y′, z′ are the magnitudes of
the steps, and also the coordinates of the point in C ′. These step sizes are the magnitudes of the
projections of the point onto i, j, k, and from equation (2) we see that

x′ == iTp , y′ = jTp , z′ = kTp

because the vectors i, j, k have unit norm. These three equations can be packaged into a single
matrix equation that expresses the vector q = (x′, y′, z′) as a function of p:

q = Rp where R =

 iT

jT

kT


where the 3× 3 matrix R is called a rotation matrix.

A rotation is a reversible transformation, and therefore the matrix R must have an inverse,
another matrix that transforms back from C ′ to C. In other words, when we rotated p through R
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we obtained a vector q of coordinates in C ′. We then look for a new matrix R−1 that applied to q
gives back the original vector p:

q = Rp → p = R−1q

that is,
p = R−1Rp .

Since this is to hold for any vector p, we need to find R−1 such that

R−1R = I =

 1 0 0
0 1 0
0 0 1

 .

The matrix I is called the identity matrix, and the matrix R−1 is the left inverse of R. However,
even a right inverse, that is, a matrix Q such that

RQ = I

will do. This is because for any square matrix A, if the matrix B is the right inverse of A, that is,
if AB = I , then B is also the left inverse:

BA = I .

The proof is a single line: suppose that the left inverse is a matrix C, so that CA = I . Then

C = CI = C(AB) = (CA)B = IB = B ,

which forces us to conclude that B and C are the same matrix. So we can drop “left” or “right”
and merely say inverse.

The inverse R−1 of the rotation matrix R is more easily found by looking for a right inverse.
The three vectors i, j, k that make up the rows of R have unit norm,

iT i = jT j = kTk = 1 , (5)

and are mutually orthogonal:
iT j = jTk = kT i = 0 . (6)

Because of this,

RRT =

 iT

jT

kT

 [
i j k

]
=

 iT i iT j iTk
jT i jT j jTk
kT i kT j kTk

 =

 1 0 0
0 1 0
0 0 1


which shows the following.
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The inverse of a rotation matrix is its transpose:

RT R = RRT = I . (7)

Note that RT , being the inverse of R, is also a transformation between two Cartesian systems
with the same origin and handedness, so RT is a rotation matrix as well, and its rows must be
mutually orthogonal unit vectors. Since the rows of RT are the columns of R, we conclude that
both the rows and columns of a rotation matrix are unit norm and orthogonal. This makes intuitive
sense: just as the rows of R are the unit vectors of C ′ expressed in C, so its columns (the rows of
the inverse transformation RT ) are the unit vectors of C expressed in C ′.

The equations (7) characterize combinations of rotations and possible inversions. An inversion
(also known as a mirror flip) is a transformation that changes the direction of some of the axes.
This is represented by a matrix of the form

S =

 s1 0 0
0 s2 0
0 0 s3


where s1, s2 s3 are equal to either 1 or −1, and there is either one or three negative elements. It is
easy to see that

ST S = SST = I .

If there were zero or two negative elements, then S would be a rotation matrix, because the flip of
two axes can be achieved by a rotation. For instance, flipping the x and y axes can be achieved by
a 180-degree rotation around the z axis. No rotation can achieve the flip of an odd number of axes.

The determinant of a 3× 3 matrix is the triple product of its rows. Direct manipulation shows
that this is the same as the triple product of its columns. It is immediate to see that the determinant
of a rotation matrix is 1:

det(R) = iT (j× k) = iT i = 1

because

i× j = k , j× k = i , k× i = j .

These equalities can be verified by the geometric interpretation of the cross product: each of the
three vectors i, j, k is orthogonal to the other two, and its magnitude is equal to 1, consistently with
equation (4). The order of the vectors in the equalities above preserves handedness.

It is even easier to see that the determinant of an inversion matrix S is equal to −1. Thus, the
following conclusion can be drawn.
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A matrix R is a rotation if and only if

RT R = RRT = I and det(R) = 1 .

A matrix S is an inversion if and only if

ST S = SST = I and det(S) = −1 .

Note that in particular the identity matrix I is a rotation, and −I is an inversion.

Geometric Interpretation of Orthogonality The orthogonality result

R−1 = RT

is very simple, and yet was derived through a comparatively lengthy sequence of algebraic steps.
These steps familiarize us with the type of manipulation we often need to perform in problems of
geometry and parameter estimation, so the derivation above is pedagogically useful. This Section
reviews orthogonality of rotation matrices from a geometric point of view, and derives the result
above by simpler means.

The rows of the rotation matrix

R =

 r11 r12 r13

r21 r22 r23

r31 r32 r33

 =

 iT

jT

kT

 =

 i1 i2 i3
j1 j2 j3

k1 k2 k3


are the unit vectors of the rotated (“new”) reference system, expressed in the original (“old”)
reference system. This means that its entry rij is magnitude of the projection of the i-th new unit
vector onto the j-th old unit vector. For instance,

r12 = iTe2 and r31 = kTe1 .

However, the magnitude of the projection of a unit vector onto another unit vector is simply the
cosine of the angle between them:

rij = cos αij

where αij is the angle between the i-th axis in the new system and the j-th axis in the old.
Thus, the entries of a rotation matrix are direction cosines: they are all cosines of well-defined

angles. This result also tells us that projection magnitude is symmetric for unit vectors: For in-
stance, the magnitude of the projection of i onto e2 is the same as the magnitude of the projection
of e2 onto i.

This symmetry is the deep reason for orthogonality: when we want to go from the “new”
system i, j, k back to the “old” system e1, e2, e3 through the inverse matrix R−1, we seek to
express the latter unit vectors in the system of the former, that is, we seek the magnitudes of the
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projections of each “old” unit vector onto each of the “new” unit vectors. Because of symmetry,
these projections are already available in the matrix R, just in a different arrangement: what we
want in the rows of R−1 can be found in the columns of R. Voilà:

R−1 = RT .

4.1.7 Rotation Vectors

A rotation matrix is an array of nine numbers. These are subject to the six norm and orthogonality
constraints (5) and (6), so only three degrees of freedom are left: if three of the numbers are given,
the other six can be computed from these equations. In numerical optimization problems, the
redundancy of rotation matrices is inconvenient, and a minimal representation of rotation is often
preferable.

The simplest such representation is based on Euler’s theorem, stating that every rotation can
be described by an axis of rotation and an angle around it. A compact representation of axis and
angle is a three-dimensional rotation vector whose direction is the axis and whose magnitude is the
angle in radians. The axis is oriented so that the acute-angle rotation is counterclockwise around
it. As a consequence, the angle of rotation is always nonnegative, and at most π.

While simple, the rotation-vector representation of rotation must be used with some care. As
defined earlier, the set of all rotation vectors is the three-dimensional ball2 of radius π. However,
two antipodal points on the sphere, that is, two vectors r and −r with norm π, represent the same
180-degree rotation.

Whether this lack of uniqueness is a problem depends on the application. For instance, when
comparing rotations, it would be troublesome if the same rotation had two different representations.
To preserve uniqueness, one can carefully peel away half of the sphere from the ball, and define
the half-open rotation ball as the following union of disjoint sets:

{r : ‖r‖ < π} ∪ {r : ‖r‖ = π ∩ r1 > 0} ∪ {r : ‖r‖ = π ∩ r1 = 0 ∩ r2 > 0} ∪ {(0, 0, π)} .

These sets are respectively the open unit ball, the open hemisphere with its pole at (π, 0, 0), the
open half-equator of that hemisphere centered at (0, π, 0), and the individual point (0, 0, π). The
last three sets are illustrated in Figure 4.3.

The formula for finding the rotation matrix corresponding to an angle-axis vector is called
Rodrigues’ formula, which is now derived.

Let r be a rotation vector. If the vector is (0, 0, 0), then the rotation is zero, and the correspond-
ing matrix is the identity matrix:

r = 0 → R = I .

Let us now assume that r is not the zero vector. The unit vector for the axis of rotation is then

u =
r

‖r‖
2A ball of radius r in Rn is the set of points p such that ‖p‖ ≤ r. In contrast, a sphere of radius r in Rn is the set

of points p such that ‖p‖ = r.
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(0, π, 0)

(0, 0, π)

Figure 4.3: The parts of the sphere of radius π that are included in the half-open rotation ball. The
interior of the ball is included as well, but is not shown in the figure for clarity. The pole of the
hemisphere in the picture is the point (π, 0, 0).

and the angle is
θ = ‖r‖ radians.

The rotation has no effect on a point p along the axis. Suppose then that p is off the axis. To see
the effect of rotation on p, we decompose p into two orthogonal vectors, one along u and the other
perpendicular to it:

a = Pup = uuTp

is along u, and
b = p− a = (1− uuT )p

is orthogonal to u, as shown in Figure 4.4.
The rotation leaves a unaltered, and rotates b by θ in the plane orthogonal to u. To express the

latter rotation, we introduce a third vector

c = u× p

that is orthogonal to both u and p, and has the same norm as b (because u is a unit vector and
because of the formula (4)). Since b and c have the same norm, the rotated version of b is

b′ = b cos θ + c sin θ .

The rotated version of the entire vector p is then

p′ = a + b′ = a + b cos θ + c sin θ = uuTp + (1− uuT )p cos θ + u× p sin θ

= [I cos θ + (1− cos θ)uuT + u× sin θ]p

so that
R = I cos θ + (1− cos θ)uuT + u× sin θ .
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θ

p

b

b’

a

u

c

axis of rotation

o

plane perpendicular to u

Figure 4.4: Vectors used in the derivation of Rodrigues’ formula.

This equation is called Rodrigues’ formula.
To invert this formula, note that the sum of its first two terms,

I cos θ + (1− cos θ)uuT

is a symmetric matrix, while the last term,

u× sin θ

is antisymmetric. Therefore,

R−RT = 2u× sin θ =

 0 −u3 u2

u3 0 −u1

−u2 u1 0

 sin θ = 2

 0 −ρ3 ρ2

ρ3 0 −ρ1

−ρ2 ρ1 0

 .

Since the vector u has unit norm, the norm of the vector (ρ1, ρ2, ρ3) is sin θ. Direct calculation
shows that the trace, that is, the sum of the diagonal elements of the rotation matrix R, is equal to
2 cos θ + 1, so that

cos θ = (r11 + r22 + r33 − 1)/2 .

If sin θ = 0, and cos θ = 1 then the rotation vector is

r = 0 .
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If sin θ = 0, and cos θ = −1 then Rodrigues’ formula simplifies to the following:

R = −I + 2uuT

so that

uuT =
R + I

2
.

This equation shows that each of the three columns of (R + I)/2 is a multiple of the unknown unit
vector u. Since the norm of u is one, not all its entries can be zero. Let v be any nonzero column
of R + I . Then

u =
v

‖v‖
and

r = uπ .

In the general case, sin θ 6= 0. Then, the normalized rotation vector is

u =
ρ

‖ρ‖
.

From sin θ and cos θ, the two-argument arc-tangent function yields the angle θ, and

r = uθ .

The two-argument function arctan2 is defined as follows for (x, y) 6= (0, 0)

arctan2(y, x) =


arctan( y

x
) if x > 0

π + arctan( y
x
) if x < 0

π
2

if x = 0 and y > 0
−π

2
if x = 0 and y < 0

and is undefined for (x, y) = (0, 0). This function returns the arc-tangent of y/x (notice the order
of the arguments) in the proper quadrant, and extends the function by continuity along the y axis.

Table 1 summarizes this discussion.

4.1.8 Coordinate Transformation

Two right-handed, Cartesian systems of reference C and C ′ can differ by a translation of the origin
from o to t and a rotation of the axes from unit points e1, e2, e3 to unit points i, j, k. Suppose that
the origin of frame C is first translated to point t (as expressed in C) and then the resulting frame
is rotated by R (see Figure 4.5). Given a point with coordinates p = (x, y, z) in C, the coordinates
q = (x′, y′, z′) of the same point in C ′ are then

q = R(p− t) (8)
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The rotation matrix corresponding to the rotation vector

r such that ‖r‖ ≤ π

can be computed as follows:
θ = ‖r‖

If θ = 0, then R = I . Otherwise,

u =
r

θ
and R = I cos θ + (1− cos θ)uuT + u× sin θ .

Conversely, the rotation vector corresponding to the rotation matrix

R such that RT R = RRT = I and det(R) = 1

can be computed as follows:

A =
R−RT

2
, ρ =

[
a32 a13 a21

]T

s = ‖ρ‖ , c = (r11 + r22 + r33 − 1)/2 .

If s = 0 and c = 1, then r = 0. Otherwise, if s = 0 and c = −1, let v = a nonzero column
of R + I . Then,

u =
v

‖v‖
, r = S1/2(uπ) .

Finally, if sin θ 6= 0,

u =
ρ

s
, θ = arctan2(s, c) , and r = uθ .

The function S1/2(r) flips signs of the coordinates of vector r (assumed here to have norm
π) to force it onto the half-hemisphere of Figure 4.3, in order to ensure uniqueness:

S1/2(r) =


−r if ‖r‖ = π and ((r1 = r2 = 0 and r3 < 0)

or (r1 = 0 and r2 < 0) or (r1 < 0))
r otherwise.

Table 1: Transformations between a rotation matrix R and a rotation vector r.
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The translation is applied first, to yield the new coordinates p−t in an intermediate frame C”. This
does not change the directions of the coordinate axes, so the rotation in C and in C” is expressed
by the same rotation R, which is applied thereafter.

The inverse transformation applies the inverse operations in reverse order:

p = RTq + t . (9)

This can also be verified algebraically from equation (8): multiplying both sides by RT from the
left yields

RTq = RT R(p− t) = p− t

and adding t to both sides yields equation (9).

p

t

p-t

o

i

j

k

e1

e2

e3

Figure 4.5: Transformation between two reference systems.
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4.2 The Singular Value Decomposition

This Appendix extends to general m×n matrices and n-dimensional vectors the results on orthog-
onality and projection introduced for three-dimensional vectors in Appendix 4.1. The Sections
thereafter use these concepts to introduce the Singular Value Decomposition (SVD) of a matrix,
the pseudo-inverse, and its use for the solution of linear systems.

4.2.1 Orthogonal Matrices

Let S be an n-dimensional subspace of Rm (so that we necessarily have n ≤ m), and let v1, . . . ,vn

be an orthonormal basis for S. Consider a point P in S. If the coordinates of P in Rm are collected
in an m-dimensional vector

p =

 p1
...

pm

 ,

and since P is in S, it must be possible to write p as a linear combination of the vjs. In other
words, there must exist coefficients

q =

 q1
...
qn


such that

p = q1v1 + . . . + qnvn = V q

where
V =

[
v1 · · · vn

]
is an m× n matrix that collects the basis for S as its columns. Then for any i = 1, . . . , n we have

vT
i p = vT

i

n∑
j=1

qjvj =
n∑

j=1

qjv
T
i vj = qi ,

since the vj are orthonormal. This is important, and may need emphasis:

If

p =
n∑

j=1

qjvj

and the vectors of the basis v1, . . . ,vn are orthonormal, then the coefficients qj

are the signed magnitudes of the projections of p onto the basis vectors:

qj = vT
j p . (10)
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In matrix form,
q = V Tp . (11)

Also, we can collect the n2 equations

vT
i vj =

{
1 if i = j
0 otherwise

into the following matrix equation:
V T V = I (12)

where I is the n×n identity matrix. A matrix V that satisfies equation (12) is said to be orthogonal.
Thus, a matrix is orthogonal if its columns are orthonormal. Since the left inverse of a matrix V is
defined as the matrix L such that

LV = I , (13)

comparison with equation (12) shows that the left inverse of an orthogonal matrix V exists, and is
equal to the transpose of V .

Of course, this argument requires V to be full rank, so that the solution L to equation (13) is
unique. However, V is certainly full rank, because it is made of orthonormal columns.

Notice that V R = I cannot possibly have a solution when m > n, because the m×m identity
matrix has m linearly independent 3 columns, while the columns of V R are linear combinations of
the n columns of V , so V R can have at most n linearly independent columns.

Of course, this result is still valid when V is m × m and has orthonormal columns, since
equation (12) still holds. However, for square, full-rank matrices (r = m = n), the distinction
between left and right inverse vanishes, as we saw in Appendix 4.1. Since the matrix V V T contains
the inner products between the rows of V (just as V T V is formed by the inner products of its
columns), the argument above shows that the rows of a square orthogonal matrix are orthonormal
as well. We can summarize this discussion as follows:

Theorem 4.1 The left inverse of an orthogonal m× n matrix V with m ≥ n exists and is equal to
the transpose of V :

V T V = I .

In particular, if m = n, the matrix V −1 = V T is also the right inverse of V :

V square ⇒ V −1V = V T V = V V −1 = V V T = I .

Sometimes, when m = n, the geometric interpretation of equation (11) causes confusion,
because two interpretations of it are possible. In the interpretation given above, the point P remains
the same, and the underlying reference frame is changed from the elementary vectors ej (that is,
from the columns of I) to the vectors vj (that is, to the columns of V ). Alternatively, equation (11)

3Nay, orthonormal.
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can be seen as a transformation, in a fixed reference system, of point P with coordinates p into a
different point Q with coordinates q. This, however, is relativity, and should not be surprising: If
you spin clockwise on your feet, or if you stand still and the whole universe spins counterclockwise
around you, the result is the same.4

Consistently with either of these geometric interpretations, we have the following result:

Theorem 4.2 The norm of a vector x is not changed by multiplication by an orthogonal matrix V :

‖V x‖ = ‖x‖ .

Proof.
‖V x‖2 = xT V T V x = xTx = ‖x‖2 .

∆

We conclude this section with an obvious but useful consequence of orthogonality. In Appendix
4.1 we defined the projection p of a vector b onto another vector c as the point on the line through
c that is closest to b. This notion of projection can be extended from lines to vector spaces by the
following definition: The projection p of a point b ∈ Rn onto a subspace C is the point in C that
is closest to b.

Also, for unit vectors c, the projection matrix is ccT , and the vector b − p is orthogonal to c.
An analogous result holds for subspace projection, as the following theorem shows.

Theorem 4.3 Let U be an orthogonal matrix. Then the matrix UUT projects any vector b onto
range(U). Furthermore, the difference vector between b and its projection p onto range(U) is
orthogonal to range(U):

UT (b− p) = 0 .

Proof. A point p in range(U) is a linear combination of the columns of U :

p = Ux

where x is the vector of coefficients (as many coefficients as there are columns in U ). The squared
distance between b and p is

‖b− p‖2 = (b− p)T (b− p) = bTb + pTp− 2bTp = bTb + xT UT Ux− 2bT Ux .

Because of orthogonality, UT U is the identity matrix, so

‖b− p‖2 = bTb + xTx− 2bT Ux .

4At least geometrically. One solution may be more efficient than the other in other ways.
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The derivative of this squared distance with respect to x is the vector

2x− 2UTb

which is zero iff
x = UTb ,

that is, when
p = Ux = UUTb

as promised.
For this value of p the difference vector b− p is orthogonal to range(U), in the sense that

UT (b− p) = UT (b− UUTb) = UTb− UTb = 0 .

∆

4.2.2 The Singular Value Decomposition

Here is the main intuition captured by the Singular Value Decomposition (SVD) of a matrix:

An m×n matrix A of rank r maps the r-dimensional unit hypersphere in rowspace(A)
into an r-dimensional hyperellipse in range(A).

Thus, a hypersphere is stretched or compressed into a hyperellipse, which is a quadratic hyper-
surface that generalizes the two-dimensional notion of ellipse to an arbitrary number of dimensions.
In three dimensions, the hyperellipse is an ellipsoid, in one dimension it is a pair of points. In all
cases, the hyperellipse in question is centered at the origin.

For instance, the rank-2 matrix

A =
1√
2

 √
3
√

3
−3 3
1 1

 (14)

transforms the unit circle on the plane into an ellipse embedded in three-dimensional space. Figure
4.6 shows the map

b = Ax .

Two diametrically opposite points on the unit circle are mapped into the two endpoints of the
major axis of the ellipse, and two other diametrically opposite points on the unit circle are mapped
into the two endpoints of the minor axis of the ellipse. The lines through these two pairs of points
on the unit circle are always orthogonal. This result can be generalized to any m× n matrix.

Simple and fundamental as this geometric fact may be, its proof by geometric means is cum-
bersome. Instead, we will prove it algebraically by first introducing the existence of the SVD and
then using the latter to prove that matrices map hyperspheres into hyperellipses.
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x

b

2

v 1

uσ

v
u3

2
x

1
x

2

2
b

b
3

1

2

uσ
1 1

b

Figure 4.6: The matrix in equation (14) maps a circle on the plane into an ellipse in space. The
two small boxes are corresponding points.

Theorem 4.4 If A is a real m× n matrix then there exist orthogonal matrices

U =
[

u1 · · · um

]
∈ Rm×m

V =
[

v1 · · · vn

]
∈ Rn×n

such that
UT AV = Σ = diag(σ1, . . . , σp) ∈ Rm×n

where p = min(m, n) and σ1 ≥ . . . ≥ σp ≥ 0. Equivalently,

A = UΣV T .

The columns of V are the right singular vectors of A, and those of U are its left singular
vectors. The diagonal entries of Σ are the singular values of A. The ratio

κ(A) = σ1/σp (15)

is the condition number of A, and is possibly infinite.
Proof. Let x and y be unit vectors in Rn and Rm, respectively, and consider the bilinear form

z = yT Ax .

The set
S = {x, y | x ∈ Rn, y ∈ Rm, ‖x‖ = ‖y‖ = 1}
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is compact, so that the scalar function z(x,y) must achieve a maximum value on S, possibly at
more than one point 5. Let u1, v1 be two unit vectors in Rm and Rn respectively where this
maximum is achieved, and let σ1 be the corresponding value of z:

max
‖x‖=‖y‖=1

yT Ax = uT
1 Av1 = σ1 .

It is easy to see that u1 is parallel to the vector Av1. If this were not the case, their inner product
uT

1 Av1 could be increased by rotating u1 towards the direction of Av1, thereby contradicting the
fact that uT

1 Av1 is a maximum. Similarly, by noticing that

uT
1 Av1 = vT

1 ATu1

and repeating the argument above, we see that v1 is parallel to ATu1.
The vectors u1 and v1 can be extended into orthonormal bases for Rm and Rn, respectively.

Collect these orthonormal basis vectors into orthogonal matrices U1 and V1. Then

UT
1 AV1 = S1 =

[
σ1 0T

0 A1

]
.

In fact, the first column of AV1 is Av1 = σ1u1, so the first entry of UT
1 AV1 is uT

1 σ1u1 = σ1,
and its other entries are uT

j Av1 = 0 because Av1 is parallel to u1 and therefore orthogonal, by
construction, to u2, . . . ,um. A similar argument shows that the entries after the first in the first
row of S1 are zero: the row vector uT

1 A is parallel to vT
1 , and therefore orthogonal to v2, . . . ,vn,

so that uT
1 Av2 = . . . = uT

1 Avn = 0.
The matrix A1 has one fewer row and column than A. We can repeat the same construction on

A1 and write

UT
2 A1V2 = S2 =

[
σ2 0T

0 A2

]
so that [

1 0T

0 UT
2

]
UT

1 AV1

[
1 0T

0 V2

]
=

 σ1 0 0T

0 σ2 0T

0 0 A2

 .

This procedure can be repeated until Ak vanishes (zero rows or zero columns) to obtain

UT AV = Σ

where UT and V are orthogonal matrices obtained by multiplying together all the orthogonal ma-
trices used in the procedure, and

Σ = diag(σ1, . . . , σp) .

Since matrices U and V are orthogonal, we can premultiply the matrix product in the theorem by
U and postmultiply it by V T to obtain

A = UΣV T ,

5Actually, at least at two points: if uT
1 Av1 is a maximum, so is (−u1)T A(−v1).
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which is the desired result.
It only remains to show that the elements on the diagonal of Σ are nonnegative and arranged in

nonincreasing order. To see that σ1 ≥ . . . ≥ σp (where p = min(m, n)), we can observe that the
successive maximization problems that yield σ1, . . . , σp are performed on a sequence of sets each
of which contains the next. To show this, we just need to show that σ2 ≤ σ1, and induction will do
the rest. We have

σ2 = max
‖x̂‖=‖ŷ‖=1

ŷT A1x̂ = max
‖x̂‖=‖ŷ‖=1

[
0 ŷ

]T
S1

[
0
x̂

]
= max

‖x̂‖=‖ŷ‖=1

[
0 ŷ

]T
UT

1 AV1

[
0
x̂

]
= max

‖x‖ = ‖y‖ = 1
xTv1 = yTu1 = 0

yT Ax ≤ σ1 .

To explain the last equality above, consider the vectors

x = V1

[
0
x̂

]
and y = U1

[
0
ŷ

]
.

The vector x is equal to the unit vector [0 x̂]T transformed by the orthogonal matrix V1, and is
therefore itself a unit vector. In addition, it is a linear combination of v2, . . . ,vn, and is therefore
orthogonal to v1. A similar argument shows that y is a unit vector orthogonal to u1. Because x
and y thus defined belong to subsets (actually sub-spheres) of the unit spheres in Rn and Rm, we
conclude that σ2 ≤ σ1.

The σi are nonnegative because all these maximizations are performed on unit hyper-spheres.
The σis are maxima of the function z(x,y) which always assumes both positive and negative values
on any hyper-sphere: If z(x,y) is negative, then z(−x,y) is positive, and if x is on a hyper-sphere,
so is −x. ∆

The singular value decomposition is “almost unique”. There are two sources of ambiguity. The
first is in the orientation of the singular vectors. One can flip any right singular vector, provided
that the corresponding left singular vector is flipped as well, and still obtain a valid SVD. Singular
vectors must be flipped in pairs (a left vector and its corresponding right vector) because the singu-
lar values are required to be nonnegative. This is a trivial ambiguity. If desired, it can be removed
by imposing, for instance, that the first nonzero entry of every left singular value be positive.

The second source of ambiguity is deeper. If the matrix A maps a hypersphere into another
hypersphere, the axes of the latter are not defined. For instance, the identity matrix has an infinity
of SVDs, all of the form

I = UIUT

where U is any orthogonal matrix of suitable size. More generally, whenever two or more singular
values coincide, the subspaces identified by the corresponding left and right singular vectors are
unique, but any orthonormal basis can be chosen within, say, the right subspace and yield, together
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with the corresponding left singular vectors, a valid SVD. Except for these ambiguities, the SVD
is unique.

Even in the general case, the singular values of a matrix A are the lengths of the semi-axes of
the hyperellipse E defined by

E = {Ax : ‖x‖ = 1} .

The SVD reveals a great deal about the structure of a matrix. If we define r by

σ1 ≥ . . . ≥ σr > σr+1 = . . . = 0 ,

that is, if σr is the smallest nonzero singular value of A, then

rank(A) = r

null(A) = span{vr+1, . . . ,vn}
range(A) = span{u1, . . . ,ur} .

The sizes of the matrices in the SVD are as follows: U is m×m, Σ is m× n, and V is n× n.
Thus, Σ has the same shape and size as A, while U and V are square. However, if m > n, the
bottom (m−n)×n block of Σ is zero, so that the last m−n columns of U are multiplied by zero.
Similarly, if m < n, the rightmost m × (n − m) block of Σ is zero, and this multiplies the last
n −m rows of V . This suggests a “small,” equivalent version of the SVD. If p = min(m, n), we
can define Up = U(:, 1 : p), Σp = Σ(1 : p, 1 : p), and Vp = V (:, 1 : p), and write

A = UpΣpV
T
p

where Up is m× p, Σp is p× p, and Vp is n× p.
Moreover, if p − r singular values are zero, we can let Ur = U(:, 1 : r), Σr = Σ(1 : r, 1 : r),

and Vr = V (:, 1 : r), then we have

A = UrΣrV
T
r =

r∑
i=1

σiuiv
T
i ,

which is an even smaller, minimal, SVD.
Finally, both the 2-norm and the Frobenius norm

‖A‖F =

√√√√ m∑
i=1

n∑
j=1

|aij|2

and

‖A‖2 = sup
x6=0

‖Ax‖
‖x‖

are neatly characterized in terms of the SVD:

‖A‖2
F = σ2

1 + . . . + σ2
p

‖A‖2 = σ1 .

In the next few sections we introduce fundamental results and applications that testify to the
importance of the SVD.
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4.2.3 The Pseudoinverse

One of the most important applications of the SVD is the solution of linear systems in the least
squares sense. A linear system of the form

Ax = b (16)

arising from a real-life application may or may not admit a solution, that is, a vector x that satisfies
this equation exactly. Often more measurements are available than strictly necessary, because mea-
surements are unreliable. This leads to more equations than unknowns (the number m of rows in A
is greater than the number n of columns), and equations are often mutually incompatible because
they come from inexact measurements. Even when m ≤ n the equations can be incompatible,
because of errors in the measurements that produce the entries of A. In these cases, it makes more
sense to find a vector x that minimizes the norm

‖Ax− b‖

of the residual vector
r = Ax− b .

where the double bars henceforth refer to the Euclidean norm. Thus, x cannot exactly satisfy any of
the m equations in the system, but it tries to satisfy all of them as closely as possible, as measured
by the sum of the squares of the discrepancies between left- and right-hand sides of the equations.

In other circumstances, not enough measurements are available. Then, the linear system (16)
is under-determined, in the sense that it has fewer independent equations than unknowns (its rank
r is less than n).

Incompatibility and under-determinacy can occur together: the system admits no solution, and
the least-squares solution is not unique. For instance, the system

x1 + x2 = 1

x1 + x2 = 3

x3 = 2

has three unknowns, but rank 2, and its first two equations are incompatible: x1 + x2 cannot
be equal to both 1 and 3. A least-squares solution turns out to be x = [1 1 2]T with residual
r = Ax− b = [1 − 1 0], which has norm

√
2 (admittedly, this is a rather high residual, but this is

the best we can do for this problem, in the least-squares sense). However, any other vector of the
form

x′ =

 1
1
2

 + α

 −1
1
0


is as good as x. For instance, x′ = [0 2 2], obtained for α = 1, yields exactly the same residual as
x (check this).

In summary, an exact solution to the system (16) may not exist, or may not be unique. An
approximate solution, in the least-squares sense, always exists, but may fail to be unique.
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If there are several least-squares solutions, all equally good (or bad), then one of them turns out
to be shorter than all the others, that is, its norm ‖x‖ is smallest. One can therefore redefine what
it means to “solve” a linear system so that there is always exactly one solution. This minimum
norm solution is the subject of the following theorem, which both proves uniqueness and provides
a recipe for the computation of the solution.

Theorem 4.5 The minimum-norm least squares solution to a linear system Ax = b, that is, the
shortest vector x that achieves the

min
x
‖Ax− b‖ ,

is unique, and is given by
x̂ = V Σ†UTb (17)

where

Σ† =



1/σ1 0 · · · 0
. . .

1/σr
...

...
0

. . .
0 0 · · · 0


is an n×m diagonal matrix.

The matrix
A† = V Σ†UT

is called the pseudoinverse of A.
Proof. The minimum-norm Least Squares solution to

Ax = b

is the shortest vector x that minimizes
‖Ax− b‖

that is,
‖UΣV Tx− b‖ .

This can be written as
‖U(ΣV Tx− UTb)‖ (18)

because U is an orthogonal matrix, UUT = I . But orthogonal matrices do not change the norm of
vectors they are applied to (theorem 4.2), so that the last expression above equals

‖ΣV Tx− UTb‖

or, with y = V Tx and c = UTb,
‖Σy − c‖ .
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In order to find the solution to this minimization problem, let us spell out the last expression. We
want to minimize the norm of the following vector:

σ1 0 · · · 0

0
. . . · · · 0

σr
... 0

...
. . .

0 0





y1
...
yr

yr+1
...

yn


−



c1
...
cr

cr+1
...

cm


.

The last m− r differences are of the form

0−

 cr+1
...

cm


and do not depend on the unknown y. In other words, there is nothing we can do about those
differences: if some or all the ci for i = r + 1, . . . ,m are nonzero, we will not be able to zero
these differences, and each of them contributes a residual |ci| to the solution. In each of the first r
differences, on the other hand, the last n− r components of y are multiplied by zeros, so they have
no effect on the solution. Thus, there is freedom in their choice. Since we look for the minimum-
norm solution, that is, for the shortest vector x, we also want the shortest y, because x and y are
related by an orthogonal transformation. We therefore set yr+1 = . . . = yn = 0. In summary, the
desired y has the following components:

yi =
ci

σi

for i = 1, . . . , r

yi = 0 for i = r + 1, . . . , n .

When written as a function of the vector c, this is

y = Σ+c .

Notice that there is no other choice for y, which is therefore unique: minimum residual forces
the choice of y1, . . . , yr, and minimum-norm solution forces the other entries of y. Thus, the
minimum-norm, least-squares solution to the original system is the unique vector

x̂ = V y = V Σ+c = V Σ+UTb

as promised. The residual, that is, the norm of ‖Ax−b‖ when x is the solution vector, is the norm
of Σy − c, since this vector is related to Ax − b by an orthogonal transformation (see equation
(18)). In conclusion, the square of the residual is

‖Ax− b‖2 = ‖Σy − c‖2 =
m∑

i=r+1

c2
i =

m∑
i=r+1

(uT
i b)2

which is the projection of the right-hand side vector b onto the complement of the range of A. ∆
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4.2.4 Least-Squares Solution of a Homogeneous Linear Systems

Theorem 4.5 works regardless of the value of the right-hand side vector b. When b = 0, that is,
when the system is homogeneous, the solution is trivial: the minimum-norm solution to

Ax = 0 (19)

is
x = 0 ,

which happens to be an exact solution. Of course it is not necessarily the only one (any vector in
the null space of A is also a solution, by definition), but it is obviously the one with the smallest
norm.

Thus, x = 0 is the minimum-norm solution to any homogeneous linear system. Although
correct, this solution is not too interesting. In many applications, what is desired is a nonzero
vector x that satisfies the system (19) as well as possible. Without any constraints on x, we would
fall back to x = 0 again. For homogeneous linear systems, the meaning of a least-squares solution
is therefore usually modified, once more, by imposing the constraint

‖x‖ = 1

on the solution. Unfortunately, the resulting constrained minimization problem does not necessar-
ily admit a unique solution. The following theorem provides a recipe for finding this solution, and
shows that there is in general a whole hypersphere of solutions.

Theorem 4.6 Let
A = UΣV T

be the singular value decomposition of A. Furthermore, let vn−k+1, . . . ,vn be the k columns of V
whose corresponding singular values are equal to the last singular value σn, that is, let k be the
largest integer such that

σn−k+1 = . . . = σn .

Then, all vectors of the form
x = α1vn−k+1 + . . . + αkvn (20)

with
α2

1 + . . . + α2
k = 1 (21)

are unit-norm least squares solutions to the homogeneous linear system

Ax = 0,

that is, they achieve the
min
‖x‖=1

‖Ax‖ .
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Note: when σn is greater than zero the most common case is k = 1, since it is very unlikely
that different singular values have exactly the same numerical value. When A is rank deficient, on
the other case, it may often have more than one singular value equal to zero. In any event, if k = 1,
then the minimum-norm solution is unique, x = vn. If k > 1, the theorem above shows how to
express all solutions as a linear combination of the last k columns of V .
Proof. The reasoning is very similar to that for the previous theorem. The unit-norm Least
Squares solution to

Ax = 0

is the vector x with ‖x‖ = 1 that minimizes

‖Ax‖

that is,
‖UΣV Tx‖ .

Since orthogonal matrices do not change the norm of vectors they are applied to (theorem 4.2), this
norm is the same as

‖ΣV Tx‖

or, with y = V Tx,
‖Σy‖ .

Since V is orthogonal, ‖x‖ = 1 translates to ‖y‖ = 1. We thus look for the unit-norm vector y
that minimizes the norm (squared) of Σy, that is,

σ2
1y

2
1 + . . . + σ2

ny
2
n .

This is obviously achieved by concentrating all the (unit) mass of y where the σs are smallest, that
is by letting

y1 = . . . = yn−k = 0. (22)

From y = V Tx we obtain x = V y = y1v1 + . . . + ynvn, so that equation (22) is equivalent to
equation (20) with α1 = yn−k+1, . . . , αk = yn, and the unit-norm constraint on y yields equation
(21). ∆
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4.3 Least-Squares Solution to Inverse Problems
The standard inverse problem has the following form:

p̂ = arg min
p

ε2(p) where ε(p) =
√

εT ε = ‖x− f(p)‖ . (23)

What makes this an inverse problem is that the vector function f is well conditioned, while the
function from x to p is poorly conditioned. We think of x as a vector collecting N measurements,
and of p as a vector collecting k parameters.

Because of is nonlinear nature, an inverse problem is typically solved in two steps:

1. Find an initial, approximate solution p0 by solving a linearized version of the problem.

2. Refine p0 by local, numerical optimization.

Before considering the specifics of these two steps, it is useful to ask what could go wrong.
The following are the main aspects of this question:

Bias: Are there systematic errors in the solution?

Local convergence: How do we know that we have converged to the correct minimum?

Sensitivity: What is the covariance Σp of the error in the solution p̂ as a function of the standard
deviation σ of the noise that corrupts the measurements?

Fortunately, under rather mild regularity conditions6 the problem (23) is consistent: As the
number N of distinct7 measurements in the vector x goes to infinity, the expected error in the
parameters p tends to zero. Therefore, bias can be reduced arbitrarily by using enough measure-
ments.

The next two Sections consider the issues of local convergence and sensitivity, respectively.
Both Sections are based on the following linearization of the function from measurements x to
parameters p. This linearization is valid if the standard deviation σ of the errors in x is small8

enough. Let us call this the small-error assumption.
Let p∗ be the vector collecting the true values of the parameters in p. Under the small-error

assumption, the following truncated Taylor series expansion is a good approximation for the vector
function f :

f(p) ≈ f(p∗) + J(p− p∗) where J(p∗) =
∂f

∂pT
=


∂f1

∂p1
· · · ∂f1

∂pk
...

...
∂fN

∂p1
· · · ∂fN

∂pk

 . (24)

6Specifically, conditions B(1) through B(5) on page 568 of [4].
7Loosely speaking, “distinct” here means that the empirical distribution of measurements approaches a probability

distribution as the number of measurements diverges.
8The notion of “small” can be quantified, as discussed in Chapter 3 of [4]. This is beyond the scope of these notes.
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The matrix J(p∗) has N rows and k columns, and is called the Jacobian9 of f .
In addition, we assume that the measurement errors are so small that the Jacobian J(p∗) at the

true solution p∗ is almost the same as the Jacobian J(p̂) at the computed solution p̂, although of
course p̂ 6= p∗ in general. Because of this, we write simply J in place of either J(p∗) or J(p̂).

Since the solution p̂ of the minimization problem (23) is a minimum of the scalar residual, it
satisfies the normal equations

1

2

∂ε2

∂p
=

1

2


∂ε2

∂p1

...
∂ε2

∂p1

 = 0 ,

that is,
1

2

∂εT ε

∂p
=

∂εT

∂p
ε = −∂fT

∂p
ε = 0

or
JT (x− f(p̂)) = 0 .

In these expressions, 0 is a vector of k zeros. Using the linearization (24) once more and rearrang-
ing terms, we obtain

JT Jδ = JT ε (25)

where
δ = p̂− p∗ and ε = x− f(p∗)

are the estimation error and vector residual, respectively.
If the Jacobian is full-rank or, alternatively, if the minimization procedure is regularized so as

to obtain the minimum-norm error, the solution of equation (25) is given by the pseudo-inverse

δ = J†ε (26)

where the matrix J† can be computed by the Singular Value Decomposition (SVD) of J as shown
in Appendix 4.2.

Equation (26) is the error propagation equation, obtained under the small-error assumption.
This equation allows relating measurement errors to errors in the parameter estimates. In particular,
if measurement errors are Gaussian, independent and identically distributed (i.i.d), and zero-mean,
as we have assumed throughout, then the statistics of both estimation errors and scalar residual
can be obtained from standard results in probability theory. These statistics are included in the
summary in Table 2.

Note the second result in this Table. If we knew that convergence to the correct minimum has
occurred, we could determine the standard deviation σ of measurement noise as a byproduct of
the minimization procedure itself. This result is not surprising: If there are enough measurements,
then the estimate p̂ of the parameter vector p is close to the correct value p∗ with high probability,
because of the consistency property. As a consequence, the values in f(p̂) are close to the ideal
measurements f(p∗), so that the residuals in ε(p̂) = ‖x − f(p)‖ are essentially noise, and its
standard deviation is computed with the usual empirical estimator.

9When N = 1, the Jacobian is called the gradient instead.
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Let p̂ be the minimum-norm, least-squares solution to an inverse problem (23) with k
parameters and N measurements, and assume that the measurements are affected by zero-
mean, i.i.d. Gaussian noise with standard deviation σ.
The small-error assumption stipulates that

f(p) ≈ f(p∗) + J(p− p∗) and J = J(p∗) ≈ J(p̂) (27)

where J is the Jacobian of measurements versus parameters:

J =
∂f

∂pT
=


∂f1

∂p1
· · · ∂f1

∂pk
...

...
∂fN

∂p1
· · · ∂fN

∂pk

 with pseudo-inverse J† .

Under this assumption, the following results hold.

• The estimation error p̂− p∗ is Gaussian with zero mean and covariance

Σp = σ2J†(J†)T . (28)

• The following is a consistent estimate of the standard deviation σ of measurement
noise:

s =

√
1

N − k
ε(p̂) where ε(p̂) = ‖x− f(X;p)‖ (29)

• The square ε2(p̂) of the scalar residual has probability density pχ2(z/σ2) where

pχ2(z) =
1

2ν/2Γ(ν/2)
z

1
2
ν−1 e−z/2 for z ≥ 0 (30)

is the χ2 distribution with ν = N − k degrees of freedom and

Γ(u) =

∫ ∞

0

tu−1 e−t dt

is the gamma function. In particular:

Γ(0) = 0 ; Γ(1/2) =
√

π ≈ 1.77245 ; Γ(1) = 1

Γ(n) = (n− 1)! for integer n > 1

Γ(n + 1/2) =
√

π
1 · 3 · 5 · . . . · (2n− 1)

2n
for integer n > 0.

Table 2: Error propagation under the small-error assumption.
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4.3.1 Local Convergence

The scalar residual ε2(p) achieves a local minimum at the solution p̂. Whether this is also the
global minimum depends on the magnitude of the errors, the quality of the initial solution p0, and
the degree to which the scalar residual function deviates from convexity. The latter aspect is still
only partially understood in the literature.

However, the last result in Table 2 gives the probability distribution of the scalar residual under
the small-error assumption. If the standard deviation σ of measurement noise is known, we can
perform a χ2 test on the actual value of the residual to determine the likelihood that the correct
minimum has been found. Specifically, the probability of obtaining a residual that is greater than
the residual

ε̂2 = ε2(p̂)

actually observed is the so-called p-value of the χ2 test:

p =

∫ ∞

ε̂2
pχ2(z) dz

where the expression of the chi-square probability density pχ2 is given in Table 2. Obviously, the
value of p is between 0 and 1. More specifically, the p value is itself a random variable, and it can
be proven that its distribution is uniform between 0 and 1.

Because of this, the actual value of p is useful only if it is extremely small or extremely large.
In particular, a value, say, of p = 0.3 is essentially no different than a value of p = 0.8, since the
distribution of p is uniform. For instance, p = 0.3 means that there is an a priori chance of 30
percent that a residual value ε̂2 or greater is observed, so the observation is plausibly consistent
with our expectations.

A tiny value of, say, p = 10−6, on the other hand, should raise some eyebrows: This would
mean that the residual ε̂2 is so large that it has one chance in a million of occurring. We may
have hit that chance, but it is probably wiser to look for a different explanation. The most readily
available explanation is that we encountered a local minimum, as opposed to a global one, and we
may want to restart our minimization with a different initial estimate. However, other explanation
are possible as well: the projection equations are incorrect (say, because of a substantial value of
tangential distortion), or the standard deviation of measurement noise is much greater than σ, or
measurement noise is not Gaussian. Plotting a histogram of the entries of the residuals ε(p̂) may
reveal a pattern in the noise values, and this may help understand where the problem lies.

Very large values of p, say, p = 1− 10−6, are suspicious as well, as they point to an unusually
low value for the residual: The results are almost perfect, perhaps too good to be true. Have we
over-estimated the standard deviation of measurement noise? Or are the data made up?

In summary, while it may not be possible to force global convergence, it is possible to check
whether a global minimum is likely to have been reached.

4.3.2 Sensitivity and Conditioning

The theoretical answer to the sensitivity question is given by equation (28): Given the standard
deviation σ of measurement noise, we can compute the covariance Σp of the parameter estimation
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error through the pseudo-inverse of the Jacobian J of the vector function f in the inverse problem
(23).

Loosely speaking, a large Jacobian leads to a small covariance. This makes sense: a large
Jacobian means that a change in the values of the parameters will change the measurements sub-
stantially. Conversely, this implies that the measurements carry quite a bit of information about the
parameters.

However, the notion of small and large is a bit more complex for matrices than it is for scalars.
To illustrate, consider the linear estimation problem

x = J1p

where the function f(p) = J1p is a linear, 2× 2 function with

J1 =

[
1 0
0 δ

]
.

We have x and we want to estimate p. Then, the Jacobian of f is obviously J1. The pseudo-inverse
and the inverse are the same if δ 6= 0:

J†1 = J−1
1 =

[
1 0
0 1/δ

]
.

If noise with standard deviation σ corrupts each entry of x, then the covariance of the estimation
error is

Σp = σ2J†1(J
†
1)

T =

[
1 0
0 1/δ2

]
,

which reveals the amplification by 1/δ in the second component of p. If δ is small, this is trouble.
If we now let

J2 =

[
1 0
1 δ

]
,

then J2 is “large” for both components of x: changing p will change both components by about
the same amount for small δ. Yet error amplification is still substantial:

J†2 = J−1
2 =

[
1 0

−1/δ 1/δ

]
and

Σp = σ2

[
1 −1/δ

−1/δ 2/δ2

]
so we have even grater amplification (by

√
2/δ) in the second component.

The reason for this is that the two rows of J2 are almost the same, so the two measurements
provide essentially the same information about p. The second measurement does not provide
information that is distinct enough from the first. In other words yet, the two rows of J2 are nearly
linearly dependent on each other.
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In retrospect, the problem with the first example above is the same: when δ is small, the
two rows of J1 are nearly linearly dependent as well, although in a different way. In both cases,
the Jacobian is nearly singular (that is, non-invertible). The condition number κ(J) of matrix J ,
defined in equation (15) in Appendix 4.2 turns out to measure the degree to which matrix J is close
to being singular and, as a consequence, the amplification of errors in a least-squares solution [1].
Specifically, the relative error

‖p̂− p∗‖
‖p∗‖

in the parameter estimate is bounded by

κ(J)

cos θ

√
N

‖x‖
σ

where θ is the angle between the vector x of the measurements and the projection of x onto the
column space of J : If we define

y = UUTx where J = UΣV T is the SVD of J ,

then q is the desired projection of x (from theorem 4.3 and the definition of SVD). From the
definition of inner product (1), if we let

u =
x

‖x‖
and v =

y

‖y‖
,

then

cos θ = uTv .

Note that the quantity

‖x‖√
N

is a measure of the spread of the measurements, in the root-mean square sense, and is therefore an
indication of their size. So

√
N

‖x‖
σ

is a measure of measurement noise relative to measurement size. Let us summarize.
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Let x be the vector that collects all the measurements for the inverse problem (23). Define

σrel =

√
N

‖x‖
σ

to be a measure of measurement noise relative to the RMS size of the measurements them-
selves. Then the relative error in the k parameters p is bounded as follows:

‖p̂− p∗‖
‖p∗‖

≤ κ(J)

cos θ
σrel

where κ(J) is the condition number of the Jacobian J of the vector function f(p) at the
solution p̂. The condition number and the cosine of the angle θ can be found as follows:

• Compute the SVD of J :

J = UΣV T where diag(Σ) = {σ1, . . . , σk} .

• Let
y = UUTx , u =

x

‖x‖
, v =

y

‖y‖
.

Then
κ(J) =

σ1

σk

and cos θ = uTv .

We make the convention that κ(J) = ∞ when σk = 0.
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4.4 The Conjugate Gradients Method
An approximate solution p0 to the inverse problem (23) is usually found by solving a convex
approximation to the problem. Methods for finding this approximation depend strongly on the
application domain, and are therefore discussed on a case-by-case basis. Once p0 has been found,
it can be refined by a local optimization method. The method of conjugate gradients is a frequent
choice because it converges almost quadratically and only requires storage and time per iteration
that are proportional to the sum of the numbers of unknown measurements and parameters, as
opposed to their product.

The conjugate gradients method applies to the minimization of general, scalar residual func-
tions of a k-dimensional vector parameter p:

p̂ = arg min
p

ε(p) ,

without taking advantage of the special form (23) of an inverse problem. This is both an advantage
and a drawback: generality makes the method widely applicable, but lack of reliance on the specific
structure of the problem can lead to relative inefficiency. It can also make the condition number of
the problem worse, because the Jacobian equation

Jδp = δx (31)

that arises from problem (23) is implicitly replaced by its normal form

JT Jδp = δx ,

whose condition number is the square of the condition number of equation (31). As discussed in
Section 4.3, this comes with a price on the accuracy of the solution. Nevertheless, the simplicity
and efficiency of conjugate gradients often make up for these disadvantages. Extensions of the
conjugate gradients method to rectangular systems are discussed in [1].

The conjugate gradients method described here is the so-called Polak-Ribière variation. It will
be introduced in three steps. First, it will be developed for the simple, convex case of minimizing
a quadratic function with positive-definite and known Hessian. Rather than an iterative method,
conjugate gradients is a direct method for the quadratic case. This means that the number of
iterations is fixed. Specifically, the method converges to the solution in k steps, where k is the
number of components of p. Because of the equivalence with a linear system, conjugate gradients
for the quadratic case can also be seen as an alternative method for solving a linear system, although
the version presented here will only work if the matrix of the system is symmetric and positive
definite.

Second, the assumption that the Hessian of the quadratic problem is known will be removed.
As discussed above, this is the main reason for using conjugate gradients.

Third, the conjugate gradients method will be extended to general functions ε(p). In this
case, the method is no longer direct, but iterative, and the cost of finding the minimum depends
on the desired accuracy. This occurs because the Hessian of ε is no longer a constant, as it was
in the quadratic case. As a consequence, a certain property that holds in the quadratic case is
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now valid only approximately. In spite of this, the convergence rate of conjugate gradients is
superlinear, somewhere between Newton’s method and steepest descent. Finding tight bounds for
the convergence rate of conjugate gradients is hard, and we will omit this proof. We rely instead on
the intuition that conjugate gradients solves a quadratic approximation to the original problem, and
that this approximation becomes more and more valid as the algorithm converges to the minimum.
If the function ε starts to behave like a quadratic function early, that is, if ε is nearly quadratic
in a large neighborhood of the minimum, convergence is fast, as it requires close to the k steps
that are necessary in the quadratic case, and each of the steps is simple. This combination of fast
convergence, modest storage requirements, and low computational cost per iteration explains the
popularity of conjugate gradients methods for the optimization of functions of a large number of
variables.

4.4.1 The Quadratic Case

Suppose that we want to minimize the quadratic function

ε(p) = c + aTp +
1

2
pT Qp (32)

where Q is a symmetric, positive definite matrix, and p has k components. The minimum p∗ is the
solution to the linear system

Qp = −a . (33)

We know how to solve such a system. However, all the methods we have seen so far involve
explicit manipulation of the matrix Q, which can be quite large. We now consider an alternative
solution method that does not need Q, but only the quantity

gh = Qph + a

that is, the gradient of ε(p), evaluated at k different points p1, . . . ,pk. We will see that the con-
jugate gradients method requires k gradient evaluations and k line searches in lieu of each k × k
matrix inversion in Newton’s method.

Formal proofs can be found in [3]. The arguments offered below appeal to intuition.
Consider the case k = 3, in which the variable p in ε(p) is a three-dimensional vector. Then

the quadratic function ε(p) is constant over ellipsoids, called isosurfaces, centered at the minimum
p∗. How can we start from a point p0 on one of these ellipsoids and reach p∗ by a finite sequence
of one-dimensional searches? For poorly conditioned Hessians, orthogonal directions lead to many
small steps, that is, to slow convergence.

When the ellipsoids are spheres, on the other hand, this works much better. The first step
takes from p0 to p1, and the line between p0 and p1 is tangent to an isosurface at p1. The next
step is in the direction of the gradient, so that the new direction u1 is orthogonal to the previous
direction u0. This would then take us to p∗ right away. Suppose however that we cannot afford to
compute this special direction u1 orthogonal to u0, but that we can only compute some direction
u1 orthogonal to u0 (there is an k − 1-dimensional space of such directions!). It is easy to see that
in that case k steps will take us to p∗. In fact, since isosurfaces are spheres, each line minimization
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is independent of the others: The first step yields the minimum in the space spanned by u0, the
second step then yields the minimum in the space spanned by u0 and u1, and so forth. After k
steps we must be done, since u0 . . . ,uk−1 span the whole space.

In summary, any set of orthogonal directions, with a line search in each direction, will lead to
the minimum for spherical isosurfaces. Given an arbitrary set of ellipsoidal isosurfaces, there is a
one-to-one mapping with a spherical system: if Q = UΣUT is the SVD of the symmetric, positive
definite matrix Q, then we can write

1

2
pT Qp =

1

2
qTq

where
q = Σ1/2UTp . (34)

Consequently, there must be a condition for the original problem (in terms of Q) that is equiva-
lent to orthogonality for the spherical problem. If two directions vi and vj are orthogonal in the
spherical context, that is, if

vT
i vj = 0 ,

what does this translate into in terms of the directions ui and uj for the ellipsoidal problem? We
have

vi,j = Σ1/2UTui,j ,

so that orthogonality for vi,j becomes

uT
i UΣ1/2Σ1/2UTuj = 0

or
uT

i Quj = 0 . (35)

This condition is called Q-conjugacy, or Q-orthogonality: if equation (35) holds, then ui and uj are
said to be Q-conjugate or Q-orthogonal to each other. We will henceforth simply say “conjugate”
for brevity.

In summary, if we can find k directions u0, . . . ,uk−1 that are mutually conjugate, and if we do
line minimization along each direction uh, we reach the minimum in at most k steps. Of course,
we cannot use the transformation (34) in the algorithm, because Σ and especially UT are too large.
So now we need to find a method for generating k conjugate directions without using either Q or
its SVD. We do this in two steps. First, we find conjugate directions whose definitions do involve
Q. Then, in the next subsection, we rewrite these expressions without Q.

Here is the procedure, due to Hestenes and Stiefel [2], which also incorporates the steps from
p0 to pk:

g0 = g(p0)
u0 = −g0

for h = 0 . . . , k − 1
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αh = arg minα≥0 ε(ph + αuh)
ph+1 = ph + αhuh

gh+1 = g(ph+1)

γh =
gT

h+1Quh

uT
h Quh

uh+1 = −gh+1 + γhuh

end

where

gh = g(ph) =
∂ε

∂p

∣∣∣∣
p=ph

is the gradient of ε at ph.
It is simple to see that uh and uh+1 are conjugate. In fact,

uT
h Quh+1 = uT

h Q(−gh+1 + γhuh)

= −uT
h Qgh+1 +

gT
h+1Quh

uT
h Quh

uT
h Quh

= −uT
h Qgh+1 + gT

h+1Quh = 0 .

It is somewhat more cumbersome to show that ui and uh+1 for i = 0, . . . , h are also conjugate.
This can be done by induction. The proof is based on the observation that the vectors uh are found
by a generalization of the Gram-Schmidt orthogonalization procedure to produce conjugate rather
than orthogonal vectors. Details can be found in Polak’s book mentioned earlier.

4.4.2 Removing the Hessian

The algorithm shown in the previous subsection is a correct conjugate gradients algorithm. How-
ever, it is computationally inadequate because the expression for γh contains the Hessian Q, which
is too large. We now show that γh can be rewritten in terms of the gradient values gh and gh+1

only. To this end, we notice that
gh+1 = gh + αhQuh ,

or
αhQuh = gh+1 − gh .

In fact,
g(p) = a + Qp

so that
gh+1 = g(ph+1) = g(ph + αhuh) = a + Q(ph + αhuh) = gh + αhQuh .

We can therefore write

γh =
gT

h+1Quh

uT
h Quh

=
gT

h+1αhQuh

uT
h αhQuh

=
gT

h+1(gh+1 − gh)

uT
h (gh+1 − gh)

,
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and Q has disappeared.
This expression for γh can be further simplified by noticing that

uT
hgh+1 = 0

because the line along uh is tangent to an isosurface at ph+1, while the gradient gh+1 is orthogonal
to the isosurface at ph+1. Similarly,

uT
h−1gh = 0 .

Then, the denominator of γh becomes

uT
h (gh+1 − gh) = −uT

hgh = (gh − γh−1uh−1)
Tgh = gT

h gh .

In conclusion, we obtain the Polak-Ribière formula

γh =
gT

h+1(gh+1 − gh)

gT
h gh

.

4.4.3 Extension to General Functions

We now know how to minimize the quadratic function (32) in k steps, without ever constructing
the Hessian explicitly. When the function ε(p) is arbitrary, the same algorithm can be used.

However, k iterations will not suffice. In fact, the Hessian, which was constant for the quadratic
case, now is a function of ph. Strictly speaking, we then lose conjugacy, since uh and uh+1 are
associated to different Hessians. However, as the algorithm approaches the minimum p∗, the
quadratic approximation becomes more and more valid, and a few cycles of k iterations each will
achieve convergence.
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