
CPS296.2 Geometric Optimization January 11, 2007

Lecture 1: Course Introduction

Lecturer: Pankaj K. Agarwal Scribe: Sam Slee

1.1 Course Overview

Welcome to CPS 296.2, Geometric Optimization! Combinatorial optimization typically deals with problems
of optimizing an objective function subject to a number of constraints. In many applications, the objective
function of the underlying optimization problem involves a small number of variables, and the constraints
are induced by a family of geometric objects. These problems are referred to as geometric-optimization
problems. In such cases one expects that the underlying geometry can be exploited to obtain faster and
simpler algorithms.

1.1.1 Course content and syllabus

This course will cover various general techniques that have been developed to solve geometric-optimization
problems, and a number of specific problems will also be discussed. The first half of the course will cover
mostly techniques that are used to solve problems while the second half of the course will focus on specific
problems. The topics covered in the course will include:

• Linear programming:Brief overview of simplex, ellipsoid, and interior-point methods, duality, ran-
domized algorithms, a subexponential algorithm and LP-type problems.

• Parametric searching:Megiddo’s technique, multidimensional parametric searching, variants of pa-
rameteric searching, randomized techniques.

• eps-approximations and eps-nets:Range spaces, VC-dimension, combinatorial bounds and algorithms,
discrepancy, streaming.

• Core-sets:geometric sampling, eps-kernel, core-sets for polynomials and other functions, kinetic ge-
ometry, streaming model.

• Geometric packing and covering:geometric set cover, geometric independent set, art gallery problem.

• Shape fitting and Clustering:k-center, k-median, spectral clustering, projective clustering, clustering
mobile data.

• Network design:Euclidean TSP, Euclidean minimum weight matching, spanners, well separated pair
decomposition, collision-free shortest paths.
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• Shape matching:Hausdorff distance, Frechet distance, iterative closest pair, earth mover’s distance.

• Embeddings:Johnson-Lindenstrauss lemma, probabilistic embedding into trees, embeddings into Eu-
clidean spaces.

A tentative lecture plan is provided in the table shown below. The most current and definitive syllabus will
be maintained on the course web pagehttp://www.cs.duke.edu/education/courses/fall05/cps296.2/under the
heading “Lectures” so students should consult the course web page for the most recent information.

Lecture Date Topic

Linear Programming
1 1/11 Introduction, simplex method, duality
2 1/16 Ellipsoid and interior-point methods
3 1/18 Randomized algorithms
4 1/23 LP-Type problems

Parametric Searching
5 1/25 Basic Algorithm
6 1/30 Extensions and variants
7 2/01 Randomized technique

Eps-approximation and eps-nets
8 2/06 Basic definitions, a few applications
9 2/08 Deterministic algorithms, discrepancy, cuttings

Core Sets
10 2/13 Approximating directional width, extent measures
11 2/15 Coresets for polynomials, kinetic geometry

Shape Fitting and Clustering
12 2/20 1-center, 1-median, SVD
13 2/22 k-center, k-median
14 2/27 Spectral clustering, projective clustering

Geometric Packing and Covering
15 3/01 Greedy and randomized algorithms
16 3/06 Art gallery problems

Network Design
17 3/08 Spanners
18 3/20 Well-separated pair decomposition
19 3/22 Minimum-weight matching
20 3/27 Arora’s TSP algorithm
21 3/29 Collision-free shortest paths

Shape Matching
22 4/03 Hausdorff and Frechet distance
23 4/05 ICP and EMD

Embeddings
24 4/10 Johnson Lindenstrauus Lemma
25 4/12 Embeddings into trees, Euclidean spaces

Prerequisites. Students are expected to have previous exposure to basic algorithmic techniques and data
structures. References to necessary background will be provided but otherwise, the course is self-contained.

http://www.cs.duke.edu/education/courses/fall05/cps296.2/
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1.1.2 Administrative details

Course web page and mailing list. The course webpage will be maintained at the following url:
http://www.cs.duke.edu/education/courses/spring07/cps296.2/. It will contain all the relevant material for
the course, including lecture notes, assignments, handouts, and further reading material. There will also be
a mailing list for the course called cps296.2, which the instructor and TA will use to make announcements.
The names of students on this mailing list are posted on the class website under the “Participants” heading.
Please make sure that your name is on the list.

Meeting times. Class meets every Tuesday and Thursday afternoon from 2:50 - 4:05pm. Any changes will
be announced later in the class. The last day of lecture will be April 17. Students will present their final
project reports during reading period.

Course materials. There will be no mandatory textbook for the course. That being said, there are a number
of valuable texts that serve different purposes. Every student is encouraged to purchase the text that they
would find most useful. A number of useful books are listed under the “Reading” section of the course
website and most are on reserve at Vesic library (with one given as a link since it is not yet published). Here
is that list of books and lecture notes containing material covered in class.

• B. Chazelle,The Discrepancy Method: Randomness and Complexity. Cambridge University Press,
2000.

• J. E. Goodman and J. O’Rourke (eds.),Handbook of Discrete and Computational Geometry, 2nd edi-
tion, CRC Press LLC, Boca Raton, FL, 2004.

• S. Har-Peled,Geometric Approximation Algorithms, Department of Computer Science, UIUC, 2006.

• J. Matousek,Lectures on Discerete Geometry, Springer, Heidelberg, 2002.

• R. Motwani and P. Raghavan.Randomized Algorithms. Cambridge University Press, 1995.

• J.-R. Sack and J. Urrutia (eds.),Handbook of Computational Geometry. North-Holland, 2000.

In addition, a number of web sites, papers, and other reading resources will be provided during the semester.
These will appear on the course webpage; all course materials will be available through the course web
sitehttp://www.cs.duke.edu/education/courses/fall05/cps296.2/under the heading “Reading” other web links
may be also be collected under the heading “Links”. Finally, lecture notes for every lecture will be made
available on the course webpage, under the heading “Lectures” within approximately ten days of the given
lecture.

Scribing lecture notes. Since there is no good textbook for this course, lecture notes will be an important
resource for everyone. For this reason, they should be produced in a detailed and comprehensive manner.

Each student taking the course will act as a scribe for at least three lectures. The scribe for a given lecture will
be responsible for taking detailed notes during the lecture, typing up those notes in LATEX, and submitting the
notesone weekafter the lecture (or sooner). Notes should be written lucidly and be extremely comprehensive
— they will serve as an authoritative summary and reference of class material for use by current and future
students (as well as the instructor and TA).

The scribing template filescribing.template.tex can be downloaded from the course webpage under
the heading “Links”. Thescribing.cls file must also be available in order for the template file to compile

http://www.cs.duke.edu/education/courses/spring07/cps296.2/
http://www.cs.duke.edu/education/courses/fall05/cps296.2/
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properly in LATEX. Both files can be found at the course web page. If you click on thescribing.cls file
link and are not prompted to download the file, but the contents are instead shown in your browser, you can
simply copy and paste them into a text editor and save the file asscribing.cls (or simply right-click the
link to thescribing.cls file and choose to download the linked file instead).

With these files in place, you can begin typing up your notes in LATEXwith your favorite text editor by adding
your notes to scribing.template.tex in the appropriate section. You are encouraged to use Xfig to draw pic-
tures. See the course website or other online sources for help on using LATEXor Xfig.

1.1.3 Submitting scribed lecture notes.

Please rename your .tex file tolectureNN.tex , whereNNis the lecture number (please use two digits: use
lecture03.tex for Lecture 3, for example). Importantly, your .tex file must compile before you submit
it! To ensure this, try compiling your .tex file with the following commands:

latex lectureNN.tex
latex lectureNN.tex
dvips -o lectureNN.ps lectureNN.dvi

or alternatively,

pdflatex lectureNN.tex
pdflatex lectureNN.tex

Running latex/pdflatex twice is necessary, not a typo. Other helpful programs are available to help with
generating LATEX documents on Mac or Windows machines. Seehttp://en.wikipedia.org/wiki/LaTeXfor more
information. If your LATEXfile works and your postscript (.ps) or PDF (.pdf) file looks good when you view it,
then submit the .tex and .ps or .pdf files, along with any necessary image files in both .jpg and .eps formats,
as discussed inscribing.template.tex . Completed scribed lecture notes must be submitted to the
TA within one week after the lecture (or sooner). The instructor and TA will go through them and will ask
you to revise the notes if necessary. The revised version will be due within two-three days. Since students
will rely on these notes for the course material, it is essential that the notes be submitted on time.

1.1.4 Getting help with LATEX

How many of you are familiar with LATEX?

If you are not familiar with LATEX, the document entitledThe Not So Short Introduction to LATEX 2ε should be
a wonderful start. Despite its name, it is very compact, but remains fairly comprehensive. It is available on
the course website. There are other books and web sites available if you need further assistance. Email the
instructor or the TA and we can provide more information.

All of this information on LATEX and instructions for submitting scribed lecture notes is available at the course
web site under the heading “Links”.

http://en.wikipedia.org/wiki/LaTeX
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1.1.5 Grading

The final grade will be based on your performance in home work problems, research project, and scribing
lectures.

Problem sets: 30% of grade. There will be three to four problem sets that each student has to complete
individually. You will have roughly two weeks for each problem set.

No collaboration is permitted on problem sets. However, if you have worked for a while on a particular
problem and have encountered a mental wall, and if you have banged your head against it for a while,
it is permissible to consult others to make progress — that is better than stopping. But it should remain
understood that this interaction must be one of consultation and not collaboration: hints rather than answers.
After consultation, it is expected that you should still have some thinking to do. If you do not understand the
material on which the assignments are based, contact the TA or the professor. In addition, if you do consult
with another student, you must cite this in your solution.

Research project: 40% of grade. There will be one research project to be completed individually. The
intention is for the project work to be of publishable or nearly publishable quality — you might as well get
something substantive out of the experience. Each student is encouraged to develop their own projects, but
a number of topics will be discussed in the class. You should start thinking about the project as soon as
possible.

The project will consist of two parts. The first part, which will be due immediately after the fall break, will
require each student to submit a proposal, literature survey, and initial work to support the proposed research.
The final deliverables, due in the first week of April, will be:

• A well-written paper for submission to the instructor (the primary measure of assessment will be the
quality of the methods, analysis, and results in the paper; however, the paper should also be well-written
and express your results lucidly).

• A short presentation to the class highlighting the major contributions of the paper (the primary measure
of assessment will be the clarity with which you present your ideas and your ability to effectively
communicate your results to your peers).

Lecture scribing: 30% of grade. All students are required to serve at least three times as a lecture scribe.
Your scribed lecture notes will be given a score of 0-20, based on the degree of comprehensiveness and care
with which they were produced. Students may need to consult additional resources and create text or figures
to supplement the lecture content itself in order to produce a comprehensive set of notes that merit full credit.
In other words, the scribed notes should be more than was covered in class in order to receive full credit.
There will be opportunities later in the semester for students to scribe a fourth time if they wish to earn
additional points in this category.

Scribed lecture notes should be completed individually, but you can certainly ask your peers to clarify any
point that your notes leave unclear: it is better to have a more complete and correct set of notes than to muddle
something. In addition, you are of course welcome to seek LATEX typesetting assistance from any source if
you need it.
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1.2 Linear Programming

A linear program (LP) is an optimization problem on variablesx1, . . . , xn in which the goal is to maximize
or minimize the value of some linear objective function of those variables while still satisfying a set of linear
constraints on those variables. Variables may be assigned any real number value for this problem. Formally
speaking, an LP can be written as:

maximize: cT x
x ∈ Rn

such that:
Ax ≤ b

wherec is ann× 1, b is anm× 1, andA is anm× n matrix.

1.2.1 Example Problem

maximize: x1 + x2

such that: (*)
x1 − x2 ≤ 1

6x1 + 4x2 ≤ 10
−1x1 + 3x2 ≤ 5
x1, x2 ≥ 0

Figure 1.1: Visualizing a 2D linear programming problem.

In the example above the objective func-
tion and the constraint functions are given
on the left. On the right, Figure1.1 shows
a visualization of the problem. Thex-axis
is used for values of thex1 variable while
they-axis is used for values of thex2 vari-
able. The black arrow shows the direction
of the objective function which we’re trying
to maximize. Points farther in this direction
yield a higher value. The yellow area in the
figure denotes the feasible region. Thefea-
sible region is the set of points that satisfy
all of the constraints. Figure1.1shows how
this feasible region (yellow region) changes
as the constraints in (*) are added one by one (in the order they are written). The optimal solution occurs at
the topmost vertex of the resulting yellow polygon and is marked by a yellow circle.

The boundary of each constraint in the LP defines an (n − 1)-dimensionalhyperplane. This divides the
space into twohalf spaces: a feasible half space containing points that satisfy the constraint, and a second
half space with points that do not satisfy the constraint. Points on the hyperplane satisfy the constraint
(whether the constraint type is≤,≥, or =). In the problem above we only have 2 variables so we are only
working in a 2-dimensional space. Thus, here each constraint simply adds a new line.
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In this way, we can also think of thefeasible regionas the intersection of all feasible half spaces. Note that
the intersection of half spaces could be empty (consider opposing constraintsx1 ≤ 0 andx1 ≥ 1). In the
case of linear programs, this means that there is no feasible solution to the linear program. If the intersection
is nonempty, the intersection of half spaces always produces a convex polyhedron. That is, if you draw a line
from any point in the feasible region to any other point in the feasible region, every point on that line will
also be within the feasible region. Stated in mathematical terms, if we have a convex set of pointsX, then
given pointsa, b ∈ X for all λ ∈ [0, 1] we have thatλa + (1− λ)b ∈ X.

Since the objective function is also linear, the fact that the feasible region is convex means that all locally
optimal solutions are also globally optimal. It is possible that the feasible region is unbounded (as it was in
the case above before all of the constraints were added). In this case a linear program’s objective function
may be unbounded if the feasible region is unbounded in that direction. Also, note that we may write a linear
programming problem in terms of vectors and matrices. For the example problem above this may be given
as:

maximize: cT x
such that:

Ax ≤ b
x ≥ 0

where

cT = (1 1)
bT = (1 10 5)

A =

 1 −1
6 4
−1 3


xT = (x1 x2) .

This form of a linear program is largely produced by separating the variables from their coefficients in any
function or constraint. Any variable not appearing in a function or constraint is assigned a coefficient of 0 to
fill in all entries in the resulting coefficient vectors and matrix. Therefore, in an LP usingn variables andm
constraints,c is ann× 1 vector,b is anm× 1 vector, andA is anm× n matrix.

1.2.2 Standard Form

A common way of writing linear programs is in thestandard form. In this case a linear program is written
such that every constraint is an equality, the objective function is maximized, and all variables are required to
be positive (xi ≥ 0 for all xi variables). A linear program in standard form would appear as shown below.

maximize: cT x
such that:

Ax = b
x ≥ 0

Claim 1 Any instance of a linear program can be converted to the standard form.

While the above claim is given without proof, the general rules for how to do this will be given along with an
example. The rules below describe how to convert several common problem aspect of general LP’s into the
desired standard form LP.

Minimization LP’s. It is possible that a linear program asks for you to minimize an objective function rather
than maximize it. In this case you simply multiply the objective function by−1 and then maximize it.
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“Less Than Or Equal” and “Greater Than Or Equal” Constraints. If a linear program has constraints
requiring that a function of variables be≤ some value, these constraints may be converted to equality (=)
constraints by introducing slack variables. Aslack variable is an extra variable introduced into a constraint
simply to make that constraint an equality constraint. One variable is introduced for each constraint. This
allows the original variables to act as though the constraint were still≤. For greater than constraints (≥) we
simply introduce a slack variable with a coefficient of−1, as shown in the example below.

Original Standard Form
minimize: x1 + x2 maximize: −x1 − x2

such that: such that:
x1 − x2 ≤ 1 x1 − x2 + y1 = 1

6x1 + 4x2 ≥ 10 6x1 + 4x2 − y2 = 10
−x1 + 3x2 ≤ 5 −x1 + 3x2 + y3 = 5
x1, x2 ≥ 0 x1, x2, y1, y2, y3 ≥ 0

Unrestricted Variables. In a standard form linear program it is required that all variable values be positive
(i.e. x1, x2, . . . , xn ≥ 0). It is possible however to have an original linear program with an unrestricted
variable that was not required to be positive. If this were the case for some variablexi then we may replace
xi by a combination of two new variablesxi1 andxi2 so thatxi = xi1 − xi2 andxi1, xi2 ≥ 0. In any place
wherexi appeared, in the objective function or in any constraint, we replace it byxi1 − xi2. If instead of
a completely unrestricted variable, it is also possible that a variable was required to be greater than some
negative value, such asxj ≥ −10. In this case we may perform the same fix as before, substitutingxj1−xj2

for every previous instance ofxj , but we will also add a constraint thatxj2 = 10.

1.2.3 Basic Feasible Solutions

Recall the matrix form of a linear program as described above. Specifically, recall the matrixA that contained
the coefficient values of variables in the linear program’s set of constraints (withA havingm rows andn
columns). Given a setB ⊆ {1, 2, . . . , n} we defineAB as the submatrix ofA formed by the columns whose
indices are inB.

Now, consider ann×1 vectorx ∈ Rn, x = (x1 . . . xi . . . xn), giving values for then variables in that linear
program. We say thatx is abasic feasible solution(BFS) if there existsB ⊆ {1, . . . , n}, |B| = m such that
the following hold true.

• All columns ofAB are linearly independent (AB is nonsingular).

• xi ∈ x is nonzero if and only ifi ∈ B.

• x∗, the version ofx with all zero entries removed, is the solution ofABx∗ = b.

This special type of feasible solution is interesting because it deals with exactlym variables, the same number
of constraints that we are working with. Dealing with this square matrixAB allows the system of equations
ABx = b to be solved uniquely by traditional linear algebra techniques. Furthermore, geometrically a basic
feasible solution corresponds to a vertex of the polyhedron (of the feasible region) formed by the constraints.
Thus,m linearly independent constraints hold with equality. We can also make some interesting claims about
these basic feasible solutions (though the proofs are not given here).
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Claim 2 If a feasible solution exists then a basic feasible solution exists.

Claim 3 If a feasible solution exists and the objective function is bounded at all feasible solutions, then there
exists an optimal solution.

Note that by combining the two above claims, we get thatif an optimal solution exists, then there exists a
basic feasible solution that is optimal. Hence, it is sufficient to only consider basic feasible solutions when
we are trying find the optimal solution of a linear program. Note that there can be more than one optimal
solution (i.e. several points along the same line or face of the feasible region’s polyhedron give the same best
value for the objective function). There could also be no optimal solution because the objective function’s
value is unbounded or because there is no feasible solution, as described earlier.

1.3 The Simplex Method

One method for solving linear programs is the simplex method. This algorithm was published by George
B. Dantzig in 1947 and for decades has been one of the fastest — if not the fastest — method for finding
solutions to linear programs in practice. This was possible by using the fact above that if an optimal solution
exists, then an optimal basic feasible solution exists. Geometrically, we can think about how the simplex
method works by considering the polyhedron of the feasible region, denoted asP , of some LP problem. The
simplex method begins at some vertex on the boundary ofP and then travels along the edges ofP to other
boundary vertices with successively higher objective function values. This continues until a locally optimal
boundary vertex is reached (which is also a global optimum sinceP is convex).

To progress along the edges ofP ’s boundary, the simplex method takes its currently chosen vertexv and
chooses an edge fromv to some other vertexv′ such thatv′ gives a better solution value thanv. This vertex
v′ then becomes the chosen vertex and the process is repeated until an optimal solution is found. This process
of choosing a new vertexv′ is commonly referred to as apivot step. The way in which a new vertex is
chosen during this pivot step is important to deciding how quickly the simplex method runs. To solve some
LP problems it can be necessary to proceed to a vertexv′ with the same solution value as the previous vertex
v. To allow such paths other precautions must be taken to avoidcycling, or the act of returning to some vertex
previously visited.

1.3.1 Simplex Method Details

We now describe the algorithm in more detail. Consider an instance of an LP problem in standard form with
n variables andm constraints (n ≥ m). Each vertex represents a uniquebasic feasible solutionas described
earlier. A given basic feasible solution, vertexv, is given by a setB ⊆ {1, . . . , n}. A variablexi in the LP
problem is called abasic variableat vertexv if it is assigned a nonzero value, which occurs if and only if
i ∈ B. All other variables are callednonbasic variablesand are assigned a value of 0. The simplex method
traverses from one vertex to another by switching one basic variablexp with one nonbasic variablexq and
then reassigning values to all variables so that again only basic variables have nonzero values.

Let xB (respectivelyxN ) be the set of basic (nonbasic) variables, and letcB (respectivelycN ) be the coeffi-
cients of basic (respectively nonbasic) variables in the objective function. We can now represent this problem,
and a basic feasible solution (bfs), by asimplex tableau.
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General Tableau
xB = p + QxN

z = z0 + φT xN

Wherep = AB
−1b, Q = −AB

−1AN , z0 = cB
T p, andφT = cN − cB

T AB
−1AN . This process is easier to

follow when we focus on the simplex tableau for an example problem, as shown below.

Original LP Matrix Form
maximize: x1 + x2 maximize: cT x
such that: such that:

51 + 2x2 + x3 = 40 Ax = b
7x1 + 5x2 + x4 = 70

x1, x2, x3, x4 ≥ 0

Simplex Tableau
x3 x4 x1 x2 b(
1 0
0 1

∣∣∣∣ 5 2
7 5

∣∣∣∣ 40
70

)
0 0 1 1 0

=
(

AB | AN | b
)

cB cN −z

So,cT x = cB
T xB + cN

T xN . Similarly, the coefficients of the basic variables in the constraint equations are
given inAB (as stated in an earlier section) while the nonbasic variable coefficients are given inAN . Finally,
in the tableau above,z denotes the objective function value of the current solution. In the LP problem above
x1 andx2 are the basic variables and are given an initial value of 0 each. While either of the variables
could clearly have its value increased, this is done throughout the simplex method steps for simplification. Its
shown as−z above because as we solve a linear programming problem the value appearing in this location
will actually be the negative of the true value of the objective function.

To begin solving the LP problem given above we start to make onepivot stepby selecting one basic variable
and one nonbasic variable to switch places. First a basic variable must be chosen. The basic variable chosen
to become a nonbasic variable is called theleaving variable. (The nonbasic variable chosen to become a
basic variable to replace it is called theentering variable.) Since we are trying to increase the value of the
objective function we must choose a basic variable with a nonnegative coefficient in the objective function.
(A coefficient of 0 will mean no improvement in the solution during this pivot step.) Bothx1 andx2 have a
coefficient of 1 in the tableau above, so let’s choosex1. To replace it, we choose the nonbasic variable that
most constrainsx1. That is, if we set all other basic variables to a value of 0 and try to increase the value
given tox1 as much as possible, which constraint is the first one to limit how largex1’s value can become.
Exactly one nonbasic variable should have a coefficient of 1 in that constraint and so we will choose that
nonbasic variable to replacex1. We only increase one basic variable’s value in each pivot step so that it is
easy to determine exactly how much that variable can be increased. Trying to find the right balance when
increasing 2 or more variables simultaneously is the very difficulty the simplex method is trying to solve.

In the two constraints above, the top one allows us to increase untilx1 = (40/5) = 8 while the bottom one
allowsx1 = (70/10) = 10. Thus, the top constraint is the limiting constraint and so we choosex3 as the
entering variable to replacex1, the leaving variable. Once the two variables switch places in the tableau,
we may use linear algebra techniques likeGaussian Eliminationto return the constraint coefficients of the
nonbasic variables inAN to reduced row echelon form(all zeros except for a diagonal of ones sloping down
from left to right). This process is shown below.
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x1 x4 x3 x2 b(
5 0
7 1

∣∣∣∣ 1 2
0 5

∣∣∣∣ 40
70

)
1 0 0 1 0

⇒

x1 x4 x3 x2 b(
1 0
0 1

∣∣∣∣ 1/5 2/5
−7/5 11/5

∣∣∣∣ 8
14

)
0 0 −1/5 3/5 −8

The LP shown in the right tableau is equivalent to our original one and will yield the exact same optimal
solution. With the two variables switched and the new tableau again put into proper form, our objective
function now looks like:maximize8 + 3

5x2 − 1
5x3. (Note that 8 is represented by−z in the tableau.) Thus,

simply by setting both basic variables to 0 we have an objective function value of 8 instead of a value of 0
as before. In this way we can continue switching basic and nonbasic variable pairs and increasing the value
of z until we have all negative coefficients for basic variables in the objective function and thus reach an
optimal solution. For the problem we are working on here it turns out that two more pivot steps will reach an
optimal solution. First, in the tableau above,x2 is the only basic variable with a positive objective function
coefficient. Sox2 is chosen. Since it’s most constrained by the bottom constraint,x4 is chosen to replace it.

x1 x2 x3 x4 b(
1 2/5
0 11/5

∣∣∣∣ 1/5 0
−7/5 1

∣∣∣∣ 8
14

)
0 3/5 −1/5 0 −8

⇒

x1 x2 x3 x4 b(
1 0
0 1

∣∣∣∣ 5/11 −2/11
−7/11 5/11

∣∣∣∣ 60/11
70/11

)
0 0 2/11 −3/11 −130/11

Now, for our final pivot stepx3 is the only basic variable with a positive coefficient in the objective function,
so we choosex3. When trying to makex3 as large as possible the top constraint limits it tox3 = 12. For
the bottom constraintx3 has a negative coefficient. Thus, for this constraint we could setx3 arbitrarily large
and simply set an appropriate value forx2 to match the constraint. This is possible becausex2 does not
appear in any other constraint and has a coefficient of 0 in this tableau. Thus, the top constraint is the one that
constrainsx3 the most so we switchx3 with x1.

x3 x2 x1 x4 b(
5/11 0
−7/11 1

∣∣∣∣ 1 −2/11
0 5/11

∣∣∣∣ 60/11
70/11

)
2/11 0 0 −3/11 −130/11

⇒

x3 x2 x1 x4 b(
1 0
0 1

∣∣∣∣ 11/5 −2/5
7/5 1/5

∣∣∣∣ 12
14

)
0 0 −2/5 −1/5 −14

In this final tableau all of the basic variables have a negative coefficient in the objective function, which in
final form looks like:maximize14− 2

5x1− 1
5x4. Therefore, we know that this must be an optimal solution and

that it gives a value of 14. In this version of the LP problem we get that maximum value by assigning 0 to the
basic variablesx1 andx4 and setting appropriate values for the nonbasic variables to satisfy all constraints. In
this case that will bex2 = 14 andx3 = 12 (exactly the values fromb for the respective constraint equations).
We can plug these values back into the original LP problem to see that this solution does in fact work for that
problem. In this case, the problem would have been much more quickly solved if we had initially chosenx2

instead ofx1 as the first variable to increase. However, the same optimal value was reached regardless and
finding such shortcuts is usually not easy to do, especially in larger LP problems.
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