
CPS296.2 Geometric Optimization January 16, 2007

Lecture 2: LP Duality, Simplex Method Complexity, Ellipsoid Method

Lecturer: Pankaj K. Agarwal Scribe: Sam Slee

In the last lecture we introducedlinear programming, a type of optimization problem in which we havem
linear constraints onn variablesx1, . . . , xn and the goal is to either minimize or maximize a linear objective
function composed of those variables. To aid our discussion of the problem an example LP in matrix form
and a visual example are each given below.

Figure 2.1: An instance of a 2D linear program-
ming problem.

maximize: cT x
such that:

Ax ≤ b
xi ≥ 0 ∀ xi ∈ x

A : m× n matrix of constraint coefficients
x : LP variables
c : objective function coefficients
b : constraint equation constants

2.1 Linear Programming Duality

An interesting concept associated with linear programs is that ofduality. For every LP problem there is a
second LP problem with which it is intrinsically paired. This second LP problem can bound the feasible
values of the first problem and even help find the optimal value to that problem. The initial LP problem is
called theprimal LP while the second is referred to as thedual LP. Consider the example LP problem given
below.

2-1
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Primal LP Matrix Form
maximize: 2x1 + 3x2 maximize: cT x
such that: such that:

4x1 + 8x2 ≤ 12 Ax ≤ b
2x1 + x2 ≤ 3 xi ≥ 0
x1 + 5x2 ≤ 15
x1, x2 ≥ 0

For a quick upper bound check on this problem we can try adding together the first and second constraint
equations. This gives6x1 + 9x2 ≤ 15 which implies that2x1 + 3x2 ≤ 5. Thus, we are fortunate to get a
quick upper bound of 5 on the objective function.

For a more exact upper bound on the optimal value of this objective function, we need to minimize the value
of this upper bound. To this we will sum together all of the LP constraints while introducing a new variable
yj for each constraint. Doing this without these variables would simply result in a single constraint giving
little new information about the primal LP (in this case, that constraint would be7x1 + 14x2 ≤ 30).

y1(4x1 + 8x2 ≤ 12) +
y2(2x1 + x2 ≤ 3) +
y3(x1 + 5x2 ≤ 15)

⇓

y1(4x1 + 8x2) + y2(2x1 + x2) + y3(x1 + 5x2) ≤ 12y1 + 3y2 + 15y3

⇓

(4y1 + 2y2 + y3)x1 + (8y1 + y2 + 5y3)x2 ≤ 12y1 + 3y2 + 15y3

We can transform the last inequality above into a second linear program with a minimal upper bound on the
value of the primal LP. This is done by two parts: (1) ensuring that the inequality’s coefficients on eachxi are
greater than the corresponding variable coefficients in the primal LP’s objective function, and (2) minimizing
the inequality’s bounding right side. This results in the following LP.

Dual LP Matrix Form
minimize: 12y1 + 3y2 + 15y3 minimize: bT y
such that: such that:

4y1 + 2y2 + y3 ≥ 2 AT y ≥ c
8y1 + y2 + 5y3 ≥ 3 yj ≥ 0
y1, y2, y3 ≥ 0

Note that this dual LP largely amounted to a rearrangement of the coefficients in the original primal LP. An
important fact to note about linear programming duality is that given a primal linear program, denoted asA,
if taking its dual gives linear programB, taking the dual of B givesA. Thus,the dual of the dual LP is the
primal LP. So it is not so important which LP we consider the primal and which we consider as the dual, just
how this pair of problems is linked. The following table further defines the relationship between the different
parts in the primal and dual LP’s.



Lecture 2: January 16, 2007 2-3

Primal Dual
Variables x1, . . . , xn y1, . . . , yn

Objective Function maxcT x min bT y
Matrix A AT

Constraints ith constraint≤ bi yj ≥ 0
jth constraint≥ bi yj ≤ 0
jth constraint= bi yj ∈ R

xj ≥ 0 jth constraint≤ cj

xj ≤ 0 jth constraint≥ cj

xj ∈ R jth constraint= cj

In the table above stating that a value was∈ R means that it could be any real number: positive, negative, or
0. Assuming that the primal LP is the maximization problem, we may now formally state the relationships
between the two objective functions. For this theorem, letP be the feasible region for the primal LP andD
be the feasible region for the dual LP.

Theorem 1 (Weak duality theorem) Letx ∈ P andy ∈ D Then

cT x ≤ bT y .

Proof: From the matrix forms of each LP:

cT x ≤ (AT y)T x = yT (Ax) ≤ yT b = bT y . �

While this upper bound is interesting, a stronger claim is possible — but harder to prove. This second claim is
often referred to as theStrong duality theorem. The proof of the theorem is not given here, but it is available
from many sources.

Theorem 2 (Strong duality theorem) Let a given primal LP problem have objective functioncT x and its
dual LP problem have objective functionbT y. If the primal LP has an optimal solutionx∗ then the dual LP
also has an optimal solutiony∗ andcT x∗ = bT y∗.

Note that this theorem only applies when an optimal solution exists. As was discussed in Lecture 1, a linear
program has exactly one of three types: (1) has an optimal solution, (2) has an unbounded objective function
(infinitely high solution values are possible for a maximization LP — infinitely low for minimization), or (3)
the LP is infeasible (no solution exists). Since the dual LP is a bound on the primal LP it is not surprising to
learn that the type of the dual is dependent on the primal LP’s type. In the table below the primal and dual
LP type combinations are marked as possible or impossible (X).

Primal\ Dual Finite optimum Unbounded Infeasible
Finite Optimum possible X X

Unbounded X X possible
Infeasible X possible possible
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2.1.1 Farkas’ Lemma

Figure 2.2: The arc above denotes area of vec-
tors with nonnegative projections ona1 and
a2.

To understand Farkas’ Lemma, it is helpful to first introduce
a related definition. Given a set of vectorsai ∈ Rn, i =
1, . . . ,m, thecone generated by set{ai}, denoted asC(ai),
is given as:

C(ai) = {x ∈ Rn : x =
m∑

i=1

πiai, πi ≥ 0, i = 1, . . . ,m} .

Basically,C(ai) is the set of all linear combinations — with
positive coefficients — of the set of vectors{ai}. Given this
definition, suppose we have such a set of vectors{ai} and
another vectorb ∈ Rn. Furthermore, suppose that whenever
a vectorx ∈ Rn has a nonnegative projection on all of the
ai’s, it also has a nonnegative projection onb. In Figure2.2,
this would be the area denoted by the arc. Farkas’ lemma
states that this will occur if and only ifb ∈ C(ai) (the shaded
area of Figure2.2).

Theorem 3 (Farkas’ Lemma) Given vectorsai ∈ Rn, i = 1, . . . ,m and another vectorb ∈ Rn, then

(xT ai ≥ 0 for all i ⇒ xT b ≥ 0) ⇒ b ∈ C(ai) .

This lemma may be restated a few different ways to help in seeing how it applies to linear programming.

Farkas’ Lemma (Version 2)Exactly one of the two following conditions is true:

• ∃ x Ax = b x ≥ 0.
(That is,b is a convex combination ofa1, . . . , an where eachai ∈ Rm is a row in matrixA).

• ∃ h : {x ∈ Rm : yT x = 0} such thatyT ai ≥ 0 yT b < 0
(i.e. There exists a hyperplaneh that separatesa1, . . . , am from b).

Farkas’ Lemma (Version 3)Exactly one of the two following conditions is true:

• ∃ x ∈ Rn Ax = b x ≥ 0 ,

• ∃ y ∈ Rm yT A ≥ 0T yT b < 0 .

So, by the final version, we can see that the first of the two possibilities stated in Farkas’ lemma looks like an
exact solution to the constraints of some LP problem. This lemma then tells us that either a solution exists to
this system of constraints or that a solution could be found to a second formulation of the problem.
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2.2 Complexity of the Simplex Method

Thesimplex methodwas introduced last time as an algorithm for solving linear programming (LP) problems
which usually runs quickly in practice. However, today we note that in the worst-case the simplex method
actually takes time exponential in the size of the input. Some linear programming algorithms that do have
polynomial bounds in the worst-case will also be mentioned.

2.2.1 Hirsch Conjecture

Recall that in the last lecture we introduced the idea of the feasible region of a given LP problem: the set
of feasible solutions satisfying all of the LP’s constraints. We represented this as a polygonP , the set of
feasible points. A1-skeleton of Pwould be the set of vertices and edges of P (along the boundary of the
polygon). Looking at this can help us in understanding how long the simplex method may take to solve a
given LP problem since this method works by traversing the vertices and edges of P. In particular, consider
two different verticesu andv on the 1-skeleton ofP . This pair may be our initial solution to the LP and an
optimal solution point that we’d like to reach. We denote asdP (u, v) the number of edges on the shortest path
in the 1-skeleton ofP between verticesu andv. Thediameter of P or diam(P ) is the longest such length
between any pair of verticesu andv in the 1-skeleton ofP . Since the simplex method must traverse such a
path this is a lower bound on this algorithm’s running time if we start at vertexu and need to reach optimal
vertexv (there may however be a shorter path to another optimal vertex if there is more than one). An upper
bound on any such valuedP (u, v) has been proposed by theHirsch Conjecturewhich is stated below.

Conjecture 1 (Hirsch, 1957) Given a feasible region polygonP formed bym constraints onn variables,
dP (u, v) ≤ m− n, and so diam(P ) ≤ m− n.

This conjecture is actually more general, stating: “let P be a convex d-polytope with n facets. Then the
diameter of the graph of the polytope P is at most n-d.” This conjecture has been verified for (0,1)-polytopes,
by Naddef [4, 2], and for many other special cases. More generally the conjecture is only known to hold true
for values ofd ≤ 3 (3 or fewer LP variables). A polynomial upper bound on diam(P ) is not known, but a
quasi-polynomial bound has been given [1].

Theorem 4 (Kalai, Kleitman, 1992) diam(P ) = nO(log m).

2.2.2 Klee-Minty Cube

The Klee-Minty Cube is an example LP problem where the simplex method takes exponential running time
with most pivot choice methods (but not if random pivot choices are made). The Klee-Minty Cube is a
perturbation of ann-dimensional cube and has about2n vertices. For most pivot choices the simplex method
will visit all of these vertices and thus take≥ 2n−1 pivot steps to find the optimal solution for this problem
example.

maximize: xn

such that:
ε ≤ x1 ≤ 1

εxj ≤ xj+1 ≤ 1− εxj j = 1, 2, . . . , n .
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Yet, in practice the simplex method usually runs very quickly. An explanation for this phenomenon came
about with the use ofSmoothed Analysiswhich “continuously interpolates between the worst-case and the
average-case analyses of algorithms” [5]. This showed that while cases did exist where the simplex algorithm
ran in exponential time, if the values of the problems (coefficients and constant bounds) in those bad cases
underwent a small perturbation then the simplex algorithm would require only polynomial time (with high
probability).

2.2.3 LP-Complete

TheLP-Complete class of problems is the set of problemsX such that: (1) the problem can be formulated
as an instance of a LP, and (2) the problem is LP-hard. This is analogous to the definition for NP-Complete
problems. For the first qualification, this means that there is a polynomial-time deterministic algorithm
that transforms instances of the problemX into instances of linear programs. So, given an algorithm for
solving LP problems, we could solve any instance of problemX by first converting it into an LP problem in
polynomial time and then solving that LP problem.

For the second qualification, this means that there is a polynomial-time deterministic algorithm converting
any instance of an LP problem into an instance of problemX. Thus, given an algorithm for solving problems
of typeX, we could solve any linear program by first converting that LP into an instance of problemX in
polynomial time, and then using our algorithm for solving instances of problemX. Since the class of linear
programming problems has been shown to be weakly polynomial (which will be covered next in this lecture)
then the LP-complete class of problems is polynomial-time solvable, i.e. P = LP.

2.2.4 Strongly vs. Weakly Polynomial Running Time

The running time of an algorithm is dependent on its input size, but there are slightly different ways of looking
at that input size. One way is to consider the number of bits needed in computer memory to represent that
input. For example, a given integer numberi would require< i > = dlog2(i + 1)e + 1 bits. More complex
numeric types require even more information, as shown in the table below.

Numeric Type Size Notation # of bits
Integer < i > dlog2(i + 1)e+ 1

Rational < p/q > < p > + < q >
Matrix < A >

∑m
i=1

∑n
j=1 < aij >

LP < L > < c > + < A > + < b >

An algorithm that is given inputI then would be considered to beweakly polynomial if its running time
is bounded by poly(<I>). That is, bounded by some polynomial function on the number of bits needed to
represent the input. For an LP algorithm, this input size is:<c> + <A> + <b>. Given anm×n constraint
coefficient matrix, an LP algorithm would bestrongly polynomial if the number of arithmetic operations it
performs is bounded by a polynomial function in terms ofm andn as well as meeting the definition for being
weakly polynomial, as given above.

So, an algorithm that is weakly polynomial but not strongly polynomial might have a running time heavily
dependent on the size of the given input values rather than just the number of input values. For LP algorithms
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this subtle difference has mattered as weakly polynomial algorithms are known but the question of whether a
strongly polynomial algorithm exists is still open. The simplex method takes exponential running time in the
worst case, but other linear programming algorithms such as theellipsoid methodand variousinterior point
methodshave been shown to have weakly polynomial running time bounds.

2.3 Ellipsoid Method

The first published result showing a worst-case (weakly) polynomial running time for an LP algorithm came
in 1979 from Soviet mathematician L.G. Khachian. We describe this method for finding a feasible (not
necessarily optimal) solution for an instance of a LP. This method operates very differently from the simplex
method. It starts with an ellipsoid that is guaranteed to contain a solution to the given LP problem, if one
exists. Then, through successive iterations the ellipsoid is shrunk, but each time it is still guaranteed to contain
this feasible region. This continues until either a solution is discovered or the ellipsoid becomes too small to
contain this feasible region and so no solution exists. The ellipsoid method will now be covered by stating
what an “ellipsoid” is, giving the Ellipsoid algorithm, and then giving some intuition about why it works.

Figure 2.3: (a) The elliposidEj at
iteration j. (b) The ellipsoid and
centert at the next iteration.

First some quick linear algebra definitions. LetQ be ann × n non-
singular matrix, meaning thatQ is invertible (Q−1 exists). Lett be an
n-vector. Then we can define anaffine transformation T : Rn → Rn

asT (x) = t+Q∗x, which acts on any vectorx ∈ Rn. Also, note that in
Rn we may define theunit sphereas the setSn = {x ∈ Rn : xT x ≤ 1}
(sincexT x in a sense gives the length of vectorx). GivenT andSn as
just defined,T (Sn) is called anellipsoid. We can also write this math-
ematically as :

T (Sn) = {y ∈ Rn : (y − t)T B−1(y − t) ≤ 1} .

In the equation aboveB = QQT andt is then-vector from our prior
definition of T (x). Intuitively, vectort gives the center point of the
ellipsoid withinRn while matrixB (equivalently, matrixQ) defines the
orientation and size of the ellipsoid. For a visual example, consider the
2D ellipsoid shown in Figure2.3(a) that is defined by:

t =
[

0
0

]
,

Q =
[

3 0
0 2

]
.

The red polygon in the figure represents an example feasible region of
solutionsF . The algorithm that will be given actually returns a solution
to a system of linearstrict inequalities (Ax < b) but it can be shown
that this is sufficient for solving the LP’s in standard form with equality
constraints (Ax = b) and still keep the weakly polynomial worst case
running bound. Since this algorithm is weakly polynomial we are con-
cerned with the sizeL taken to represent any input linear program, as
discussed previously in subsection2.2.4.
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THE ELLIPSOID METHOD

Input: An m× n system of linear strict inequalitiesAx < b, of sizeL.
Output: An n-vectorx such thatAx < b if such a vector exists; “no” otherwise.

Initialize: j = 0
t0 = 0
B0 = n222L ∗ L

(Comment: j counts the number of iterations so far. )
(Comment: The current ellipsoid isEj = {x : (x− tj)T B−1

j (x− tj) ≤ 1}.)

Repeat: If tj is a solution toAx < b
then return tj .

Else-if j > (K = 16n(n + 1)L)
then return “no”.

Else
Choose any inequality inAx < b that is violated bytj , sayaT tj ≥ b.
Set:

tj+1 = tj − 1
n+1

Bja√
aT Bja

Bj+1 = n2

n2−1

[
Bj − 2

n+1
(Bja)(Bja)T

aT Bja

]
j = j + 1

In the algorithm described above, the “Repeat” section defines the steps taken for an iteration of looking for
a solution and shrinking the bounding ellipsoid if no solution is found. A visual example of this iteration was

given in Figure2.3. We begin at iterationj with tTj = (0, 0) andB =
[

9 0
0 4

]
.

Assume that we have this current ellipsoid and thattj is not a solution, instead violating a constraintx + y <
−1 also displayed in part (a) of the figure. To satisfy this constraint, we would now like to restrict our interest
to the lower-left portion of the current ellipsoid. This goal is accomplished by formulas at the end of the
“Repeat” section. The visual result of the newtj+1 andBj+1 values — which give the new ellipsoidEj+1

— are shown in part (b) of Figure2.3. The actual resulting values are

tj+1 =

[ −3√
13

−4√
13

]
and Bj+1 =

[
84
13

−32
13

−32
13

496
117

]
.

While this gives some intuition about how the Ellipsoid Method works, the algorithm’s polynomial running
time is a product of two other results. The first is the resulting change in volume of the ellipse for any given
iteration stepj to j + 1. This may be expressed as:

Vol(Ej+1)

Vol(Ej)
≤ e−1/2(n+1) . (∗)

This rate of change may then be combined with a lemma giving a lower bound on the size of a possible LP
solution set.

Lemma 1 If a linear program withn variables and sizeL has a solution, then the set of solutions within the
sphere||x|| ≤ n2L has volume at least2−(n+2)L.
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Lemma 1 and (∗) combined with the size of the initial ellipsoid taken by the algorithm prove a polynomial
bound on the running time of this algorithm. While this is a good theoretical result, in practice the simplex
method is usually much faster for solving LP problems. However, note that the approach used by this al-
gorithm can be applied more generally. All it requires at each iteration is a response from some oracle that,
given a pointx and a feasible solution spaceP , can answer the question:Is x ∈ P? If not, return a separating
hyperplane betweenx andP . Thus, given such an oracle this approach could actually solve a problem with
an infinite set of constraints as it does not need to work with that entire set of constraints.

2.3.1 Semidefinite Programming

Semidefinite Programming (SDP) problems are optimization problems over symmetric positive semidefinite
matrix variables with linear cost functions and linear constraints. Many applications for SDP’s have been
found in engineering and the best known graph coloring algorithm is through an algorithm for semidefinite
programming. Linear programs are a special case of SDP problems. The basic form of a semidefinite program
is given below.

maximize: Tr(C,X) where Tr(A) =
∑n

i=1 aii

such that:
Tr(Ai, X) ≤ bi


X : n× n variable matrix
C : n× n symmetric matrix
A : m× n, constraint coefficients
b : constraint equation constants


∀y ∈ Rn yT Xy ≥ 0, i.e.X is a positive semidefinite matrix. The ellipsoid method can be used for semidefi-
nite programming as well. The interior point methods, which will be discussed in the next lecture, also extend
to semidefinite programming.
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