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18.1 Euclidean Graphs

In many applications we are given a set of n points P ⊆ Rd and we need to work with a weighted graph on
the point set G = (P, P × P ) where the weight of an edge is the Euclidean distance: w(p, q) = ‖pq‖. Some
applications where this type of problem arises include road maps, sensor networks, and proteins. There are
many optimization problems we may want to solve on geometric graphs, such as:

• MST (G)

• Min Wt Match(G)

• Tour(G)

• Shortest Path(G)

The problem with this graph is that it contains n2 edges, one for every pair of points. Therefore, any problem
we want to solve will take Ω(n2) time just to read the input. However, we can ask whether all of these edges
are really necessary to solve a particular problem, optimally or approximately. In other words, we may be
able to sparsify this graph and then solve the problem on a small subgraph of G. For example, it is known
that the edges of a minimum spanning tree will be contained in the Delaunay triangulation of the graph, so
we could solve this problem without looking at all n2 edges.

18.2 Spanners

We formalize this notion of sparsifying a graph by introducing the concept of a spanner. Given a graph
G = (V,E) and a weight function w : E → R+, let dG(u, v) denote the cost of the shortest path from u to v
in G.

Definition 1 A subgraph H = (V,E′) where E′ ⊆ E is called a t-spanner if

∀u, v ∈ V dH(u, v) ≤ t dG(u, v)

The parameter t is sometimes called the distortion, stretch factor, or detour.
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Figure 18.1: 1-dimensional pointset

Figure 18.2: Intuition for 2 dimensions

For general graphs, it is NP-hard to decide if there is a t-spanner of size at most k. However, we will show
that there exist small spanners for the special case of Euclidean graphs. First let’s look at a trivial case, when
d = 1, to gain some intuition. Figure 18.1 shows points P = {p1, ...pn} arranged along a line. If we define
E′ = {(pi, pi+1)|1 ≤ i < n}, then H = (P,E′) is a 1-spanner of (P, P × P ). The subgraph H perfectly
preserves the distances between every pair of points in P and contains only n edges.

To gain some intuition for the two-dimensional case, look at a cone centered at a point p, and all the points
contained in that cone, as shown in Figure 18.2. The crucial idea is that we can go from p to any point r
inside this cone by routing through the nearest neighbor of p in the cone, q, without introducing too much
distortion. Next we will describe an algorithm to find a (1 + ε)-spanner, for a parameter ε ∈ (0, 1), using this
idea.

18.2.1 Constructing a (1 + ε)-spanner in R2

First we set a parameter k which depends on ε; this will be described later. The unit circle of directions is
partitioned into k cones as follows: set θ = 2π/k, θi = 2πi/k and let ci denote the cone of angle θ with θi

as its center ray. Also, let ci + x denote the translation of ci to the point x, for x ∈ R2. Figure 18.3 illustrates
the formation of these cones.
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Figure 18.3: Illustration of cones ci.

We define the graph Gθ = (P,E) as follows. Let ui = (cos θi, sin θi).

∀i, ∀p ∈ P Qi(p) := arg min
q∈ci+p

< q, ui >

E = {(p, Qi(p))|0 ≤ i < k, p ∈ P}

The point Qi(p) is the nearest neighbor of p along the direction ui. In other words, we project all of the points
onto the ray θi, take the closest one to p, and add this edge to the graph. This gives p k neighbors which are
nearby and spread among all possible directions. The number of edges in this graph is then O(nk). It also
has the desired (1 + ε) stretch factor. For simplicity use G to refer to Gθ throughout the proof.

Claim 1 dG(p, q) ≤ (1 + ε)‖pq‖

Proof: Consider any two points p, q ∈ V . Let πG(p, q) denote the shortest path from p to q in G. The proof
is by induction on the number of edges in πG(p, q).

If there is only one edge in π(p, q), then (p, q) ∈ E and dG(p, q) = ‖pq‖.

If (p, q) 6∈ E, consider the cone ci +p that contains q, and let r = Qi(p). Figure 18.4 illustrates this situation.
We know that (p, r) ∈ E, and using the triangle inequality,

dG(p, q) ≤ ‖pr‖+ dG(r, q)

By induction, dG(r, q) ≤ (1 + ε)‖rq‖, so

dG(p, q) ≤ ‖pr‖+ (1 + ε)‖rq‖
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Figure 18.4: Illustration of the proof.

Let r′ denote the point r projected onto ~pq. By applying the triangle inequality twice, we get:

dG(p, q) ≤ ‖pr′‖+ ‖rr′‖+ (1 + ε)
[
‖rr′‖+ ‖r′q‖

]
≤ ‖pr′‖+ (2 + ε)‖rr′‖+ (1 + ε)‖r′q‖

Since the angle α is at most θ, ‖rr′‖ ≤ ‖pr′‖ tan θ, so

dG(p, q) ≤ (1 + (2 + ε) tan θ)‖pr′‖+ (1 + ε)‖r′q‖

By setting k = C/ε, for sufficiently large C, we can make tan θ = tan 2π/k ≤ ε/3. Then,

dG(p, q) ≤ (1 + ε)(‖pr′‖+ ‖r′q‖)

We use triangle equality again to show

dG(p, q) ≤ (1 + ε)‖pq‖.

18.2.2 Finding Qi(p)

The main step in the algorithm is finding the neighbors of a vertex in each direction. To do this, we use k
range trees, where the coordinates of the points in V have been transformed so that the angle between the
x and y axes is θ. Then finding the neighbor of p in cone i becomes finding the point in this cone with the
minimum y coordinate , of the points that have x and y coordinates larger than p. This query can be answered
by the range tree in O(log2 n), and the total time to compute the 2D spanner is O(n

ε log2 n).

18.2.3 Low Diameter Spanners

One goal in sparsifying a graph is minimizing the stretch factor, but we may also be interested in the value of
other metrics, such as maximum degree, total weight of all the edges (a lower bound on this is the minimum
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Figure 18.5: Low diameter spanner in one dimension.

spanning tree weight), and the diameter of the graph (the maximum number of hops on any path). We may
ask questions like, is there a t-spanner with a linear number of edges and diameter O(log n)? For d = 1,
this is accomplished by forming a binary tree, as in 18.5. The first level has n/2 edges, the next n/4, and
so on, and the diameter of this graph will be log n. In 2D we can use a randomized construction inspired by
skip lists to construct a spanner with low diameter. We start with all the points, P0 = P , and then for each
point, randomly promote it to the next level, P1, until some layer Pr is empty. At each level we construct a
spanner using the algorithm from the previous sections. The levels are then collapsed into one graph; if an
edge occurs in any level, it is added to the final graph. This will produce a spanner with expected diameter
O(log n), but the degree can also be log n. The proof can be found in the book by Narasimhan and Smid[1].

18.2.4 Higher Dimensions

To construct a spanner in three dimensions, we use simplicial cones rather than spherical, for technical rea-
sons. The sphere of directions is surrounded by a cube, and we draw a grid of size ε on each face. Then each
grid cell forms a cone with the center of the sphere. In d-dimensions, a spanner can be constructed in

O(
n

εd−1
logd n).

We pay a log factor in each dimension for range searching.
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