
Entity Resolution: 
Efficiency and Scalability

Data Cleaning & Integration
CompSci 590.01 Spring 2017

Some contents are ased on: 
Getoor & Machanavajjhala’s VLDB 2012 tutorial slides



Challenge
2

Image from: http://www.huffingtonpost.com/galtime/importance-of-doing-puzzles-with-your-kids_b_4683094.html



Naïve entity resolution

• All-pair comparison for large collection 𝑅 of 
mentions/references costs 𝑂 𝑅 # : impractical for 
large datasets
• E.g.: deduplicate business listings from 1,000 cities 

across the world, each with 1,000 listings
• Naïve ER takes a trillion comparisons
• If each comparison takes 1 𝜇s, the whole task would take 

~10 days
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Key techniques in this lecture

• Avoid unnecessary comparisons by “blocking”

• Parallel/distributed processing
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Blocking: idea by example

• Mentions from different cities are unlikely to be 
matches
• Blocking criterion: city
• Mentions with the same city goes into one block

• Do pairwise comparisons only within each block, 
not across blocks
• Just a billion comparisons (one million per block)
• If each comparison takes 1 𝜇s, the whole task would only 

take ~15 minutes
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Blocking: conceptual idea

• Try to reduce false positives (thereby reducing 
time) while avoiding false negatives
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Simple data structures for blocking

• Hash
• Build a hash table keyed on the blocking key
• Block = mentions that get hashed to the same value

• Inverted lists
• Block = mentions with the same blocking key value
• Each unique value of blocking key gets an inverted list, 

which contains all mentions in a block

• They work directly for blocking criteria that equate 
blocking keys
• E.g., first three characters of last name must be equal; or 

(city, state, zip) must be equal
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Complex blocking functions

• Simple equality-based blocking may be insufficient
• 2,376,206 Americans shared the same last name of Smith 

in the 2002 US Census
• NULL values may create disproportionally large blocks

• Solution: more complex blocking functions by 
combining simple ones, e.g.:
• Complex Boolean functions made of simpler ones

• Complexity can grow “on demand”
• Jaccard similarity on (potentially large) sets of features, 

e.g., character or token n-grams
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Blocking trees
[Das Sarma et al. CIKM 2012]

• A hierarchical structure
• Each leaf node corresponds to a final block
• Non-leaf nodes corresponds to “intermediate” blocks 

that are too big and therefore need to be split further 
by a function
• Edges out of a non-leaf node label the outcomes

• A root-to-leaf path correspond to a conjunctive 
blocking function
• Looks very much like a decision tree!
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also show that the latency using the largest canopy gives an upper
bound on the best possible assignment.
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Based on the theorem above, henceforth, we focus on the problem
of finding best canopies that satisfy the constraint of max
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 S,
for some given S.

4. BLOCKING BASED ON LABELED DATA
This section addresses the problem of constructing disjoint block-

ing functions using a labeled dataset of positive examples. Af-
ter formally defining the problem (Section 4.1), we introduce a
tree-structured language for expressing blocking functions (Sec-
tion 4.2). We then show that the general problem of finding an
optimal blocking function is NP-hard (Section 4.3), and finally we
present a greedy heuristic algorithm (Section 4.4) to find an approx-
imate blocking function.

4.1 Problem Formulation
We formally define the problem of creating canopies given la-

beled data consisting of examples of duplicates (positive pairs).
Recall the two conflicting goals of canopy formation: The more
divisive a set of canopies is, the more likely it is to miss out on true
duplicates. We formulate an optimization problem that trades off
the two objectives of canopy formation, by associating a hard con-
straint on the maximum size of each canopy and maximizing the
number of covered positive examples (recall) subject to this size
constraint.

DEFINITION 4.1 (BLOCKING PROBLEM). Given a labeled set
T + of positive examples, a space H of hash functions, a size bound
S on every canopy, and a size function size() that returns the size
of a canopy obtained by applying any conjunction of hash functions
in H on any input dataset I , construct a disjoint blocking function
B that partitions any input I into a set C of disjoint canopies of size
at most S, while maximizing the number of pairs from T + that lie
within canopies, i.e., maximizing: recall = |{(r1,r2)2T +|9c2C,r1,r22C}|

|T +| .

We make a few important observations about our problem defini-
tion. (1) As a reminder, we start by considering only disjoint block-
ing, and extend to non-disjoint blocking in Section 7. The next sec-
tion describes a language to represent disjoint blocking functions
(B), and subsequently we give algorithms for finding B. (2) We
assume that there is a known size estimation function. In practice,
some previous work on blocking [7] has used negative examples
as an indirect way of incorporating size restrictions. Alternatively,
previous work on estimating the cardinality of selection queries us-
ing histograms (refer [15]) can be used to estimate canopy sizes,
as we shall see each canopy is obtained as a conjunction of hash
functions. Of course, if the entire dataset were available during
the construction of blocking predicates, it could be used for size
computation. (In particular, exact size computation for the block-
ing technique we propose can be done in a few scans. Also, we

Figure 2: Example of a tree-structured disjoint blocking function.

shall see that our technique can be adaptively applied even in case
of inaccurate size estimates.) (3) For this section we assume the
existence of a space H of hash functions. Most previous work has
assumed the manual creation of such atomic hash functions. We
also present in Section 6 an automated method of enumerating hash
functions for each attribute. (4) Finally, we assume the positive ex-
amples T + are known; we describe the construction of this dataset
in the experiments section (Section 8).

4.2 Blocking-Tree Space
This section presents a generic language for expressing disjoint

blocking functions. We introduce a hierarchical blocking tree (called
BlkTree), that partitions the entire set of entities in a hierarchi-
cal fashion by successively applying atomic hash functions from
a known class H. Formally:

DEFINITION 4.2. A BlkTree B = (N,E, h) is composed of a
tree with nodes N and edges E, and h : N ! H maps each node
in the tree to a particular hash partitioning function from H.

Intuitively, each leaf node of the tree corresponds to a canopy. The
BlkTree is built using the inputs described in Definition 4.1, namely
the training data, a known space of atomic hash functions H, and
canopy-size estimates. Each node n 2 N in the tree corresponds
to a set of entities from the entire set obtained by applying the hash
functions from the root down to n. Each node n (with a size es-
timate exceeding the allowed maximum) then applies a particular
partitioning hash function to create disjoint partitions of the set of
entities corresponding to n.

At run-time, each entity is run through the BlkTree, and directed
to the machine in the cluster based on the leaf node. (Note that in a
distributed environment, the entire data itself is initially partitioned
across multiple machines; therefore, the BlkTree is stored on every
machine in order to redistribute the data based on the canopies.)
Note that in practice the total number of large canopies created by
any hash function on any node is a constant, for instance due to
NULL values in the data, or a common default value for an at-
tribute. Therefore, the size of the constructed BlkTree in terms of
the number of nodes is small, so that the BlkTree fits in memory,
and applying the BlkTree to an entity is efficient.

EXAMPLE 4.3. Figure 2 shows an example BlkTree for movie
data with the root partitioning the movies lexicographically based
on the title. This partition results in two large canopies—the node
corresponding to NULL titles, and the node corresponding to ti-
tles that start with “T” (assume all titles have been capitalized in
advance). In the NULL canopy a partition based on the release-
year of the movie is performed, while the movies starting with “T”
are partitioned by the name of the movie’s director. All leaf nodes
in the resulting tree satisfy the maximum canopy-size requirement,
and hence no further partitioning is performed.
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Blocking tree design
Given:
• Space ℋof possible hash functions
• A block size estimator

• For any conjunctive blocking function built with ℋ
• A training set of matching pairs
Find a blocking tree such that:
• All its leaves have size below a given max
• It maximizes # matching pairs with components in the same block

Problem is NP-hard in general
• Heuristic: greedily choose the “best” hash to apply at each node to 

minimize the estimated # matching pairs “lost” by splitting
• Can restrict search space by considering only “chain trees,” where 

nodes on the same level (optionally) use the same function
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Disjunctive blocking

[Bilenko et al. ICDM 2006]
• Combine multiple blocking predicates using “OR”
• Two mentions are put into one block if at least one 

predicate says they should

• Generalization: each blocking predicate to be 
combined can itself be a conjunction of simpler 
predicates—the whole predicate would be in DNF 
(Disjunctive Normal Form)
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Optimal disjunctive blocking

Given:
• Set 𝒫 of blocking predicates
• A training set of matching pairs as well as  non-

matching pairs
Find a disjunction of predicates in 𝒫 such that:
• # false negatives (matching pairs whose 

components are not in the same block) is below a 
given threshold
• # false positives (non-matching pairs whose 

components are in the same block) is minimized
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Red-blue set cover
An equivalent problem if no false negative allowed
• Edge between a white node (𝑝) 

and a red node (𝑟) means 
including 𝑝 makes 𝑟 a false positive
• Edge between a white node (𝑝) 

and a blue node (𝑏) means 
including 𝑝 make 𝑏 a true positive
• Find the subset of 𝒫

that covers all blue nodes 
while leaving as many red nodes uncovered as possible

Problem is NP-hard
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Sample record:

author

Freund, Y.

year

(1995).

title

Boosting a weak learning algorithm by majority.

venue

Information and Computation,

other

121(2), 256-285

Blocking predicates and key sets produced by their indexing functions for the record:

author title venue year other

Contain Common

Token

{freund, y} {boosting, a, weak,

learning, algorithm, by,

majority}

{information,

computation}
{1995} {121, 2, 256, 285}

Exact Match {’freund y’} {’boosting a weak

learning algorithm by

majority’}

{’information and

computation’}
{’1995’} {’121 2 256 285’}

Same 1st Three

Chars

{fre} {boo} {inf} {199} {121}

Contains Same or

Off-By-One Integer

/0 /0 /0
{1994 1995,

1995 1996}

{120 121, 121 122, 1 2,

2 3, 255 256, 256 257,

284 285, 285 286}

Figure 1. Blocking key values for a sample record

in P ∗, and a minimal number of non-coreferent pairs be-
ing covered. Then the general adaptive blocking problem in
Eq.(1) can be written as follows:

w
∗ = argmin

w

∑
(xi,x j)∈R

w
T
p(xi,x j) > 0

s.t. |B |− ∑
(xi,x j)∈B

w
T
p(xi,x j) > 0 < ε

w is binary

(2)

where w is a binary vector of length t encoding which of
the potential blocking criteria are selected, and p(xi,x j) is a
vector of binary values returned by the t predicates for pair
(xi,x j).

This formulation of the learnable blocking problem is
equivalent to the Red-Blue Set Cover problem [5] if ε = 0.
Figure 2 illustrates the equivalence. The task of selecting
a subset of predicates is represented by a graph with three
sets of vertices. The bottom row of β vertices corresponds
to positive (coreferent) record pairs designated as the set of
blue elements B = {b1, . . . ,bβ}. The top row of ρ vertices
corresponds to negative (non-coreferent) record pairs desig-
nated as the set of red elements R = {r1, . . . ,rρ}. The mid-
dle row of t vertices represents the set of blocking predicates
P , where each pi ∈ P corresponds to a set covering some
red and blue elements. Every edge between an element ver-
tex and a predicate vertex indicates that the record pair rep-
resented by the element vertex is covered by the predicate.
Learning the optimal disjunctive blocking function is then
equivalent to selecting a subset of predicate vertices with
their incident edges so that at least β−ε blue (positive) ver-

Positive

Negative pairs

pairs

Blocking predicates
P = {p1, . . . , pt}

R = {r1, . . . ,rρ} = {(xi,x j) : yi ̸= y j}

B = {b1, . . . ,bβ} = {(xi,x j) : yi = y j}

Figure 2. Red-blue set cover view of blocking

tices have at least one incident edge, while the cover cost,
equal to the number of red (negative) vertices with at least
one incident edge, is minimized.

2.2.2 DNF Blocking

In some domains, a disjunctive combination of blocking
predicates may be an insufficient representation of the op-
timal blocking strategy. For example, in US Census data,
conjunctions of predicates such as “Same Zip AND Same 1st

Char in Surname” yield useful blocking criteria [41]. To in-
corporate such predicate conjunctions, we must extend the
disjunctive formulation described above to combine predi-
cates in disjunctive normal form (DNF). Then, that hypoth-
esis space for the blocking function must include disjunc-
tions of not just individual blocking predicates, but also of
their conjunctions.

A search for the optimal DNF blocking function can be
viewed as solving an extended variant of the red-blue set
cover problem. In that variant, the cover is constructed us-



A greedy algorithm

Approximation ratio 2 𝑡 log 𝛽�

• Discard predicates that cover too many red nodes
• Discard red nodes with too many covers
• Then, greedily choose one predicate at a time that maximizes the 

ratio (# new blue nodes it covers) / (# of red nodes it covers)
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MinHash blocking

• Suppose each mention 𝑥 can be characterized by a 
large set of features 𝐹3
• E.g., character or token n-grams, Boolean tests

• Similarity between records 𝑥 and 𝑦 can be 
measured by Jaccard similarity 𝐹3 ∩ 𝐹6 / 𝐹3 ∪ 𝐹6

• “MinHash” gives an effective way of blocking 
under this similarity measure
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How MinHash works

• Pick a random permutation 𝜋 of all possible 
features
• Define minHash 𝑥 = (index of) the first feature 

(according to 𝜋) contained in 𝐹3
• Interestingly, 𝑃 minHash 𝑥 = minHash 𝑦 =
CD∩CE
CD∪CE

= Jaccard 𝑥, 𝑦
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Why it works

• Put the sets as two column vectors side by side; 
there are four types of rows:

• Jaccard 𝑥, 𝑦 = (#A)/(#A+#B+#C)
• 𝑃 minHash 𝑥 = minHash 𝑦 =

prob. walking down, stopping at a first non-type-D 
row, and seeing that it’s type-A = (#A)/(#A+#B+#C)
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𝑭𝒙 𝑭𝒚
Type A 1 1

Type B 1 0

Type C 0 1

Type D 0 0



Next, make it work for blocking

• Goal: find a blocking scheme such that only pairs 
with high enough Jaccard similarity will likely fall 
into the same block
• Pick 𝑟×𝑘 random permutations (same for all 𝑥)
• Compute signature 𝑥 :

• Mentions with signatures that match at least one of 
the bands go to the same block
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One band of 𝑟 minHashes

…

𝑘 bands total for 𝑥



MinHash analysis

• Suppose Jaccard 𝑥, 𝑦 = 𝑠
• False negatives: 𝑃 𝑥, 𝑦 not in one block = 1 − 𝑠V W

• Should be very low 
for highly similar pairs

• False positives: 𝑃 𝑥, 𝑦 in one block = 1 − 1 − 𝑠V W

• Should be very low for highly similar pairs
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Non-disjoint “blocking”

• Note that for MinHash blocking, you can have 𝑥 and 
𝑦 in the same block, 𝑦 and 𝑧 in the same block, but 
𝑥 and 𝑧 NOT in the same block

• Disjunctive blocking may also be non-disjoint

• Another example coming up next
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Canopy clustering

[McCallum et la. KDD 2000]
• Idea: no need to force disjoint partitioning; come 

up with potentially overlapping subsets (canopies)
• Again, only elements within the same canopy are further 

considered for matching

• Algorithm: given a distance metric 𝑑 ⋅,⋅ and two 
thresholds 𝑇 > 𝑇#
• Pick a random, uncovered element 𝑥
• Create a new canopy with all 

elements 𝑦 with 𝑑 𝑥, 𝑦 < 𝑇
• Consider all those with 𝑑 𝑥, 𝑦 < 𝑇#

as covered
• Note the stricter condition
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A

C

E

B

D

Figure 1: An example of four data clusters and the
canopies that cover them. Points belonging to the
same cluster are colored in the same shade of gray.
The canopies were created by the method outlined
in section 2.1. Point A was selected at random
and forms a canopy consisting of all points within
the outer (solid) threshold. Points inside the in-
ner (dashed) threshold are excluded from being the
center of, and forming new canopies. Canopies for
B, C, D, and E were formed similarly to A. Note
that the optimality condition holds: for each clus-
ter there exists at least one canopy that completely
contains that cluster. Note also that while there is
some overlap, there are many points excluded by
each canopy. Expensive distance measurements will
only be made between pairs of points in the same
canopies, far fewer than all possible pairs in the data
set.

We have found in practice that it is not di�cult to create in-
expensive distance measures that nearly always satisfy these
“canopy properties.”

2.1 Creating Canopies
In most cases, a user of the canopies technique will be able to
leverage domain-specific features in order to design a cheap
distance metric and e�ciently create canopies using the met-
ric. For example, if the data consist of a large number of
hospital patient records including diagnoses, treatments and
payment histories, a cheap measure of similarity between the
patients might be “1” if they have a diagnosis in common
and “0” if they do not. In this case canopy creation is triv-
ial: people with a common diagnosis fall in the same canopy.
(More sophisticated versions could take account of the hier-
archical structure of diagnoses such as ICD9 codes, or could
also include secondary diagnoses.) Note, however, that peo-
ple with multiple diagnoses will fall into multiple canopies
and thus the canopies will overlap.

Often one or a small number of features su�ce to build
canopies, even if the items being clustered (e.g. the patients)
have thousands of features. For example, bibliographic ci-

tations might be clustered with a cheap similarity metric
which only looks at the last names of the authors and the
year of publication, even though the whole text of the ref-
erence and the article are available.

At other times, especially when the individual features are
noisy, one may still want to use all of the many features of
an item. The following section describes a distance metric
and method of creating canopies that often provides good
performance in such cases. For concreteness, we consider
the case in which documents are the items and words in
the document are the features; the method is also broadly
applicable to other problems with similar structure.

2.1.1 A Cheap Distance Metric
All the very fast distance metrics for text used by search
engines are based on the inverted index. An inverted index
is a sparse matrix representation in which, for each word,
we can directly access the list of documents containing that
word. When we want to find all documents close to a given
query, we need not explicitly measure the distance to all
documents in the collection, but need only examine the list
of documents associated with each word in the query. The
great majority of the documents, which have no words in
common with the query, need never be considered. Thus we
can use an inverted index to e�ciently calculate a distance
metric that is based on the number of words two documents
have in common.

Given the above distance metric, one can create canopies
as follows. Start with a list of the data points in any order,
and with two distance thresholds, T1 and T2, where T1 > T2.
(These thresholds can be set by the user, or, as in our ex-
periments, selected by cross-validation.) Pick a point o↵
the list and approximately measure its distance to all other
points. (This is extremely cheap with an inverted index.)
Put all points that are within distance threshold T1 into a
canopy. Remove from the list all points that are within dis-
tance threshold T2. Repeat until the list is empty. Figure 1
shows some canopies that were created by this procedure.

The idea of an inverted index can also be applied to high-
dimensional real-valued data. Each dimension would be dis-
cretized into some number of bins, each containing a bal-
anced number of data points. Then each data point is ef-
fectively turned into a “document” containing “words” con-
sisting of the unique bin identifiers for each dimension of the
point. If one is worried about edge e↵ects at the boundaries
between bins, we can include in a data point’s document the
identifiers not only of the bin in which the point is found,
but also the bins on either side. Then, as above, a cheap
distance measure can be based on the the number of bin
identifiers the two points have in common. A similar proce-
dure has been used previously with success [8].

2.2 Canopies with Greedy Agglomerative
Clustering

Greedy Agglomerative Clustering (GAC) is a common clus-
tering technique used to group items together based on sim-
ilarity. In standard greedy agglomerative clustering, we are
given as input a set of items and a means of computing the
distance (or similarity) between any of the pairs of items.



Distributed ER

• “Blocking” gives a natural way of dividing up 
matching work on a cluster
• Nodes partition data using the blocking function 

and “shuffle” them to destination
• Each node can then work on a block independently 

(at least for simple pairwise ER)
• Collective ER is more challenging
• [Rastogi et al. VLDB 2011]
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Figure 2: A Cover of Entities.

Black-box EM Abstraction. We consider a very generic abstrac-
tion for an entity matcher that takes a set of entities and outputs a
set of matches. We define two kinds of matchers : a deterministic
matcher that simply outputs a set of matches, and a probabilistic
matcher that also outputs a set of matches, but uses a complete
probability distribution over the set of matches to do so. (Formal
definitions are in Section 3.) We also list a set of desirable proper-
ties of an entity matcher, which we can exploit in our framework.
We call a matcher well-behaved if it satisfies these properties.

The deterministic abstraction is very general and can model any
entity matcher. The probabilistic abstraction is a special case of
a deterministic matcher, where the final output of the probabilistic
matcher is the set of matches that has the highest probability. The
reason for defining the probabilistic abstraction as a special case
is that we can apply additional techniques when we know that the
matcher is backed by a probability distribution. All known, state-
of-the-art purely-collective matchers (which are the main focus of
our scaling effort), are indeed probabilistic.
Neighborhoods. A neighborhood is simply a subset of the entities
E and a cover is a set of (potentially overlapping) neighborhoods
whose union is E. An example cover of entities in Figure 1 is given
in Figure 2: it describes a cover consisting of three neighborhoods,
C1, C2, and C3.

There is a vast amount of literature on blocking techniques [13],
whose objective is to efficiently group together entities that are sim-
ilar. The notion of cover extends the notion of blocking to group
entities based on not just their similarity, but also on their relational
closeness. For instance, in neighborhood C3 shown in Figure 2, en-
tities d1 and c1 are in the same neighborhood not because they are
similar, but because they share a coauthorship edge. More gener-
ally, a neighborhood may even have entities of different types, e.g.
an “Author” and a “Paper”. Section 4 describes covers formally.
Message Passing. We now come to the most important component
of the framework : message passing. We start by analyzing how
the MLN matcher described in Section 2.1 runs when applied sep-
arately to each of the three neighborhoods in Figure 2. In neigh-
borhood C1, MLN will not output any match. This is because
none of the pairs (a1, a2) and (b1, b2) have enough evidence to
get matched. If we try to match both pairs, we will incur a weight
of +8 by rule R2 but a weight of -10 by rule R1 (which fires twice).
So, it will decide not to match either of them. Similarly, it will not
produce any match in C2. In C3, it matches the pair (c1, c2) as

shown in Section 2.1. Thus, the total set of matches produced by
all the neighborhoods is simply {(c1, c2)}.

We notice that MLN misses several matches when run separately
on each neighborhood. To recover these misses, we pass messages
between neighborhoods. A simple message is just a set of matches
found by a neighborhood. For instance, after C3 runs, it passes a
message to the neighborhood C2 stating Match(c1, c2). When C2

runs MLN again with the new evidence Match(c1, c2) added to
its input, it is now able to match Match(b1, b2). Thus, we recover
one of the missed messages. The resulting scheme is called simple
message passing scheme and is formally described in Section 5.

However, the simple message passing scheme cannot recover
matches (a1, a2), (b2, b3) and (c2, c3). This is because, as we
showed earlier, matching the three pairs increases the overall score
only if all three of them are matched. Thus, neither C1 nor C2

alone can match any of the pairs. Furthermore, simple messages
are no help as no matches are found in either neighborhood. To
overcome this problem, we extend the notion of a simple message.
Although C2 cannot match pairs (b2, b3) and (c2, c3), it can de-
duce that matching any one of them also results in the other pair
being matched; thus, either both pairs should be matched or none
of the two pairs should be matched. This is called a maximal mes-
sage: It consists of a set of correlated matches, such that either all
of them are true or none of them are. Intuitively, it represents a
“partial inference” by a neighborhood, waiting to be completed.
C2 thus generates a maximal message {(b2, b3), (c2, c3)}. Simi-
larly, C1 generates a maximal message {(a1, a2), (b2, b3)}. These
two messages, when combined, essentially “complete the chain”,
and result in all three pairs being matched. The resulting scheme is
termed maximal message passing scheme, denoted by MMP, and
is developed in detail in Section 5.2.

2.2.1 Theoretical Properties
We now describe some key properties of the framework that we

want to analyze, theoretically and empirically. Let E denote an en-
tity matcher, E(E) denote the set of matches produced by E on
entities E. Let M 2 {SMP, MMP} be a message passing tech-
nique and let M(E) denote the set of matches produced by our
framework using M . Note that the absolute precision/recall num-
bers of M are not the right metric to evaluate our framework, since
these numbers are tied to the underlying entity matcher E . Instead,
we define the following four properties.

1. Soundness : this is the fraction of matches in M(E) that are
also in E(E). We say that M is sound if it has soundness 1,
i.e., M(E) ✓ E(E).

2. Completeness : this is the fraction of matches in E(E) that
are also in M(E). we say that M is complete if it has com-
pleteness 1, i.e., E(E) ✓ M(E).

3. Consistency : we say that M is consistent if the final set of
matches do not depend on the order in which neighborhoods
are evaluated and messages are exchanged.

4. Scalability : we want the time complexity of M to be low,
preferably linear in the number of neighborhoods. Here, we
assume that the sizes of neighborhoods are bounded, and
study scalability with respect to the number of neighborhoods.

In Section 3, we define certain natural, intuitive properties on
entity matchers and say that a matcher is well-behaved if it satisfies
these properties. Our main result is as follows.

THEOREM 1. If E is a well-behaved entity matcher, then both
SMP and MMP are sound, consistent, and have time complexity
linear in the number of neighborhoods.
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Example in MLN-based matching
• Nodes = author references, 

edges = coauthorships
• Text similarity of 𝑐^ and 𝑐#

alone isn’t enough to match 
them, but coauthoring with 
𝑑^ leads to match 𝑐^, 𝑐#
• Then, text similarity of 𝑏^ and 𝑏#, combined with 
match 𝑐^, 𝑐# , leads to match 𝑏^, 𝑏#
• Suppose references have been assigned to 

canopies 𝐶^, 𝐶#, 𝐶c and distributed to three nodes
• 𝐶c needs to notify 𝐶# of match 𝑐^, 𝑐# before 𝐶# can infer 
match 𝑏^, 𝑏#
☞A message-passing algorithm
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Simple message passing

• Run matcher locally in each canopy
• If matcher finds a new match 𝑟 , 𝑟# , pass it as 

evidence to other canopies
• Re-run matcher within a canopy if it has received 

new evidence
• Repeat until no new matches are found in any 

canopy

☞Converges to sound matches, but not complete!
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Figure 2: A Cover of Entities.

Black-box EM Abstraction. We consider a very generic abstrac-
tion for an entity matcher that takes a set of entities and outputs a
set of matches. We define two kinds of matchers : a deterministic
matcher that simply outputs a set of matches, and a probabilistic
matcher that also outputs a set of matches, but uses a complete
probability distribution over the set of matches to do so. (Formal
definitions are in Section 3.) We also list a set of desirable proper-
ties of an entity matcher, which we can exploit in our framework.
We call a matcher well-behaved if it satisfies these properties.

The deterministic abstraction is very general and can model any
entity matcher. The probabilistic abstraction is a special case of
a deterministic matcher, where the final output of the probabilistic
matcher is the set of matches that has the highest probability. The
reason for defining the probabilistic abstraction as a special case
is that we can apply additional techniques when we know that the
matcher is backed by a probability distribution. All known, state-
of-the-art purely-collective matchers (which are the main focus of
our scaling effort), are indeed probabilistic.
Neighborhoods. A neighborhood is simply a subset of the entities
E and a cover is a set of (potentially overlapping) neighborhoods
whose union is E. An example cover of entities in Figure 1 is given
in Figure 2: it describes a cover consisting of three neighborhoods,
C1, C2, and C3.

There is a vast amount of literature on blocking techniques [13],
whose objective is to efficiently group together entities that are sim-
ilar. The notion of cover extends the notion of blocking to group
entities based on not just their similarity, but also on their relational
closeness. For instance, in neighborhood C3 shown in Figure 2, en-
tities d1 and c1 are in the same neighborhood not because they are
similar, but because they share a coauthorship edge. More gener-
ally, a neighborhood may even have entities of different types, e.g.
an “Author” and a “Paper”. Section 4 describes covers formally.
Message Passing. We now come to the most important component
of the framework : message passing. We start by analyzing how
the MLN matcher described in Section 2.1 runs when applied sep-
arately to each of the three neighborhoods in Figure 2. In neigh-
borhood C1, MLN will not output any match. This is because
none of the pairs (a1, a2) and (b1, b2) have enough evidence to
get matched. If we try to match both pairs, we will incur a weight
of +8 by rule R2 but a weight of -10 by rule R1 (which fires twice).
So, it will decide not to match either of them. Similarly, it will not
produce any match in C2. In C3, it matches the pair (c1, c2) as

shown in Section 2.1. Thus, the total set of matches produced by
all the neighborhoods is simply {(c1, c2)}.

We notice that MLN misses several matches when run separately
on each neighborhood. To recover these misses, we pass messages
between neighborhoods. A simple message is just a set of matches
found by a neighborhood. For instance, after C3 runs, it passes a
message to the neighborhood C2 stating Match(c1, c2). When C2

runs MLN again with the new evidence Match(c1, c2) added to
its input, it is now able to match Match(b1, b2). Thus, we recover
one of the missed messages. The resulting scheme is called simple
message passing scheme and is formally described in Section 5.

However, the simple message passing scheme cannot recover
matches (a1, a2), (b2, b3) and (c2, c3). This is because, as we
showed earlier, matching the three pairs increases the overall score
only if all three of them are matched. Thus, neither C1 nor C2

alone can match any of the pairs. Furthermore, simple messages
are no help as no matches are found in either neighborhood. To
overcome this problem, we extend the notion of a simple message.
Although C2 cannot match pairs (b2, b3) and (c2, c3), it can de-
duce that matching any one of them also results in the other pair
being matched; thus, either both pairs should be matched or none
of the two pairs should be matched. This is called a maximal mes-
sage: It consists of a set of correlated matches, such that either all
of them are true or none of them are. Intuitively, it represents a
“partial inference” by a neighborhood, waiting to be completed.
C2 thus generates a maximal message {(b2, b3), (c2, c3)}. Simi-
larly, C1 generates a maximal message {(a1, a2), (b2, b3)}. These
two messages, when combined, essentially “complete the chain”,
and result in all three pairs being matched. The resulting scheme is
termed maximal message passing scheme, denoted by MMP, and
is developed in detail in Section 5.2.

2.2.1 Theoretical Properties
We now describe some key properties of the framework that we

want to analyze, theoretically and empirically. Let E denote an en-
tity matcher, E(E) denote the set of matches produced by E on
entities E. Let M 2 {SMP, MMP} be a message passing tech-
nique and let M(E) denote the set of matches produced by our
framework using M . Note that the absolute precision/recall num-
bers of M are not the right metric to evaluate our framework, since
these numbers are tied to the underlying entity matcher E . Instead,
we define the following four properties.

1. Soundness : this is the fraction of matches in M(E) that are
also in E(E). We say that M is sound if it has soundness 1,
i.e., M(E) ✓ E(E).

2. Completeness : this is the fraction of matches in E(E) that
are also in M(E). we say that M is complete if it has com-
pleteness 1, i.e., E(E) ✓ M(E).

3. Consistency : we say that M is consistent if the final set of
matches do not depend on the order in which neighborhoods
are evaluated and messages are exchanged.

4. Scalability : we want the time complexity of M to be low,
preferably linear in the number of neighborhoods. Here, we
assume that the sizes of neighborhoods are bounded, and
study scalability with respect to the number of neighborhoods.

In Section 3, we define certain natural, intuitive properties on
entity matchers and say that a matcher is well-behaved if it satisfies
these properties. Our main result is as follows.

THEOREM 1. If E is a well-behaved entity matcher, then both
SMP and MMP are sound, consistent, and have time complexity
linear in the number of neighborhoods.
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Example continued

• Say we have match 𝑐^, 𝑐#
and match 𝑏^, 𝑏#
• How about match 𝑎^, 𝑎# , 
match 𝑏#, 𝑏c , and 
match 𝑎^, 𝑎# ?
• Chicken-and-egg problem: none 

of them alone can be inferred independently; 
it only makes sense to set all three simultaneously
• But no single canopy has enough data to set all three
• Simple message passing is not complete
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Figure 2: A Cover of Entities.

Black-box EM Abstraction. We consider a very generic abstrac-
tion for an entity matcher that takes a set of entities and outputs a
set of matches. We define two kinds of matchers : a deterministic
matcher that simply outputs a set of matches, and a probabilistic
matcher that also outputs a set of matches, but uses a complete
probability distribution over the set of matches to do so. (Formal
definitions are in Section 3.) We also list a set of desirable proper-
ties of an entity matcher, which we can exploit in our framework.
We call a matcher well-behaved if it satisfies these properties.

The deterministic abstraction is very general and can model any
entity matcher. The probabilistic abstraction is a special case of
a deterministic matcher, where the final output of the probabilistic
matcher is the set of matches that has the highest probability. The
reason for defining the probabilistic abstraction as a special case
is that we can apply additional techniques when we know that the
matcher is backed by a probability distribution. All known, state-
of-the-art purely-collective matchers (which are the main focus of
our scaling effort), are indeed probabilistic.
Neighborhoods. A neighborhood is simply a subset of the entities
E and a cover is a set of (potentially overlapping) neighborhoods
whose union is E. An example cover of entities in Figure 1 is given
in Figure 2: it describes a cover consisting of three neighborhoods,
C1, C2, and C3.

There is a vast amount of literature on blocking techniques [13],
whose objective is to efficiently group together entities that are sim-
ilar. The notion of cover extends the notion of blocking to group
entities based on not just their similarity, but also on their relational
closeness. For instance, in neighborhood C3 shown in Figure 2, en-
tities d1 and c1 are in the same neighborhood not because they are
similar, but because they share a coauthorship edge. More gener-
ally, a neighborhood may even have entities of different types, e.g.
an “Author” and a “Paper”. Section 4 describes covers formally.
Message Passing. We now come to the most important component
of the framework : message passing. We start by analyzing how
the MLN matcher described in Section 2.1 runs when applied sep-
arately to each of the three neighborhoods in Figure 2. In neigh-
borhood C1, MLN will not output any match. This is because
none of the pairs (a1, a2) and (b1, b2) have enough evidence to
get matched. If we try to match both pairs, we will incur a weight
of +8 by rule R2 but a weight of -10 by rule R1 (which fires twice).
So, it will decide not to match either of them. Similarly, it will not
produce any match in C2. In C3, it matches the pair (c1, c2) as

shown in Section 2.1. Thus, the total set of matches produced by
all the neighborhoods is simply {(c1, c2)}.

We notice that MLN misses several matches when run separately
on each neighborhood. To recover these misses, we pass messages
between neighborhoods. A simple message is just a set of matches
found by a neighborhood. For instance, after C3 runs, it passes a
message to the neighborhood C2 stating Match(c1, c2). When C2

runs MLN again with the new evidence Match(c1, c2) added to
its input, it is now able to match Match(b1, b2). Thus, we recover
one of the missed messages. The resulting scheme is called simple
message passing scheme and is formally described in Section 5.

However, the simple message passing scheme cannot recover
matches (a1, a2), (b2, b3) and (c2, c3). This is because, as we
showed earlier, matching the three pairs increases the overall score
only if all three of them are matched. Thus, neither C1 nor C2

alone can match any of the pairs. Furthermore, simple messages
are no help as no matches are found in either neighborhood. To
overcome this problem, we extend the notion of a simple message.
Although C2 cannot match pairs (b2, b3) and (c2, c3), it can de-
duce that matching any one of them also results in the other pair
being matched; thus, either both pairs should be matched or none
of the two pairs should be matched. This is called a maximal mes-
sage: It consists of a set of correlated matches, such that either all
of them are true or none of them are. Intuitively, it represents a
“partial inference” by a neighborhood, waiting to be completed.
C2 thus generates a maximal message {(b2, b3), (c2, c3)}. Simi-
larly, C1 generates a maximal message {(a1, a2), (b2, b3)}. These
two messages, when combined, essentially “complete the chain”,
and result in all three pairs being matched. The resulting scheme is
termed maximal message passing scheme, denoted by MMP, and
is developed in detail in Section 5.2.

2.2.1 Theoretical Properties
We now describe some key properties of the framework that we

want to analyze, theoretically and empirically. Let E denote an en-
tity matcher, E(E) denote the set of matches produced by E on
entities E. Let M 2 {SMP, MMP} be a message passing tech-
nique and let M(E) denote the set of matches produced by our
framework using M . Note that the absolute precision/recall num-
bers of M are not the right metric to evaluate our framework, since
these numbers are tied to the underlying entity matcher E . Instead,
we define the following four properties.

1. Soundness : this is the fraction of matches in M(E) that are
also in E(E). We say that M is sound if it has soundness 1,
i.e., M(E) ✓ E(E).

2. Completeness : this is the fraction of matches in E(E) that
are also in M(E). we say that M is complete if it has com-
pleteness 1, i.e., E(E) ✓ M(E).

3. Consistency : we say that M is consistent if the final set of
matches do not depend on the order in which neighborhoods
are evaluated and messages are exchanged.

4. Scalability : we want the time complexity of M to be low,
preferably linear in the number of neighborhoods. Here, we
assume that the sizes of neighborhoods are bounded, and
study scalability with respect to the number of neighborhoods.

In Section 3, we define certain natural, intuitive properties on
entity matchers and say that a matcher is well-behaved if it satisfies
these properties. Our main result is as follows.

THEOREM 1. If E is a well-behaved entity matcher, then both
SMP and MMP are sound, consistent, and have time complexity
linear in the number of neighborhoods.
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Maximal message passing

• Although 𝐶# cannot match 
pair 𝑏#, 𝑏c or 𝑐#, 𝑐c , 
it deduces that either none 
or both of them must be 
matched; so 𝐶# passes 
𝑏#, 𝑏c , 𝑐#, 𝑐c as a 

“maximal” message to others
• Similarly, 𝐶^ passes 𝑎^, 𝑎# , 𝑏#, 𝑏c
• The two maximal messages can then be combine to 

infer the three matches

• Unfortunately, there is still no theoretical 
completeness guarantee
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Summary

Key ideas in this lecture
• On big data, even a quadratic algorithm (all-pairs 

comparison) is prohibitive
• Blocking to avoid unnecessary comparisons
• Parallel/distributed processing
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