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Abstract. A materializedview is a certainsynopsisstructureprecomputedrom
oneor more datasets(called basetableg in orderto facilitate variousqueries
onthedata.Whenthe underlyingbasetableschangethe materializedview also
needsto be updatedaccordinglyto re ect thosechangesWe considerthe prob-
lem of batch-incrementallynaintaininga materializedview undera response-
timeconstaint. We proposeechniquegor selectivelyprocessingipdateto some
basetableswhile keepingothersbatchedwith the goal of minimizing the total
maintenanceostwhile meetingtheresponse-timeonstraintWe reducethisto a
generalizegagingproblem,wherethe costof evicting a pageis a concae non-
decreasindunctionof thenumberof continuousequestseensincethelasttime
it was evicted. Our main resultis an online algorithmthat achieres a constant
competitve ratio for all concae costfunctionswhile relaxingthe response-time
constraintby a constantfactor For several specialclasseof costfunctions,the
competitve ratio canbe improved with simpler moreintuitive algorithms.Our
algorithmsarebasedn emulatingthe behaior of anonlinepagingalgorithmon
apagerequessequencearefullydesignedrom thecostfunction. Thekey novel
technicalideasaretwofold. The rst involvesdiscretizingthe costfunction, so
thatthereis a collectionof periodicpagingsequencesyith pagesizesdecreas-
ing geometricallywhich approximateshebehaior of theoriginal function.The
secondinvolves designingan online view maintenancealgorithm basedon the
pagingprocesspy emulatingthe behaior of the pagingschemen recursvely
de ned phases.

1 Intr oduction

A materializedview is a certainsynopsisstructureprecomputedrom oneor moredata
sets(calledbasetableg in orderto facilitatevariousquerieson the data[8]. Material-
ized views have a wide rangeof traditionaland new applications suchasdataware-
housing,databaseaching,continuousgueries,and publish/subscribeystemsjust to
nameafew. Sinceamaterializedriew is aform of deriveddatawhichis computedrom
theunderlyingbasetables,it needgo berefreshedf the basetableschangelnsteadof
recomputingthe view from scratchin orderto refreshit, we canincrementallymain-
tain the view, i.e., computeandapply only the incrementakchangedo the view given
the basetable updatesFurthermorefor mary applicationsjncrementaimaintenance
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doesnot have to be performedeagerlyfor eachbasetableupdate;jnstead the system
candefermaintenanceintil the view contentneedso be accessed-ence the system
maintaingheview in a batch incrementafashion:Basetableupdatesareaccumulated
into abatchandthenprocessetogethemwhenneeded.

The costof processinghe updatesds typically a concare non-decreasinfunction
of the numberof updatesn the batch.In otherwords,processing batchof updateds
usuallymoreef cient thanprocessinghemoneatatime. Therefore patchincremental
maintenanceanbe usedto improve ef ciency for mary applicationswheredeferred
view maintenancés acceptableFor example,recentpublish/subscribesystemsege.g.,
OpenCQ11], NiagraCQ[4], Xyleme[13], all provide afeaturethatallows subscribers
to specifya noti cation conditionin additionto the subscriptioncontentquery Exam-
plesinclude:“reportmeanand medianhousepricesin North Carolina onceevery 200
housesales, or “notify mewith a detailedview of my portfolio when&er the price of
a stok in my portfolio haschangedby more than5 percentsincethelast noti cation”.
Only whenthe noti cation conditionis met, the systemneedsto computeupdatesto
the subscribedccontent(which canbe regardedasa materializedview) and notify the
subscriber

At the sametime, in mary suchapplications,it is often desirableto provide a
guality-of-serviceguaranteén the form of a response-timeonstaint. Thatis, when-
evertheconteniof amaterializedriew is requestedhesystenmshouldbeableto refresh
theview undera prescribedime limit. This constrainfpreventsthe systemfrom defer
ring view refreshinde nitely; if the batchof unprocessetasetableupdatesbecomes
too big, it may be impossibleto processthe batchin time uponrequest.This paper
addressethe problemof maintaininga materializedview undera response-timeon-
straint,with the goalof minimizing thetotal costof view maintenancevertime.

Work in [9] mainly considerghe of ine versionof the problem,wherethe system
hassomeknowledgeof the arrival sequencef future basetable updatesin this pa-
per, we proposeonline algorithmsthat are constant-competite againstary adwersary
assumingthe response-timeonstraintis relaxed by a constantfactor We show that
this problemis aninterestinggeneralizatiorof pagingwith concae costfunctions;this
connections of independeninterest.We neednew ideasto extendpagingalgorithms
to concae functions,aswe point out below.

Problem statement.Formally, we wantto incrementallymaintaina view de ned over

updateso basetablev; is f;(x). Eachf;(x) is a concae, non-decreasingunction?
By appropriatescaling,we enforcef (1) 1 for eachi. At ary time instantt, an

! Strictly speakingthesecostfunctionsare subadditive thatis, processing: + y updateso-
gethercannotbe moreexpensve thanprocessing: updatesn onebatchandtheny updatesn
another sincethe option of doingthelatteris still availablegivenall = + y updatesWe note
thatresultsfor subadditve and concae functionsare equivalentwithin a factorof 2, sothe
samealgorithmscanstill applyin the subadditve case.



P
the basetables,andincur anupdatecostof C; = i“:1 fi(Yit), andcarryforwardthe

vectorof updatesarriedforward, or pending.NotetherelationsZi; = X Y and
Xit = Xit + Zix 1 holdfor all vi andall t. Thereis aboundH on thetotal update
costthatcanbe pendingat ary point of time, whichgve call the pendingupdatecost
constrint. Thatis, the constrainion the algorithmis inzl fi(Zy) H forallt,

Thegoalis to designan online algorithmto minimize thetotal updatecost | C;,

This problemgeneralizeghe problemof pagingwith arbitrary pagesizes,where
the goalis to minimize the total costof pagefaults,or equivalently, the total size of
pagesevicted (underthe BIT modelof paging[10]). Given a pagingproblemwith n
pageswherepagep; hassizes; (aninteger),anda cachewith sizek, the equivalent
view maintenanc@roblemhasbasetablev; for pagep;, with updatecostf;(x) = s
independendf x, andH = k. The constraintthatthe pendingupdatecostis at most
H translatesxactly to the cachenot over owing. The updatecostat ary time stepis
preciselythe sizeof the pagesvictedatthatstep.

Our results.Our mainresultin Section4 presentsa constant-competite online al-
gorithm for the view maintenanceroblem,with a constant-fctor relaxationin the
pendingupdatecost constraint.Before that, in Section2, we presenta very simple
O(log H)-competitive algorithm,with the pendingupdatecostconstrainbeingrelaxed
to 8H. In Section3, we describea constant-competite algorithmfor a naturalspe-
cial casewhichformsthebasisfor the moregenerakonstant-competite algorithmof
Sectiond. Our algorithmsaredeterministicandwork against@adaptve adwersariesThe
competitveratiois essentialljpestpossible(to within constanfactors)if theresponse
time constraints allowedto berelaxed by a constanfactor

Ourmainideais to emulatethe behaior of anonline pagingalgorithmonanappro-
priatelyde ned pagingsequenceandusethis behaior to guidethe view maintenance
algorithm.We rst corvertanonlinesequencef updatedor theoriginal probleminto a
pagerequessequenceNext, weruntheonlinepagingalgorithmin [5, 16], with thebest
known competitive ratio of O(1) on this pagerequestsequenceaisinga cacheof size
2H . We thencorverttheresultingonlinepagingschemebackinto anonlineschemdor
view maintenance.

Thereare constant-competite pagingalgorithmsknown for arbitrary pagesizes
andeviction costg[5, 10,16] whenthecachesizeis relaxed. Althoughwe emulatepag-
ing on a suitablepagerequestsequenceand henceuse thesepaging algorithmsas
subroutinesthis is in no way straightforvard. The main problemis the concave na-
ture of the eviction cost. If we try de ning multiple pageswith decreasingviction
coststo modelconcaity, we run into the problemthat their evictions have to be cor-
related:the cheapempagecannotbe retainedin the cacheby the pagingalgorithmif
the more expensve pagehasbeenevicted. A problemwith usinga pagingalgorithm
asis is thatit becomeson-trivial to corvertthe behaior of the pagingalgorithminto
awell-de ned view maintenancechemeWe shav haw to tackleboththeseissueshy
carefullyconstructinghe pagingsequencafterdiscretizingthe concae costfunction,
andby groupingthe pageevictionsinto recursve phasesand performingview main-



tenancedependingon the behaior of the pagingalgorithmin eachphaseBoth these
detailsarenon-trivial, requiringnew ideas,andareexpoundedn Sectior4.

All our algorithmsneedto relax the response-timeonstraintoy a constanfactor
An interestingopenquestionis to decidethecompleity of theproblem(especiallywith
respecto obliviousadwersaries)f theresponse-timeonstraints not relaxed.We also
note that our resultscan be madebicriteria on the competitive ratio andthe pending
updatecostrelaxationin afairly straightforvardmanner

Relatedwork. Theclassicabnlinepagingproblemwith unit sizedpagess well studied
in theof ine [2] andtheonlinesettingg6,12,14].

Whenthe pageshave arbitrarysizesandeviction costproportionalto size (assum-
ing thesmallesipagehassizel), theof ine pagingproblembecomedNP-Hard,andthe
bestknown polynomial-timeapproximatioralgorithmachievesa factorof O(log k) to
theoptimalcost[10]. Thisshavsthattheof ine view maintenanceroblemis NP-Hard
(usingthe reductionabove), with the bestapproximatioralgorithmachieving a factor
of O(log H). For the online versionof the problem,LRU is k-competitve, andis the
bestpossibledeterministicpagingschemg10]. Randomizednarkingalgorithmsper
form muchbetter;thereis a O(log? k)-competitive pagingschemeagainsianoblivious
adwersarydueto Irani[10].

The pagingproblemcanbefurthergeneralizedo allow boththe sizesof the pages
andthe costfor evicting thepagedo bearbitrary In theof ine setting,Albersetal. [1]
obtaineda constant-approximatioalgorithmthat usesan additionalamountof mem-
ory of sizeO(1) timesthe largestpagesize.In the online setting,Caoand Irani [3]
generalizedh greedy-duahlgorithmof Young[15] andshoved that this deterministic
onlinealgorithmis k-competitive. Young[16] andCohenandKaplan[5] provedthatit
ish=(h k+ 1)-competitive,by runningthe samealgorithmon acacheof sizeh k.
We usethis algorithmas our pagingsubroutinefor h = 2k (meaningwe doublethe
cachesize usedby the of ine algorithmin orderto be 2-competitive). We note that
sincethe bestpossiblecompetitive ratio for the pagingproblemis constantwhenthe
cachesizeis relaxed by a constanfactor, the sameguaranteas a lower boundfor the
moregeneraliew maintenanc@roblem.

2 SimpleO(log H )-Competitive Algorithm

We now shawv a simple randomizedreductionof the online view maintenancerob-
lem to the online pagingproblem.The reductioncanbe easilymadedeterministic put
randomizatiorslightly simpli es our analysis Theresultingalgorithmachievesacom-
petitive ratio of O(log H) againstan oblivious adversary provided that the pending
updatecostconstrainttanberelaxedto 8H . This sectionprovidesthe backgroundor
themoreinvolvedalgorithmsin latersections.

Thereductionis accomplishedh two stepsAt the rst step,we“translate”anonline
sequencef updatedor the view maintenancerobleminto a pagerequestsequence,
andrun a competitive online pagingalgorithmon this pagerequestsequenceAt the
secondstep, we “translate” the resulting online paging schemeback into an online
schemedo theoriginal problem.



For eachbasetablev;, we assumd; is a continuousfunction. If not, the proofs

be the valuesof updatesize suchthatf;(r;) = 2fi(ro). Furthet f;(rp) H, but
fi(rn 1) < H,whichimpliesh  logH. Correspondindo eachr;, we have a page
p; of sizef;(r;).

For an online view maintenanceroblem,we generatean instanceof the online
pagingproblemasfollows. Thesizeof thecachds 2H . Wheneeroneunit of updatds
inputfor basetablev; , for eachj , werequestor pagep; with probabilitymin(1; 1=r;).
Theseaequestareindependenfrom oneunit of updateto thenext, evenwithin thesame
time step.Let OPT denotethe costof the optimalof ine view maintenancalgorithm
onacertainupdatesequenceOur analysisrelieson the following lemma.

Lemmal ([9]). Thee existsa view maintenanceschemesud that for all i andt, if
Y > 0,thenzZ; = 0, andwhosetotal updatecostis at most2 OPT.

Intuitively, this lemmaimpliesthatonecan nd a 2-competitive view maintenance
schemeso that whenever any updateis processedor a basetable,the entire pending
updatedor that basetable are processedThe proof of the abose lemmaproceeddy
modifying an optimal of ine schemeto processall pendingupdatesof a basetable
wheneerit processeary updateof thatbasetable,sothatany updateoperationin the
original schemds chagedby at mosttwo updateoperationdn the modi ed scheme.
Detailscanbefoundin [9].

Lemma 2. Thee is a paging schemefor the page requestsequencavhoseexpected
costisO(logH) OPT, andwhich uses?2H amountof cachespace

Proof. We will arguethe boundfor a certainbasetablev;, sincethe updatecostsfor
differentbasetablesareadditive. Considertheview maintenancechemean Lemmal.
Consideratime interval [tl;%g] suchthatZ;;, 1 = 0,Z, = 0,andZ; > Ofor all
t 2 [ty;t2). NotethatZ;; = :O:tl Xit o, andat time t, theview maintenancescheme
processeall Xi;, pendingupdatego basetablev;. We will pretendZ;;, = X, in the
proofbelaw to unify notation.

At ary timet 2 [t;;t,], we allocatespace2f;(Zj; ) to the pagingalgorithm for
cachinga subsebf the pagespio;  ; pin . More precisely let p; bethelargestpage

Sincethe pagesizesscaleby afactorof 2, this spaceallocateds sufcient to cacheall
thesepageslf thereis apagerequesfor a pageof sizelargerthanf ; (Z;; ) attimet, we
do not cachethis page but evict it assoonasit is encounteredeadingto a pagefault.
At timet,, we evict all pagegp; in thecache.

Considera pagep; which is in the cacheat time t,. We broughtthis pageinto
cacheattimet whenZy  rj andZ;; 1 < rj.Intheinterval [t;;t 1], theexpected
numberof times pagep; is requesteds at mostZ;; 1=t 1, which meansthe
expectedcostfor thesepagefaultsis atmostf ; (r; ). After timet, thereareno additional
pagefaultson p; , until we evict it attime t,. Let k denotethe largestsuchj, i.e.,
fi(re)  fi(Zit,) < 2fi(rg). Thgtotal expectedcostof all pagefaultsforj  k in the
intenal [t1;t2] is thenat most2 ik fi(rj)  4fi(rk), wherethereis afactorof 2
sincewe evict all pageio; s Pik attimets.



Considermow a pagep; whichis notin the cacheat time t>. HenceZy, < r;.
The expectednumberof times pagep; is requestedn the time interval [tq;t2] is
at most Zj;, =r; . Thus the expectedcost of pagefaults due to this pageis at most
(Zie,=ri) fi(ry) fi(Zir,) < 2fi(rx), wherethe rst inequality holds because
fi(x) is a concave function. Therefore the total cost of thesepagefaultsis at most
O(logH) fi(rk), asthereareatmostlogH suchpages.

We have thusshown thatthe pagingschemepayscostatmostO(logH) fi(rk) in
theinterval [t1; t>], while theview maintenancechemepayscostf; (Zi.,) fi(rk) at
timet,. Therefore pverall, the costof the pagingschemas atmostO(logH) OPT.

Notethatit doesnot help the adwersaryto inject updatescostingmorethanH at
timet,, sincedoingsowould resultin the samecostfor both.

The above lemmashaws that thereis a pagingschemewhosecostis O(logH )-
competitive with respecto the optimal of ine schemeof the view maintenancerob-
lem. The online algorithm for the view maintenanceproblemgenerateshe random
pagerequestsequenceandrunsthe constant-competitie pagingalgorithm|[5, 16] on
this sequenceisinga cacheof size4H . At ary timet, let Wy bethesizeof thelargest
pagecorrespondindo basetablev; in cachethealgorithmallocatesostat most2Wi;
to the pendingupdatesof v;. Therearetwo situationswherewe processall pending
updatef v;: (1) if thetotal costof theseupdatedecomedargerthan2Wi; ; and(2) if
thepagingalgorithmevicts thelargestpagecurrentlyin its cachecorrespondingo v; .

Lemma 3. Theonlineview maintenancalgorithmis constant-competitivagainstthe
costof the correspondingnline paging scheme

Proof. Considetwo consecutietimeinstance$; andt, whentheonlineview mainte-
nancealgorithmprocesseapdateof baseablev; . If thereasorfor processingipdates
attimet, is becausehelargestpagewasevictedfrom the cachethecostof theupdate
canbeaccountedor by the costof the pageevicted (whosesizeis atleastf ; (X ,)=2).
If thereasonis thatf; (X ,) exceedswice the sizeof the largestpage,we chagethe
costof the updateto the presentor next instantwhena pageof largestsizelessthan
fi(Xit,) is requesteqand subsequentlevicted); note that the size of this pageis at
leastf; (Xit,)=2. Sincethe behaior of the pagingschemds independentf the distri-
bution of future pagerequeststhe expectednumberof suchchagesmadeto ary page
is at mostone. Therefore,overall, the expectedcompetitve ratio of the online view
maintenancealgorithmis 2 againsthe online pagingalgorithm.

The above two lemmasimmediatelyimply the following theorem(noting thatwe
loseafactorof 2 in the pendingupdatecostdueto the previouslemma).

Theorem1. Thee is an O(log H)-competitiveonline algorithm for the view mainte-
nanceproblemthatrelaxeshe pendingupdatecostconstaint to 8H .

Remark. (1) Thereis atradeof betweerthe relaxationin pendingupdatecostcon-
straintandthe competitieratio. In particular we canobtaina O( X log H )-competitive
algorithmwhile relaxingthe pendingupdatecostto (1 + )H.We simply useacoarser
approximatiorto f; by roundingit in powersof .



(2) The pagerequestsequenceén the reductioncan be madedeterministic.Specif-
ically, for eachpagep; , we requestit onceevery r;j updatesto basetablev;. The
competitve ratio remainghe same We omit the details.

3 Improved Algorithms for SpecialCases

For severalimportantspecialcasesof costfunctions,we canobtainsimplerandmore
intuitivealgorithmswith bettermperformanceguaranteedderewe considethefollowing
threecases(1) fi(x) = min(ax;b); (2) fi(x) = a(x 1)+ b;and(3)fi(x) =
min(ai(x 1)+ b;c).

The rst casefi(x) = min(ax; by), canarisein thefollowing situation.The cost
of processinga batchinitially increasedinearly with the size of the batch.Whenthe
sizeof the batchreachesa certainpoint, hawever, it becomesnoreefcient to simply
recomputethe view, whosedominatingcostbecomesndependenbf the batchsize.
Thesecondcasef(x) = a(x 1)+ b, canariseif updateprocessindgncursa x ed
amountof startupcost.Detailsfor thesetwo casewill appeain thefull paper

In the remainderof this section,we focuson the third casef;(x) = min(a;(x
1) + b; ¢). This specialcaseis a generalizatiorof the rst two casesandsenesasa
preparatiorfor our subsequendiscussionsn Section4. The pagingsequencé¢hatwe
construcfor this casds deterministicandperiodic. Letusassume; is amultipleof by,
which canbe enforcedat alossof factorof 2 in the competitve ratio. We have k = &
typesof pagescorrespondingo basetablev; . Let usdenotethemp;1; pi2; :::; Pik - We
assume > 4; the casefor smallerk is simpleto dealwith, andis thereforeomitted.

We maintaintwo countersc¢ andr, which areinitialized to 0 and 1 respectiely.
Wheneerthereis aunit updaterecevedfor thebasetablev;, we requesp;, andincre-
mentc. If ¢ 2—" wesetc 0,andr r modk + 1. Thesizeof thecacheisH. As
before,we canprove the following emulationresult.

Lemma4. Thee is a paging schemefor the page requestsequencevhosecostis at
most2 OPT.

Proof. The paging schemeemulatesthe view maintenanceschemeof Lemmal as
follows. Consideran interval of time [t;;t,] as de ned in the proof of Lemma 2.
At time t, th%,spaceavanablefor pagescorrespondingo v; in the cacheis at most
fi(Zi) = fi( xit ). If thepagep;; requestedttimet is notpresenin thecache,
it is broughtin, andlf apageneeddo beevictedfrom thecachedueto lack of spacethe
oldestpagecorrespondingo v; is evicted.Notethattherecanbeat mostonesuchevic-
tionin [ty;t2), andit would be at theinstantthe secondldestpagewasrequestedt-or
every subsequentime instant,therequesteghagewill eitheralreadybein thecachepr
therewill besufcient spacan thecachefor it. At timet,, the pagingalgorithmfaults
ontherequesteghagep;; andevictsall pagescorrespondingo v; in its cache.

If fi(Xit,) is atmostc;, theargumentfrom the previous subsectiorshaws thatthe
algorithmis 2-competitve. Otherwisethe pagingalgorithmwill haveall k pagesn the
cache andthe costof evicting themattimet; is ¢, whichis equalto the costpaid by
theview maintenancechemetthattime for processingll pendingupdatesof v;.



Theonlineview maintenancalgorithmrunsthe constant-competitie pagingalgo-
rithm on this pagerequessequenceisinga cacheof size2H . If the pagingalgorithm
cachestotal sizex of pagescorrespondingo basetablev;, the algorithmallocatesat
most6x pendingupdatecostto v;. The algorithmproceedsn phasesA phasecorre-
spondsto the “period” of the requestsequencethatis, the time interval in which all
k distinct pagesarerequestedAt the beginning of eachphaseall pendingupdateof
v; areuntagged andif the numberof pagescorrespondingo v; in the cacheis less
thank=2, the algorithmprocessesll theseuntaggedupdatedo v;. During the phase,
for eachreceivedupdateof v;, supposeagep; is requestedndis in or beingbrought
into the cache Thealgorithmkeepshe correspondingipdatependingandtagsthis up-
dateto thatpageIf thepageis notcachedthis updates processedmmediately When
apageis evicted,theupdatesaggedo thatpageareprocessedf thenumberof cached
pagess largerthank=2 at the beginning of the phaseput dropsbelon k=4 sometime
during the phasethe algorithmprocessesll untaggedendingupdatedo v;. Finally,
all pendingupdategeithertaggedor untaggedpreresetto untaggecht the endof the
phasebeforeenteringthe next phase.

Theorem 2. Theonlinealgorithmhasa competitiveratio of O(1) againstthe optimal
view maintenancalgorithm,andneedgo relaxthe pendingupdatecostto 12H .

Proof. We loseafactorof 2 in pendingupdatecostupfrontsimply becausehe online
pagingalgorithmusescache?H . First notethat the total cost of updateghat canbe
taggedto ary pageis at most2ly, sothatthe costof processinghesetaggedupdates
canbechagedto theeviction of thecorrespondingpage.

Secondlyif thereareuntaggedupdategpending the total costallocatedto the up-
datesof v; is atleastc;. To verify this claim, obsene that the untaggedupdatesnust
have beenfrom the previous phase,and their presencendicatesthat the numberof
pagesn the cachemustbe at leastk=4, sinceif therewereeitherlessthank=2 pages
atthe beginning of the phase pr lessthank=4 pagessometimeduringthe phasethese
updatesvould have beenprocessedhen.With a factor4 relaxationin the pendingup-
datescostconstraintthealgorithmwould allocatecostatleastc; for theseupdatesThe
total factorof 6 in the relaxationcomesfrom the sumof the factor4 for the untagged
updatesandthefactorof 2 for thetaggedupdates.

Next, we obsene thatwhenerer the algorithmis forcedto processall the pending
updates(by spendingcostof at mostc;) at the beginning of a phasethe numberof
pagescacheds at mostk=2, which meansthat the numberof pagesrequestedn the
phasethat will not be presentin the cacheis at leastk=2. The costof fetchingthese
pageqandsubsequentlgvicting them)is at leastc; =2. Therefore the updatecostcan
be chagedto the costof evicting thesepages.

If theuntaggedendingupdatesareprocesseduringa phasethe numberof pages
evicted by the algorithmsincethe beginning of the phaseis at leastk=4, andthe cost
of theseevictionsis at leastc;=4. The costfor processinghe updatesanthereforebe
chagedto the costof evicting thesepages.

Remark. Thefactorl2in therelaxationcanbeimprovedby choosingwhento process
theuntaggedupdatedetter We omit the discussiorof optimizingconstanfactors.



4 Constant-Competitive Algorithm

In this section,we presentan algorithm for generalconcave functionsf;(x), which
achiezesa constantcompetitive ratio, with a constanfactorrelaxationin the pending
updatecostconstraint.The algorithmis basedon the periodic pagingsequenceson-
structedin Section3, combinedwith an emulationin recursve phasesWe rst need
to discretizethe costfunction sothat a phase-by-phasaccountingof costcanbe per

formed.An ideasimilar to thefollowing lemmaappearedn Guhaetal. [7], andis key

to the designof the algorithm.We notethat mostrealisticcostfunctionswould satisfy
thislemmaupfront.

Lemma 5. Thefunctionf;(x) canbeapproximatedo a constanfactorbya piecavise
linear concavedunctiong; (x) thatconnectdyline sggmentxonsecutiveoints(c; ; d;)
(c; = 1), sothatthepointssatisfy:

1. dr+1 isamultipleofd;;

2. dr+1 2dr,
d; dr +
3. & Zﬁ.

Proof Let b = f;(1). Considerthosepoints on the curve f;(x) with y coordinates
b;2b;4b;:::, anddenotethemby (c;;d;),r 1. We scanthesepointsin decreasing
orderof y coordinatesWe connectthe closesttwo (in termsof r value) suchpoints
whosed; =¢ valuesdiffer by at leasta factorof 2 andignoretheintermediatepoints.
The curve endsat (1; b). This new curve gj(x) is a 2-approximationto the original
curve. To seewhy, considertwo points(c;; d;) and(cc;dx) that are connectedsee
Figurel (a)). For ary x 2 [cj+1;Ck], by concaity we have fi(x)  Xdj+1 =G +1
X(2dk=qc), andgi(x) xdk=q. Forary x 2 [¢j; G +1], wehavef;(x) fi(G+1) =
2b andgi(x) b.Thereforegi(x) fi(x)=2.

Notethatthethird conditionmaynotbetrueatr = 1. This problemcanbe x edby
rst approximating ; (x) by anadditionalconstanfactorandthenapplyingthe above
procedureWe omit the detailshere.

In thesubsequerdiscussionsye pretendhatf ; (x) = gj(x). Let(c ; d;) betheset
of non-smoottpointsonthecurve. Forcon/eniencewefurtherassumeﬁ{ is amultiple

of ‘c’:—*i the proof remainsthe sameevenif it is not. We have a pagingsequencéor
each“level” r. For r 1, we have ¢; pagesof size ‘c’—f We requesta differentone
every unit updatein acyclic fashion,sothatthesamepargeis requesteafterexactly c;

updatesLet usdenotea completecycle of pagesatlevel r by P, . Notethatatr = 1,
this processrequestghe samepageof sized; every unit update.Note alsothat this
processequestsnary pagedor the sameunit update put thesepagesizesdecreasdy

afactorof atleast2, sothatthey sumto atmost2d; .

Lemma 6. Thee is a paging schemefor the page requestsequencehat is constant-
competitiveagainstthe optimal of ine view maintenancelgorithm, providedthat the
cadhesizeis 4H .
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Fig. 1. (a) Approximating fi (x) by a piecevise linear concae function. (b) Phasesand mini-
phases.
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Proof. The pagingschemeemulategheview maintenancechemeof Lemmal in the
followingway:. Let[t;t2) beatimeinterval duringwhichtheview maintenancecheme
continuouslykeepsupdatedo basetablev; pending.At arny time, the pagingscheme
cacheall pagesequestedofarcorrespondingo v; . Thetotal sizeof thecachecpages
is at mostfour timesthe pendingupdatecostof the view maintenanceschemeat that
time instant. To seewhy, considerthe time whenx updateshave beenpending,and
suppos« liesin betweerc, andc 41 . Thepagingschemdwascacl*lgectheentiresetof
pagedor all levelsupto r. Thetotal sizeof thesepagess at most ir:1 d 24
2f(x). For levels greaterthanr, the total size cachedis at most . x di=r;

2X dr+1=G+1 2f i (x). All cachedpragescorrespondindo basetablev; areevicted
attimet,, whosecostcanbeaccountedor by thecostof theview maintenancecheme
for processingll the pendingupdatesf v; atthattime.

As before we constructhepagerequessequencandruntheconstant-competitie
online algorithm on the sequencaising a cacheof size 8H. We now shav how to
convertthe pagingschemento anonlinealgorithmfor the view maintenancgroblem.
The emulationagainproceedsn phasesasin Section3, but now consistsof recursve
phasesPhasel, y markstheendof theg-th completecycle of therequessequence; .
We call thevalueof r the“level” of the phaseEachJ, 4 is composedf consecutie
mini-phased |, eachof which hasexactly asmary level-r pagesasto make thetotal
sizeexactly d. ;. Note that a mini-phaseis composedf mary consecutie periods
of P, ;. Let B, bethesetof distinctlevel-r pagescorrespondindo M. Note that
Bix = By ify xmod(d,=d 1). Theideabehindde ning a mini-phaseM,, is
thatthe total costof all updatesn this mini-phasds atmost2d, ;; seeFigurel (b).

For every unit update,if ther = 1 level pageis notin the cache the algorithm
processethe correspondingipdate elsethe algorithmpendsit. This mechanisncor-
respondgo thebasecasdevelr = 1. For largerr, thealgorithmfor the phasess more
complicatedseeFigure2). Considerary level r, anda correspondinghasel 4. Sup-
posethetime stepis currentlyin this phaseandin mini-phaseM ;. This mini-phases
composeaf mary sub-phased; 1.x.Suppose¢hecurrenttimestepisin phasel, 1.
All updatesvhich arrivedwithin J, 4 butin My o for I°< | aretaggedo B, 0. Updates



arrivingin J; 1.0 for x°< x, but within M, aretaggedto thesetP, ;. Thistagging
schemas recursvely maintainedatall levelsr.

tagged to: P By o By o1 P o1

IIDI][DIIDIDIIIDDD]ID[IDIIIDDIIDID}[DIDIIID]IID%

T 1.
\ =, )}V[
| I | 1 rl |
\ 1 | Jrg

Fig. 2. Therecursve taggingschemeThe solid squaresepresenyet unprocesse€or pending)
updatesandthe emptysquaresepresenprocessedpdates.

At the endof mini-phaseM |, all pendingupdategtaggedto P, 1 arenow tagged
to B;. Intuitively, the reasorfor doing sois thatwe canno longerafford to tag more
updatego P, i, becausetherwisethetotal costof theseupdateamay exceed2d; 1,
while the total sizeof thepagesin P, ; isonly d; 1; sowe re-tagtheseupdatesone
levelupto B, in orderto “free” P, ; for taggingfutureupdates.

At the endof every mini-phaseM, for all I° 1, if the size of pagesfrom B o
presentn the cacheis at mostd;, 1=2, the algorithmprocesseshe updategaggedto
B 0. During ary mini-phaseM,, if the sizeof pagedor ary B, for I°< | is atleast
dr 1=2 atthebeginning of the phaseput dropsbelon d; 1=4 atthecurrenttime step,
thealgorithmalsoprocesseall updategsaggedto B o.

At theendof J, 4, all updatedaggedto eachB,| arenow taggedto P, . At theend
of J, g, if thesizeof pagesrom P, presenin the cacheis at mostd, =2, the algorithm
processesll updatesaggedto P, . If duringJ,, this sizefalls belov d, =4, but was
largerthand, =2 atthe beginningof thephasethealgorithmalsoprocessethe pending
updategaggedo P; .

Lemma 7. Thetotal costof pendingupdatess at most8 timesthe total sizeof pages
at any point during the executionof the algorithm.

Proof. Any updateis taggedeitherto a P, or to a B, for somer andsomel. The
maximumecostof updateshat canbe taggedto a P, beforeit passe®nto aB;.1
is at most2d; . The maximumcostof updateghat canbe taggedto a B, is at most
2d; 1. We have alsomaintainedheinvariantthatif thetotal sizeof pagesn thecache
correspondingo P; is lessthand; =4, or thosecorrespondingo B, islessthand, =4,
thereareno updatesaggedo thesesets.Thereforethecostof thependingupdatecan
be chagedto thesizeof the pagedn thecache.

Lemma 8. Thecostof processinghe pendingupdatess at most12 timesthe costof
evictionsof the correspondingpage setsto which they are tagged, implying the algo-
rithm is constant-competitivagainstthe costof the online paging scheme

Proof. The proof of this claim usesexactly the sameargumentasthe onegivenin the
proofof Theoren? in the previoussection chaging theupdatecostto the costof page
evictionsin eachphase.



Theorem 3. Theonline view maintenancelgorithmis constant-competitivavith an
0O(1) relaxationin the pendingupdatecostconstaint.

5

Conclusions

In this paperwe studiedtheonlineview maintenanc@roblem,andpresented¢onstant-

co
rel

mpetitve online algorithmsagainstan oblivious adwersary with a constant-&ctor
axationin the pendingupdatecostH . The samealgorithmscanbe implementedor

more generalsub-additve costfunctionsaswell, asthey are equivalentto a concae
functionwithin afactorof 2. Sinceour algorithmsarebasecn emulatingthe behavior

of
an

apagingalgorithm,they areexpectedo have muchsuperiomperformancén practice,
dcanbedesignedo exploit speci ¢ patterngn therequessequencele leave nd-

ing the bestcompetitive ratio for the problem,whenthe pendingupdatecostconstraint
is notrelaxed,asaninterestingoppenquestion.
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