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Abstract

Sensor networks provide new opportunities for data
collection. This in turn creates opportunities to
apply database techniques for analyzing this data.
Such efforts are complicated because data is spread
over wireless nodes that transmit messages via radio.
Nodes have limited battery life, and using the radio is
expensive. Therefore, rather than gathering all data
at a base station, it is more efficient to construct query
plans that transmit as little data as necessary to pro-
duce a solution. In this paper, we present an overview
of our work on sensor network query processing and
characterize it in the context of push versus pull tech-
niques for data extraction. Push means to install con-
ditions within the network which, when met, trigger
data transmission. Pull means to have the base sta-
tion request particular data. We believe this is promis-
ing approach to generalizing processing techniques
for the purpose of developing a methodology for de-
signing query algorithms.

1 Introduction

A sensor network is a deployment of nodes. Each node
is a small wireless device containing sensors for tak-
ing environmental measurements. Nodes communi-
cate via radio, forming a network to relay data among
themselves and to a base station. The base station, a
full-scale computer, is responsible for disseminating
queries and gathering results for analysis. A sensor
network produces a large amount of data and can be
treated as a database.

In a traditional database the primary goal in query
processing is to answer queries as quickly as possible.
Sensor networks, on the other hand, are severely en-
ergy constrained. Nodes are battery-powered and their
radios are the primary consumers of energy. There-
fore, transmitting data to the base station for process-
ing is itself expensive. If transmission was free, we
would simply regularly forward all node data to the
base station and process it with traditional techniques.
This strategy, however, is the naive approach in sensor

networks. The challenge in query processing, then, is
not to process data as quickly as possible, but to effec-
tively answer queries while transmitting as little data
as possible. This conserves node batteries, extending
network lifetime.

1.1 Applications

We first describe some sample applications for sensor
networks to motivate their use and to hint at features
that can be exploited in processing. Networks have
been primarily proposed for use in environmental, mil-
itary, and industrial scenarios. It is easy to see the ben-
efit in environmental monitoring. Nodes can be de-
ployed in potentially hard-to-reach locations and not
be revisited. The network repeatedly and simultane-
ously provides readings from all node locations. The
more tedious and probably infeasible alternative is for
scientists to constantly run between locations taking
measurements by hand, disturbing the environment in
doing so. A sensor network facilitates data collection
on a much larger scale. Two example deployments are
in bird-nesting burrows on Great Duck Island [18] and
on a volcano [19].

One of the primary proposed military uses for sen-
sors is vehicle tracking. Jain et al. [7] propose a track-
ing network to alert its users when a vehicle enters an
area and then follow its movement. This would be
more tedious, and perhaps dangerous, if done by hu-
mans.

Sensors can be used in industrial settings to monitor
manufacturing conditions. As mentioned in [1], many
manufacturing processes are delicate and require con-
ditions be within specific ranges. In other cases, a
measurement falling out of pre-determined range may
indicate a process is failing. Sensors are used to mon-
itor these and alert the user when a condition is vio-
lated.

1.2 Query Processing Strategies

Many processing strategies can be employed for
achieving energy savings. We summarize some im-
portant ones here. While doing that, we point out re-
lated work that has introduced or leveraged these tech-
niques. First, the cost of running the CPU at a node is



orders of magnitudes cheaper than operating the radio.
Nodes are capable of doing computation and have lim-
ited memory capacity. Any work, such as aggregation,
that can be done in-network to reduce the number or
size of messages transmitted is worth it.

A second strategy is leveraging the capabilities of
the base station. Because the base station is a normal-
scale computer, we can use it for sophisticated query
planning. For example, when doing plan optimization,
no network energy is consumed to find the optimal
plan over, say, finding a bounded approximation of it.
If the optimal plan will consume less network energy,
it is worth the “free” base station computation to find
1t.

A third strategy is allowing approximate solutions.
This compromise fits well with the inherent accuracy
limitations of sensor queries. Even when sensing re-
peatedly, nodes still can only take discrete measure-
ments. Further, a node operating its sensors as of-
ten as possible would quickly exhaust its energy. Re-
alistically, nodes must take measurements at longer
intervals. It is also extremely difficult to coordinate
nodes to precisely synchronize their activities. There
is therefore inherent uncertainty in any query solu-
tion, whether due to missing sensor value changes that
might have occurred between readings, or to the dif-
ficulty of getting a consistent view of the whole net-
work.

This uncertainty motivates allowing approximation
in query results, which can result in large energy sav-
ings. For example, an exact algorithm for the max
query must consider all node values, while an approx-
imation algorithm can ignore those nodes with negli-
gible chance of being the solution, and then state the
confidence of its solution with some probability. There
are a number of approaches to exploiting approxima-
tion. One example, model-driven data acquisition, by
Deshpande et al. [5], is to model the values at each
node so those with a sufficiently high probability of ei-
ther being or not being in the query result are omitted
from the query plan. Another idea, used in number of
works such as snapshot queries [8] and the connected
k-coverage problem [21], is to choose a subset of rep-
resentative nodes to respond to queries. This subset is
chosen such that all other nodes associate themselves
with a representative that is close to it both in geo-
graphic distance and value. This subset rotates so the
energy burden is shared between all nodes.

A fourth strategy is to exploit correlation among
node values. In many environmental and industrial
scenarios we expect nodes to be temporally correlated,
since their values are slow to change over time. We
can also sometimes expect spatial correlation among
nodes, such that nearby nodes have similar measure-
ments. This may be true with temperature, for exam-
ple. Spatial also occurs in vehicle tracking; if a par-

ticular node detects the vehicle, its neighboring nodes
are more likely to detect it. Meng ef al. [11] exploit
spatial correlation by having nodes overhear neighbor
reports and suppress sending their own values if they
are similar. Other examples divide the network into
regions and have a leader of each region collect all the
region’s readings and attempt to perform compression
before passing them on [12, 13].

An overarching consideration which bridges all of
these strategies is when to use push and pull. With
pull, the base station requests a particular set of data,
pulling it from the network. With push, the nodes are
assigned certain conditions for which, on their own
volition, they should send data to the base station.

This paper serves as an overview of sensor network
research currently underway by the database group at
Duke University. We are interested in the dynamics of
push and pull for efficiently processing queries. Al-
though this paper is primarily an overview of our re-
search, we attempt to make the novel contribution of
framing existing work on sensor network querying, in-
cluding our own, in terms of push and pull. Of our
own contributions, we discuss the approximate top-k
query, the continuous monitoring of all sensor values,
and the continuous min/max query.

In Section 2 we examine the role of push and pull
in sensor networks compared to the more established
area of content distribution. In Section 3 we present
some particular query problems we have identified
and, in the context of push and pull, present some of
the steps we have taken to solve these. Finally, in Sec-
tion 4, we describe our overall research goals and fu-
ture work to reach these.

2 Push and Pull

Push and pull are opposing approaches for gather-
ing data. Pull means a data consumer requests data
from a data producer and receives it as a reply. Push
means data producers are given conditions that, when
met, trigger them to pro-actively send data to the con-
sumer. We first examine the relationship between push
and pull in the more established research area of con-
tent distribution. This section also serves as a sum-
mary of related work for push and pull in sensor net-
works. Even if most work does not actively focus on
push/pull, we characterize their various approaches in
terms of that and see where each is appropriate.

2.1 Content Distribution

A prominent research area heavily interested in push
and pull is content distribution. Deolasee et al. pro-
vide a good analysis of the roles of push and pull [4].
In this case, a central server, the data producer, stores
all data while remotely located clients, the data con-
sumers, field queries. The clients must obtain data
from the server to answer these. Pull has the remote



clients make requests of the server at each query in-
stance. Push has each client declare to the server its
data items of interest, and their fidelity requirements,
or how up to date they require those items be. The
server pro-actively sends updates for those items to
them.

There are three primary concerns in building a dis-
tribution system. These are bandwidth, fidelity, and
scalability. Push strategies benefit bandwidth when
query frequency is high. For bandwidth, with pull, the
server is prone to respond to the same request mul-
tiple times, when made by multiple clients. In con-
trast, with push, the server can multicast one copy of
a data item as far as possible, before it must be copied
and sent in divergent directions. Further, each pull re-
quires just a round-trip of communication from client
to server and back, while push requires a one-way trip
from server to client. When query frequency is low,
however, push risks updating a data item several times
between each query for the item, making most of these
updates unnecessary. In this case, pull is the better
strategy.

Push benefits fidelity. With pull, clients risk not
having the most up-to-date copies of items because
they have no way of knowing when an item is updated
at the server, and so no way of knowing when to re-
quest it. With push, the server knows exactly when
items are updated and chooses when to forward them
to clients according to their requirements. Scalabil-
ity, though, is a bigger issue for push, which requires
the server to remember the various requests of each
client. The larger the network, the more difficult this
becomes. Pull, in contrast, does not require the server
to store client state. Any content distribution network
must weigh bandwidth, fidelity and scalability in de-
termining its use of push and pull strategies.

Differentiating Sensor Networks In terms of push
and pull, sensor networks are, in some sense, the op-
posite of distribution networks. In distribution, the
server contains all data and sends it to clients so they
can answer queries. In a sensor network, the nodes
each contain small amounts of data, and send it to the
base station so it can combine data and answer queries.
In sensor networks, we are primarily concerned only
with bandwidth, which directly affects energy con-
sumption. Fidelity is important for continuous queries
where we have a prior result, but we generally assume
we always want to know when a value changes signif-
icantly. We assume scalability is not an issue because
the base station is powerful enough to track the state
of each node.

The key to conserving bandwidth is to send no more
data through the network than necessary to produce
query results. In content distribution this is some-
what challenging. Ultimately, though, when pulling,
the clients know exactly what data they want. When

pushing, until scalability becomes an issue, the server
knows what data the clients want and when they want
it updated.

As we show throughout this paper, knowing what
data to send in sensor networks is extremely challeng-
ing. For push strategies, it is difficult for a node to
know in isolation if its data contributes to the query
solution. For pull strategies, it is difficult for the base
station to choose a set of nodes to query such that all of
their values are needed for the solution, and no other
values are missed. Generally, the only way to perfectly
utilize bandwidth is to know the query solution in ad-
vance.

2.2 Push and Pull in Sensor Networks

While push and pull can be used in many sophisticated
ways, and even in combination, to process queries,
there are fundamental trends that motivate the use of
each. Pull lends itself better to ad-hoc queries, and
push to continuous queries. If a query is issued only
once or infrequently, it is not worth the overhead of
installing conditions at nodes for push, nor the trans-
missions when those conditions are violated, but when
no query is issued. On the other hand, when a query
is run repeatedly, to the point where a result is con-
tinually maintained, it is more efficient to install con-
straints.

Consider the simple example of the ‘“select *”
query, whose result lists all node values. If the query is
run once, the base station sends a request to all nodes
for their values, pulling them. If the query is con-
tinuous, all nodes initially send their values but, sub-
sequently, only send their values when they change,
pushing them. Unless values change constantly, push-
ing greatly outperforms pulling in the continuous case.

Query plans are not necessarily exclusively push or
pull. It is possible to have a continuous query where
the pushed data is not sufficient to answer the query.
In that case, follow up pull work is needed to find the
solution.

Much existing sensor query research can be char-
acterized in terms of push and pull. Deshpande et
al. [5] model node behavior to decide which should
be queried to build an approximate solution with error
bounds. This aspect is pull. On the other hand, the act
of building and maintaining the models is something
of a query itself. This can be done by regularly taking
samples of node values and fitting distribution curves
to them. The samples may be taken using a push ap-
proach, where nodes are ordered to send values to the
base station at regular intervals. Alternatively, the base
station can broadcast requests for all node values.

Chintalapudi and Govindan [2] look at the problem
of edge detection. A node is on the edge of a phe-
nomenon if it detects it, but some of its neighbors do
not. Their techniques use push and pull. A node can



decide for itself if it is affected by the phenomenon.
Using pull, an affected node contacts its neighbors to
check if they are or are not affected. If a node deter-
mines it is on the edge, it pushes notification to the
base station.

Z. Liu et al. [10] combine push and pull for pro-
cessing min and max queries. They install bounds at
each node such that the node pushes a report to the
base station if its value escapes those bounds. With the
assumption that nodes are within their bounds unless
reported otherwise, the base station uses pull at query
time to decide the optimal order for querying nodes,
such that as few nodes are contacted as possible while
guaranteeing the correct answer.

X. Liu et al. [9] explicitly balance push and pull
in networks. In their setting, a query can enter the
network at any node, and not just at the base station.
Nodes automatically disseminate their data into the
network to be stored at multiple other nodes. The
more a set of data is requested by queries, the more
extensively it is disseminated. Therefore, queries for
popular data will not need to be forwarded far before
they find copies of it. Queries for less popular data are
more likely to be forwarded to the actual source. That
is, popular data is transmitted predominantly through
push, while unpopular data is transmitted predomi-
nantly through pull.

Wau et al. [20] use push to continually maintain the
top-k node values in the network. Each node is as-
signed non-overlapping bounds. If a node breaks its
bound, it pushes a report to the base station. All non
top-k values share a single upper bound. If an existing
solution node falls in value below that upper bound,
the base station must then use pull to query all non-
solution nodes to find a replacement.

3 Research Overview

In our own research we have heavily investigated tech-
niques for processing queries, with the goal of trans-
mitting no more data than necessary to derive the so-
Iution. We now present some of those efforts, framed
by how they employ push and pull.

3.1 Sampling-Based Ad-hoc Queries

As previously stated, pull techniques are better suited
to ad-hoc queries, where installing push-style con-
straints will return too much data. Using pull exclu-
sively, however, means having no information about
the network at query time. It becomes especially diffi-
cult to only contact and retrieve values from the nodes
in the query result. We have no idea which ones these
are, and so are forced to contact many or all nodes.
We propose using push to regularly sample all val-
ues in the network to build a view of it. The base sta-
tion stores a two-dimensional array where each row
corresponds to a time instance and each column cor-

responds to a node. As new sampling lines arrive at
the base station older ones are expired. There is a fun-
damental trade-off in choosing a sampling frequency.
The more often samples are taken, the better view
we perhaps have of current conditions, and the better
query plan we can build. If conditions change quickly,
older sample lines may be misleading. On the other
hand, if node values, or even their relative behavior,
change slowly, older lines are sufficient to build an ac-
curate network view. Obviously, the more frequently
samples are gathered, the higher the energy cost.

The set of network samples serves as a model of
node behavior. The set encodes a great deal of in-
formation. Each column gives a distribution of a
particular node’s values. Each row, when processed
in concert with others, encodes correlation (or anti-
correlation) among different nodes’ values. The sam-
ples can be used to guide any type of ad-hoc query
by suggesting which nodes are the best candidates for
querying.

We have developed algorithms using samples to
build query plans for the top-k query, which returns
the k highest ranking node values in the network. This
series of algorithms is named Prospectors, because the
base station is “digging” for a solution, and trying to
do so efficiently. We consider both approximate and
exact solution plans. In the approximate case there is
a limited energy budget for each query instance. The
base station builds a plan with the best chance of gath-
ering as many of the top k values as possible, while
keeping energy cost for transmitting below the bud-
get. This is done by minimizing the number and size
of messages. Exact plans must necessarily contact all
nodes, but can still use sampling to reduce message
size versus retrieving all node values.

Our simplest algorithm determines how often each
node is in the top-K among the sample lines, and
uses those statistics to prioritize its greedy selection of
nodes to contact. Our more advanced algorithms use
linear programming to build plans. First, we recog-
nize it is more cost-efficient to visit a group of nearby
nodes rather than a group of remotely located ones, be-
cause the replies are more likely to return to the base
station along the same network edges, and so can be
appended to the same message. This avoids extra pay-
ing of the message overhead cost. Second, we may
encounter cases amid the samples where a subset of
nodes always contains some top-K values, but the par-
ticular nodes providing them alternate within the sub-
set. Rather than pulling the values of all nodes in the
subset to the base station, we use local filtering to visit
all of them, gather their values at some common an-
cestor in the network, and then only pass on the high-
est of the these values to the base station. The exact
solution algorithm utilizes these same techniques, but
then must potentially do a second stage of querying
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Figure 1. Algorithms for Top-k Query.

to gather additional node values and/or verify that the
values it has already collected are definitely in the top-

K.

Sampling provides a general framework for answer-
ing any type of query. It is a good approach when
the base station does not know its query workload in
advance. Regardless of the query, it can build an ef-
ficient plan. It still may be possible to adjust, in re-
sponse to the workload, how sampling is done to save
energy. Say the workload is temporarily only inter-
ested in high node values. Instead of sampling every
node, the base station can push a bound constraint onto
the lower value nodes so they do not send samples un-
less they break that bound. It then assumes all non-
sampled nodes are at the bound value. The use of the
constraint makes sampling cheaper. Later, if the work-
load becomes interested in the constrained nodes, the
base station can resume sampling them.

Figure 1 shows a comparison of some of the top-
k Prospector algorithms. Each node is assigned a
normal distribution with random mean and variance,
from which its values are drawn. The Naive-k algo-
rithm computes an exact solution, while the others are
approximates. We plot the energy cost of each ver-
sus the accuracy of its solution, measured as percent-
age of the actual top-k nodes returned in the solution.
As expected, there is a huge savings in allowing ap-
proximate solutions over guaranteeing an exact solu-
tion. Among the approximates, Oracle is a bench-
mark that knows where the top-k reside ahead of time
and achieves 100% accuracy once it is given enough
energy to visit all of them. Greedy and LP+LF are
sampling-based algorithms that achieve a high level of
accuracy while spending much less energy than the ex-
act solution. Full details on the Prospector algorithms
are available in [14].

Figure 2. Sample Routing Tree, Spanning For-
est.

3.2 Suppression

A fundamental technique for minimizing the data sent
to produce a query result is suppression. We are
most interested in using this for continuous queries,
where we employ both temporal and spatial suppres-
sion. Temporal prevents nodes from pushing their data
to the base station if its values have not changed since
last reported. Spatial suppression prevents nodes from
pushing their data to the base station if their values can
be derived from neighboring nodes whose values are
being pushed. This is the case if neighbor nodes have
the same value, or even a consistent relationship such
that one value can be inferred from the other.

Suppression is clearly an effective strategy for pro-
cessing continuous queries. The slower data changes,
and the more it is correlated, the more savings sup-
pression generates. The challenge is to use them ef-
fectively, to maximal benefit. It is not obvious how
to combine both types of suppression because, in the
absence of a report, the base station has the problem
of not knowing which form of suppression caused the
absence. In addition, it is difficult to employ spa-
tial suppression without transmitting redundant infor-
mation. Neighborhood schemes using spatial require
some nodes to reply so others can be derived, but it
is hard to minimize the number of reporters while not
missing anything.

We have introduced the Conch (short for constraint-
chaining) framework that combines temporal and
spatio-temporal suppression to support the “select *”
query. It builds a spanning forest over all nodes where
each pair of connected nodes reports to the base sta-
tion if the difference in their values changes. Nodes
not at all correlated with neighbors are simply tempo-
rally monitored. The set of reports received at the base
station each timestep is sufficient to derive all node
values. We can save more energy by reducing query
resolution, dividing value ranges into tiers and mon-
itoring those. This approach contains two levels of
push. First, when a node changes in value it must con-
tact its paired node (or its paired node may contact it)



so their values can be compared. Second, if the dif-
ference does change, one of the nodes must report the
change to the base station. We are also investigating
the problem of building the spanning forest that min-
imizes the number of reports. This generally involves
pairing up closely correlated nodes.

In Figure 2 we show an example network spanning
tree and Conch spanning forest. This was produced
in an experiment where node behavior was correlated
with x-coordinate. Thus, the spanning tree makes use
of as many vertical or near-vertical edges as possible.
The routing tree has more of a shortest-path appear-
ance to it. Our experiments with Conch have gen-
erally shown it to outperform algorithms employing
only temporal or spatial correlation, as well as spatio-
temporal algorithms that aren’t as vigilant in avoiding
redundancies. More details on Conch are available in
[15] and [16].

3.3 Failure

Sensor networks are prone to failure. Both nodes and
edges between them may fail. If a node fails, we can-
not include it in the result, but must prevent it from
causing loss of other values. If an edge fails we must
find an alternate route for data that would have trav-
eled across it. Edges, in particular, can fail temporar-
ily, for a variety of reasons. If some obstacle, such
as a tree branch, temporarily blocks the path between
an edge’s node endpoints, the nodes may be unable to
contact each other.

Dealing with failure is especially challenging when
using push strategies, or suppression in particular.
If the base station does not receive some message,
how does it determine whether that message was sup-
pressed or lost due to failure? While failure affects
pull strategies as well, because the base station initi-
ates data requests, it knows any messages that do not
return were lost to failure.

There are two main issues in handling failure with
push schemes. The first is making sure all data neces-
sary to produce the result reaches the base station. We
do this by building in redundancy. The second is rec-
onciling conflicts that come from this. Redundancy
provides multiple ways to calculate the same result,
and failure may cause disagreement among them. The
base station must decide where failure has occurred
and, therefore, which calculations to trust.

We are investigating a number of strategies for solv-
ing these problems. First, we add in redundant con-
straints to compensate for failure. Extra constraints
obviously increase energy spent by the network to
monitor them. If redundancy is added arbitrarily, we
risk spending energy with little or no benefit returned.
For example, edge failure might be spatially corre-
lated, so if one edge fails, nearby nodes fail as well.
It is important, then, if some edge is added to compen-

sate for another, that the edges not be nearby.

The second problem requires us to correctly inter-
pret conflicting information. One approach is to use
linear programming to find a solution that is consis-
tent with as many of the constraints, and especially the
more reliable ones, as possible. There is only a small
chance that any such solution is completely correct.
Therefore, we are also investigating more useful so-
lutions that can themselves be queried. For example,
we would like to ask the probability that a particular
node’s value is in some range. Finally, we are working
on heuristics for weeding out failure. If some moni-
tored constraint listed as suppressed repeatedly causes
disagreement in calculations, there is a good chance it
has actually failed. This constraint is removed from
the reconciliation process.

3.4 Thresholds

We are investigating techniques for continuous min,
max, and more general quantile queries that set thresh-
olds at nodes such that they only report when they
measure values breaking them. When a current query
result changes, however, it may become necessary to
actively request node values to resolve whether they
are in the result. This is a push, with pull follow-up,
approach. A simple approach to supporting the max
query is to assign each node a threshold halfway be-
tween its value and the current max in the network.
A low-value node has threshold still much higher than
its value, so the node must rise quite a bit before it can
break it. Likewise, if the current max falls in value,
as long as it is still above the node’s threshold, the
node cannot be the new max node, so it need not be
queried. The problem in this approach is to set node
thresholds to balance the pressure of the node’s value
changing and potentially breaking the threshold, and
the pressure that a change to the current query result
might require the base station request its value. We are
developing algorithms that consider not only this, but
other factors such as network topology.

We have experimented with different algorithms for
supporting the continuous max query. In this query,
where the higher-value nodes are more important than
the lower-value ones, we have shown the use of thresh-
olds to be superior to methods that simply have each
node report when its value changes, even within some
range. The key observation is, aside from the current
solution value, we only care when nodes rise in value.
Among threshold-based algorithms, we find that lever-
aging the network hierarchy outperforms treating each
node as independent. When the current solution node
falls in value, the base station is forced to contact
nodes to find a new solution or verify the existing solu-
tion node remains unchanged. By using the hierarchy,
we are able to visit less nodes. Details on this work
are available in [17]



3.5 Experimental Techniques

We have evaluated our work through simulation of a
network of Mica2 motes [3]. We are generally inter-
ested in measuring the overall amount of energy ex-
pended by the network, and so track the number of
bytes of data sent and received over radio, and use this
to calculate the energy expended in mJ using the radio
consumption rates given by the motes’ specifications.

We have run experiments on both real and simu-
lated datasets. The primary real data we have used is
environmental data collected from a deployment in-
side the Berkeley Intel Lab [6]. We have produced our
own simulated data both to reinforce particular char-
acteristics of planning algorithms and to investigate
performance in realistic settings for which we have
no real data. Among the latter are heat transfer sce-
narios, where a heat dissipates from the center of the
network, and a wavefront scenario, where waves re-
peatedly pass over the network, affecting node values
as it passes over them. In the future we hope to con-
struct implementations on actual motes. In the mean
time, simulating the actual hardware characteristics
of these devices gives us confidence our findings will
carry over.

4 Future Directions

Collaborative Work A portion of our planned fu-
ture work is in collaboration with environmental re-
searchers at Duke. We are interested in studying how
forest tree growth, survival, and reproduction is af-
fected by various environmental factors such as atmo-
spheric carbon dioxide and soil moisture, which can
fluctuate rapidly. This work is especially relevant to
the study of global climate change from burning of
fossil fuels.

In this collaboration, we plan to leverage the data
collection potential of sensor networks to build both in
and out of network models. Out of the network we will
use collected data to build very sophisticated models.
In the network, we will employ simplified models that
adhere to the computational and energy restrictions of
sensor networks, but which can supply results in real
time.

We believe the most promising approach to build-
ing these models is to make further use of suppres-
sion. Rather than simple monitoring of node values,
we want to develop models of node behavior based
on neighboring node values, and monitor these. This
will require more complex patterns for transmitting
data within the network to check model accuracy, fol-
lowed by base station notification and adjustments
when models are inaccurate.

Generalization of Techniques Our work thus far has
focused on identifying particular queries and design-
ing algorithms to compute plans for processing them.

We can make this work more significant by generaliz-
ing our techniques so they can be readily applied to
any query. To that end, we have discussed the in-
terplay of push and pull in sensor networks, and de-
scribed where our methods lie in this spectrum. An
obvious but important factor in conserving network
energy is transmitting as little data as necessary to
produce correct (or acceptably approximate) query re-
sults. We want to reach the point where we can quickly
examine any new query and decide how to best lever-
age push and pull to achieve this.

Along with generalizing our techniques and show-
ing how and when they should be used, we also want
to reduce them to a simple set of primitives for inclu-
sion on top of mote operating systems, making them
available to programmers writing query plans and in-
stalling them within networks. Our work would then
first provide a methodology for analyzing query types
and designing algorithms to process them and, second,
provide programming tools to implement them. Ac-
complishing this would be a great improvement from
analyzing each new query from scratch. Our ongoing
challenge would be to continue finding new process-
ing techniques and integrating those, and work by oth-
ers, into the design methodology and primitives, mak-
ing them more powerful and uncompromising in terms
of what they can accomplish.
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