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ABSTRACT
In this paper, we explore the use of emerging molecular
scale devices to construct nanophotonic networks — called
Molecular-scale Network-on-Chip (mNoC). We leverage quan-
tum dot LEDs, which provide electrical to optical signal
modulation, and chromophores, which provide optical sig-
nal filtering for receivers. These devices replace the ring res-
onators and the external laser source used in contemporary
nanophotonic NoCs. We present different crossbar struc-
tures such as Single Writer Multiple Reader (SWMR) etc.
We also discuss implications of the new mNoC crossbar on
overall system design. An mNoC SWMR crossbar can scale
up to radix 256 and our preliminary evaluation shows that
it reduces over 50% average packet latency and 40% power
consumption compared with ring-based alternative.

Categories and Subject Descriptors
C.1.2 [Multiple Data Stream Architectures]: Intercon-
nection architectures

General Terms
Design

Keywords
Molecular-scale devices, nanophotonic, Network-on-Chip

1. INTRODUCTION
Today’s microprocessor chips incorporate an increasing num-
ber of cores/nodes. To support communication among the
many nodes, the Network-on-Chip or NoC must meet var-
ious design targets, such as latency, bandwidth, area and
power. Achieving these goals is increasingly difficult using
standard CMOS technology due to power and latency limi-
tations of metal wires, particularly for distances approaching
the chip dimensions.

To overcome the challenges of CMOS wires, several stud-
ies [14, 9, 15, 22] explore (nano)photonic NoC designs. The

  

Figure 1: Main Optical Components of Ring Res-
onator Nanophotonic Network-on-chip

main components of current nanophotonic NoCs as shown
in Figure 1 are: 1) an external laser source, 2) a waveg-
uide, 3) ring resonators for both modulation and detection.
Nanophotonic NoCs exhibit superior power delay product
and bandwidth compared to CMOS. Unfortunately, there
still exist significant limitations to nanophotonic NoCs. Two
important limitations are 1) high static power consumption
due to the external laser source inefficiency and ring trim-
ming power [13, 24] and 2)limited network scalability [3].

We explore the use of emerging molecular scale devices to
construct nanophotonic networks— called Molecular-scale
Network-on-Chip (mNoC) to address the above problems.
The specific molecular scale devices we utilize are quan-
tum dot LEDs and chromophores. They replace the ring
resonators and the external laser source used in current
nanophotonic NoCs. The new molecular devices reduce en-
ergy consumption or enable scaling to larger crossbars for
a smaller energy budget. Further, these new components
are easily integrated into a silicon foundry process and have
been individually demonstrated [7, 21, 23, 8, 1, 10], however,
their use for NoCs has never been explored.

In this paper, we first compare mNoC with ring resonator-
based (rNoC) technology in terms of components’ functions
and features. Then we present mNoC solutions for differ-
ent popular rNoC crossbar structures, for instance Single
Writer Multiple Reader (SWMR) etc. The properties of
mNoCs can have significant implications on router micro ar-
chitecture and system architecture design, such as high radix
(>=256) router design and broadcast at low energy cost etc.
We build a model of mNoC 256-node SWMR crossbar into
GEM5 [5] simulator and our preliminary evaluation shows
that it reduces average latency by more than 50% and power
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consumption by 40% compared with the radix-64 clustered
rNoC alternative.

2. COMPARISON OF MNOC AND RNOC
TECHNOLOGY

The main optical components of mNoC are shown in Fig. 2.
Quantum Dot LEDs (QD LED) provide both the light source
and modulation in a single device. All QD LEDs from the
same node inject light into the waveguide through a coupler;
chromophores deposited on the waveguide work as filters and
couple to a photodetector for O/E conversion. We use com-
mercially available chromophores that operate in the visible
light range (390-750nm) to filter out signals from waveg-
uides, thus waveguides and QD LED must also work in this
range. Next we compare different components used in mNoC
and rNoC technology.

2.1 Transmitting Devices
In mNoC, we use QD LEDs as both light sources and modu-
lators. This is achieved through controlling the value of the
applied bias voltage across the QD LED. QD LED has sev-
eral advantages such as small size (3 to 12nm) in diameter,
narrow emission bandwidth, and good stability and linear-
ity [23, 3, 17]. According to QD Vision, the energy efficiency
of QD LED is about 10% in the visible light range. The pos-
sible modulation rate is in the range 1.1GHz-67GHz [1].

In contrast to mNoC, most rNoCs use an off-chip laser source
(30% energy efficiency) and ring resonators as modulators.
An off-chip laser source continuously injects light into the
waveguide for ring modulators to modulate. However, an
on-chip QD LED only injects light when the optical link is
utilized and the transmitted signal is ’1’ but not ’0’. There-
fore, it greatly reduces the constantly coupled power from
light source. If the ratio of ’1’ to ’0’ is 1, 50% of the input
power can be eliminated.

Ring modulators also limit the scalability of the network
due to nonlinearity of rings. The optical power budget is
the difference between the maximum injected power and the
extracted power [3]. It determines the maximum insertion
loss through the worst case optical path and the number of
wavelength channels inside the waveguide. The maximum
injected power is limited by nonlinearity of the waveguide
and the first modulator encountered [3], while the extracted
power is related to the photodetector’s sensitivity. The non-
linearity of rings is much smaller than waveguides and thus
becomes a limit factor. However, for our mNoC technol-
ogy, QD LED does not have nonlinearity, and optical out-
put power increases with increasing injection current [17].
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Figure 3: Receiver design

We can use all the waveguide power budget by increasing
the number of nodes in the system. Our analysis shows that
a radix-256 SWMR crossbar is easily achieved(See more de-
tails in Section 4).

2.2 Receiving devices
An mNoC utilizes chromophores to filter out optical signals
and couple to photodetectors for O/E conversion. Chro-
mophores are small molecules that absorb light at one wave-
length and emit at a different lower energy wavelength [12].
For an mNoC, signal transmission from the waveguide to the
chromophores and from the chromophores to the photode-
tector are both through near field evanescence coupling [16].
The chromophore couplings take near instant time, and thus
the delay can be ignored.

Chromophores have different properties from ring resonators.
First, they are very small (∼ 1nm) as opposed to 5µm ra-
dius for a ring resonator. The area depends on the intensity
of the incident light; second, chromophores do not have non-
linear effects, since we can always add more chromophores
to absorb more light. Finally, they do not require trimming
power [13] and the energy loss is proportional to the input
energy.

Optical signal transmits from chromophores to waveguides
and then to photodetectors through near field evanescence
coupling. To prevent light from directly coupling between
the waveguide and the photodetector, the photodetector
must operate at a longer wavelength outside the visible range,
for example in the infrared range. Germanium doped pho-
todetectors [25, 16] have good sensitivity with infrared and
telecommunication wavelengths and thus are good candi-
dates. The chromophore layers absorb visible light from the
waveguide and emit light at infrared wavelength [19], which
is detected by the photodetector. However, visible light from
the waveguide will not be detected by the photodetector. As
shown in Figure 3, we add another layer of mediator chro-
mophores to down convert visible light energy to infrared
energy through resonance energy transfer (RET) [12].

We built a prototype using chromophores deposited on op-
tical fibers in the lab. We have successfully demonstrated
the filtering function of chromophores and evanescent wave
coupling of chromophores to a waveguide. The experimental
results are not presented here due to space limit.

2.3 Waveguide
rNoC usually uses silicon waveguides with a typical pitch of
4µm and transmission loss of 1-1.5dB/cm for telecommu-
nication wavelengths [9]. However, since they are opaque
to visible light, we propose to use subwavelength-diameter
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Figure 4: Serpentine layout for 256 × 256 mNoC

(50nm) silica (SiO2) waveguides with 1dB/cm transmission
loss [21]. To avoid crosstalk between chromophores, we limit
the number of available wavelengths to only 10 instead of 64
commonly used in current nanophotonic NoCs. We require
about 6× more waveguides than rNoC. However, the overall
waveguide area overhead is still low due to the much smaller
size silica waveguide.

3. CROSSBAR STRUCTURES
To design an mNoC bus-based crossbar, we can (i) replace
off-chip laser sources and all the ring modulators with QD LEDs
on the sending side, (ii) replace all the ring resonators in the
receiving side with chromophores, and (iii) use the photode-
tector in place of the receivers. mNoC technology is capa-
ble of supporting both clustered structure (e.g. four cores
share one router) and flattened structure (cores are directly
connected to crossbars). This section discusses the mNoC
solutions for typical crossbar designs in rNoC.

3.1 Single Writer Multiple Reader Crossbar
In Single Writer Multiple Reader (SWMR) crossbar, each
node has a dedicated sending channel while other nodes
read from it. It does not require arbitration and the de-
sign is simple. In the SWMR design, to make full use of the
big crossbar, we can simply build a flattened crossbar struc-
ture without any electrical routers. The waveguide layout
is shown in Figure 4. Since we use on-chip light sources, we
can use a splitter for each writer to inject power into two
different directions to reduce total transmission loss. Each
reader also has a splitter to receive a portion of power from
the waveguide and store the received packets into properly
sized buffers. The total number of hops is reduced to a sin-
gle bus traversal in single mNoC systems or fewer overall
hops if an mNoC is used in high radix routers due to the
flattened structure.

Compared with rNoC, the overall energy consumption of an
mNoC SWMR crossbar is reduced because the large amount
of ring trimming power is removed. Moreover, the off-chip
traffic activity-independent laser source is replaced with on-
chip QD LED, where the 1-to-0 emission value ratio and
waveguide link utilization play an important role in further
reducing the energy consumption. Every chromophore re-
ceiver couples optical power from a waveguide to a photode-
tector at very low cost (0.5µW for a 1µW sensitivity pho-
todetector) regardless of packet types: broadcast, unicast,

or multicast. This means an mNoC can support broadcast
and multicast with little or no extra cost.

3.2 Multiple Writer Single Reader
In Multiple Writer Single Reader (MWSR), each reader has
a dedicated reading channel and other nodes write pack-
ets into it, thus it requires write arbitration. rNoC MWSR
crossbars such as Corona [22] use an acquire-and-release
token-based scheme for arbitration. The presence of a short
signal with a specific wavelength is used as a token to rep-
resent the right of writing on a give channel. If there are
N channels, N tokens are required and they are broadcast
on an arbitration waveguide. In mNoC however, we bor-
row the idea of carrier sense multiple access with collision
detection (CSMA/CD) used in early Ethernet [18]. Instead
of using an arbitration waveguide, mNoC only needs to add
one special wavelength (e.g. Infrared) into all existing read-
ing channels to represent a busy signal. The signal is valid
during the entire data transmission period. Each writer has
a photodetector to monitor the signal and it only detects
the signal but not the other wavelengths. When a writer
sends a busy signal together with data, other writers detect
it and back off. After a random time, if the token cannot be
detected, another writer can send its data with a new busy
signal. The token wavelength is broadcast to everybody.

When a collision occurs, the reader will receive multiple
times of desired intensity and it will reject the data. The
senders will retry to send their data at different time to re-
solve the collision. Similar to MWSR in rNoC, we also use
serpentine loop for waveguide layout. Each busy signal sent
by a writer has intensity only strong enough for one round
trip. Therefore, a write will never detect its own sent signal.

3.3 Multiple Writer Multiple Reader
The Multiple Writer Multiple Reader(MWMR) crossbar in
rNoC such as Flexishare [14] reduces the total number of
optical channels and fully shares them among all the nodes
for both writing and reading. Similar to MWSR, a MWMR
crossbar requires arbitration among all the writers in order
to get the writing right of a shared channel. After a channel
is granted to a writer, the crossbar will act like SWMR. The
arbitration in MWMR uses token stream [14] which means
a stream of tokens circulate among all the nodes instead of
a single one in MWSR to improve network throughput.

In mNoC, in order to implement MWMR, we can use sim-
ilar scheme as mNoC MWSR. We only use one token for
each shared channel, and each node has a photodetector in
each channel to monitor the token. Among different chan-
nels, a writer can use round robin or random mechanism to
choose the monitoring sequence. When a collision happens
the reader will reject the data. After the writer arbitration
the crossbar channels will act the same as SWMR. We can
use the same waveguide layout as shown in Figure 4. How-
ever, making each writer inject the right amount of power
into two directions might be challenging and may require
more complex optics.

4. ARCHITECTURAL IMPLICATIONS
In this section, we discuss mNoC crossbars (mainly SWMR)
implications on router micro architecture and system archi-
tecture design.
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Figure 5: Scalability of mNoC with serpentine lay-
out

4.1 High radix router
The high radix router is the trend for future network-on-
chips [11]. It greatly reduces the number of hops in the
network and provides better latency at lower cost. After
optics have been introduced to Network-on-Chip, they start
to play a more and more important role in high radix router
designs [6].

Molecular technology introduced by this paper is a good can-
didate to build a high radix router. As analyzed in Section
2.1, maximum optical power budget affects the scale of the
network. If we use a photodetector with 1µW sensitivity,
together with 115mW maximum injected power budget [3]
and 10 wavelengths per waveguide, we get about 40dB inser-
tion loss tolerance according to equation (2) in A. Biberman
et al. [3]. A waveguide’s transmission loss is the main source
of mNoC’s insertion loss, and it is a function of length which
roughly defines the number of connected nodes. Therefore,
a scalability graph can be achieved as shown in Figure 5.
From this graph we see that the number of nodes connected
by an mNoC increases as the insertion loss decreases. Even
with 2dB/cm loss waveguide, we can easily scale our cross-
bar up to radix 256. If multilayer silicon integration [3] is
used, that number will increase.

The 256 × 256 big crossbar enables us to provide high all-
to-all connectivity within a router while keeping the power
within a low budget. With a few such nanophotonic cross-
bars it is possible to construct higher radix routers, or for
systems with <=256 nodes to utilize a single crossbar. Fur-
thermore, with the development of on-chip optics, waveg-
uides with lower transmission loss will allow us to scale to
even higher radix crossbar as shown in Figure 5.

4.2 Cache Coherence
One feature of our mNoC is that it broadcasts packets at
no extra cost. Therefore, broadcast or multicast can be ef-
ficiently supported with an mNoC without any significant
change in energy consumption. This opens the possibility
to efficiently support broadcast based coherence protocols
and simplify the cache coherence design. However, further
research is required to explore which protocol makes best use
of mNoC features. Developing a customized cache protocol
to exploit mNoC is part of our ongoing work.

5. PRELIMINARY EVALUATION

mNoC Molecular SWMR crossbar; 256 nodes; flattened.
rNoC Ring based SWMR crossbar;256 nodes; concentration 1.
Mesh Electrical mesh;256 nodes;concentration 1.

Table 1: Networks Evaluated

Total buffer per port 1.5 KB
router pipeline stages 1 /4 cycles
electrical link latency 1 cycles
Optical link latency 1 - 9 cycles for mNoC; 1-8 for rNoC
clock 5GHz
flit size 256-bit
Routing shortest path
Data messages 74 bytes
Control messages 5 bytes

Core model
TimingSimple, private 64KB L1D,
32KB L1I, 2MB L2 Cache

Table 2: Simulation configuration

This section presents our preliminary evaluation of mNoC
SWMR crossbars. The evaluation of MWSR and MWMR
will be our future work.

5.1 Experimental Setup
We create our mNoC topology in GEM5 [5] simulator and
run all the simulations in x86 System Emulation (SE) mode.
The simulation configuration is summarized in Table 2. The
total O/E to E/O latency is less than 100 ps and is modeled
as 1 cycle in the nanophotonic link traversal time. All the
electrical links are modeled as 1 cycle for the alternative
networks. The networks we evaluate are listed in Table 1.
We use a normal 4 stage pipeline router for rNoC to connect
its four cores in the cluster, while using an aggressive 1 stage
router for traditional electrical mesh network. Therefore, all
the comparisons favor the traditional electrical design.

5.2 SWMR Crossbar Performance
We use a network tester from GEM5 to perform network
only tests. This tester uses a dummy protocol in which all
cache controllers send messages to directories while direc-
tories simply discard them. Figure 6 shows average mes-
sage latency versus injection rate (packets/node/cycle) of
Hotspot traffic pattern for the three 256-node networks with
a single directory. From Figure 6 we see that mNoC has
lower average latency compared to the alternatives. Fur-
thermore, when the injection rate increases, mNoC tolerates
more Hotspot traffic. This is because the mNoC’s larger
crossbar provides all to all connectivity and delivers mes-
sages efficiently. The overall injection rate of the three net-
works are low because the single directory is the bottleneck.

We also run uniform random and tornado benchmarks with
16 directories and present similar results in Figure 7 and 8.
Alternative networks saturate as injection rate increases,
while mNoC sustains performance. Note that rNoC and
Mesh saturate at a much higher rate here than in Hotspot
because the directory number is 16× bigger and thus the
tolerance for traffic is also much higher. mNoC does not
saturate because the buffers are big enough to accommodate
all the packets. On average, mNoC has half the latency of
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Figure 7: Average Message Latency for Uniform
Random Traffic Pattern

rNoC and a quarter the latency of Mesh. In general, all the
three networks perform better with more directories.

We also further evaluate 256-node SWMR mNoC’s perfor-
mance with three multi-threaded benchmarks from PAR-
SEC [4] as shown in Figure 9. The mNoC crossbar shows
significant average latency advantage over the other two al-
ternatives. Its average latency is approximately one third
of rNoC’s and less than one third of Mesh’s latency (re-
sults not shown here). However the speedup does not show
corresponding improvement suggested by latencies. Accord-
ing to N. Barrow-Williams et al. [2], on average parsec has
about 1.0% of reads and 4.2% of writes which communicate
data. Especially for blackscholes, the data communication
is close to zero. Therfore, the overall performance speedup
is bounded by the fraction of reads and writes to shared
memory which communicate data. However, mNoC still per-
forms the best among the three, and even for workloads that
cannot exploit the performance benefit, mNoC still exhibits
significant power efficiency as shown in the next section.

QD LED efficiency 10%
QD LED 1-to-0 ratio 1
waveguide loss 1db/cm
photodetector loss 0.1dB
photodetector sensitivity 1µW [14]
Power loss of chromophores 0.5µW for 1µW sensitivity
optical splitter 0.2dB

Table 3: Optical power model
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Benchmarks(#dirs=16)

5.3 SWMR Crossbar Power Consumption
We create a power model of mNoC to compare against 64-
node clustered rNoC. The key parameters used in the model
are listed in Table 3. For rNoC, all the parameters are sim-
ilar to those in [15] except we do not ignore electrical static
power for mNoC. We estimate total buffer leakage power
as 2.9W using Cacti 5.3 [20] ITRS-LOP conservative 32nm
technology. We also add cluster mNoC(c mNoC) to com-
pare which has the same organization as r NoC but with
molecular technology.

Figure 10 shows the power comparison results. The average
power of a radix-256 mNoC crossbar is reduced by 40% com-
pared to the radix-64 clustered rNoC (256 total cores). This
improvement is due to removal of ring trimming power and
the QD LED dependence on traffic. mNoC couples power
into the waveguide when needed as opposed to constantly
coupling power from an off-chip laser source. The radix-64
c mNoC uses only 25% of the power as rNoC, which has a
similar structure but uses different techonology. The power
analysis tells us that by using mNoC technology, we can ei-
ther greatly reduce the power consumption or scale to larger
crossbars for a reduced power budget.

6. CONCLUSION AND FUTURE WORK
In this paper, we propose to use emerging molecular scale de-
vices to construct nanophotonic networks— molecular-scale
Network-on-Chips (mNoCs). The molecular scale devices in-
clude quantum dot LEDs, which provide electrical to optical
signal modulation, and chromophores, which provide opti-
cal signal filtering for receivers. The chromophores replace
the ring resonators and the quantum dot LED replaces the
external laser source used in current nanophotonic NoCs.
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We present SWMR, MWSR, and MWMR bus-based cross-
bar mNoC and show that without limitations of current
nanophotonic networks, an SWMR mNoC crossbar can eas-
ily scale to a radix-256 crossbar.

We evaluate SWMR mNoC with both synthetic benchmarks
and a few PARSEC benchmarks. Synthetic benchmarks
simulation results show that compared with rNoC and eMesh,
mNoC has greatly reduced average latency cycles (half at
least) and has higher tolerance for network traffic. mNoC
also exhibits performance improvement over rNoC and eMesh
with PARSEC benchmarks. Furthermore, mNoC trades
static power for dynamic power and greatly reduces power
consumption. An mNoC can achieve 75% reduction in power
for a 64 × 64 crossbar compared to similar ring resonator
based designs. Additionally, an mNoC can scale to a 256×256
crossbar with 40% of power reduction. A large single cross-
bar allows for the possibility of high radix routers and effi-
cient broadcast based directory protocols.
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light-emitting devices. Nano Reviews, 1(0), 2010.

[24] Y. Xu, J. Yang, and R. Melhem. Tolerating process
variations in nanophotonic on-chip networks. In Proceedings
of the 39th International Symposium on Computer
Architecture, pages 142–152. IEEE Press, 2012.

[25] T. Yin, R. Cohen, M. Morse, G. Sarid, Y. Chetrit,
D. Rubin, and M. Paniccia. 40gb/s ge-on-soi waveguide
photodetectors by selective ge growth. In Optical Fiber
communication/National Fiber Optic Engineers
Conference, 2008. OFC/NFOEC 2008. Conference on,
pages 1–3. IEEE, 2008.


