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Abstract vulnerable to large-scale privacy breaches from inten-

onli ial ks (OSN h | lar b tional and unintentional data disclosures.
oniine socia networks ( )gre ugely poputar, .Ut Commonly used terms of service that grant OSN
their centralized control of sensitive user data raises im-

: Thi Vis-5.Vi service providers full rights to all content posted to
portant privacy concemns. This paper presents Vis-a-Visy, oir seryices (e.g., [13], [19]) raise additional consern

a decentralized framework for online social networkingOSN users cede ownership of their data to their service

g?‘?gd (l)nsthe prl\\//allgy-preservmgInqt|onIof a \r/:_rtual In'provider, giving providers complete control over how
vidual Server (VIS), a personal virtual machine "N their users’ data is distributed. Privacy policies pub-

ning within a cloud-computing utility. In \ﬁs-_a—\ﬁs,_ each jished by service providers offer some protection, but
personhmana(?es personalr(]jata Shuﬁh as fr'?/nlg I|;5ts, gg_Bblicies are subject to change at any time and at the sole
t_ograp S and-messages t rough his own - IN a0digiscretion of the service provider (e.g., [12], [17]).

tion, VISs collectively self-organize into larger groups In this paper we introduckis-a-Vis (VaV) a decen-

correspond_ing to shared user attriputgs such as intere lized approach to online social networking that avoids
and educational background. Vis-a-Vis uses distributedy . 1 0\a problems. In Vis-a-Vis, each person stores

hashtables to pro_videad(_ac_e_ntralized_, efficient, and SCa5arsonal data on his own individual server, allowing
ablg set of operations for joining, leaving, and searching, , . person to retain control of his data along with the
3&5_?/{3;?;3;&8:;;Slreomuz;a:i/\(l)i ?r?vseefgﬂlus}[retga?_uElssociated software and aqcess—cont_rol policies. Each
. . . X server acts as a proxy for its owner in the context of
computing environments using experimental parametergy gy activities. In particular, the servers form overlay

observed in the Facebook OSN. Our results show thaltletworks that represent OSN groups, with one overlay

our protone§ pe_rformance 'S reasonaple and dem_orber group. The same server can belong to multiple over-
strate that Vis-a-Vis represents an attractive and féasib lay networks, just as one person can belong to multiple

alternative to today’s centralized OSNSs. social groups.

1 Introduction Vis-a-Vis relies on the concept f)/ﬁrtual In_dividual _
Servers (VISswhere each person’s server is hosted in
Online social networking has become ubiquitous and itSts own virtual machine running within a utility com-
popularity continues to grow. A social network is a col- pyting infrastructure such as Amazon Elastic Compute
lection of people tied by common interests such as thosgjoud (EC2) [1]. We believe that individual consumers
resulting from friendship, family, work, hobby, or geog- || adopt virtualized utility computing for many of the
raphy. Online social networks (OSNs) provide the elec-same reasons that enterprises are adopting it: VISs un-
tronic infrastructure on which users can come together t¢y,rden users from having to maintain their own high-
identify members of their social networks, form groups, ayajlability hardware without forcing them to give up
and share information such as personal profiles, photogontrol of their data, software, and policies. In con-
and messages. Popular OSNs include Facebook [10{sast to free OSN services, paid utility-computing ser-
LinkedIn [18], and MySpace [24]. To demonstrate theyices such as EC2 allow users to retain full rights to the
size and growth of these networks, the Facebook websitggntent and applications that users place on these ser-
had more than 132 million unique visitors in June 2008 yces [2]. Furthermore, the highly distributed nature of
compared to 52 million a year earlier [32]. Clearly, \js-3-Vis makes a large-scale privacy breach much less
OSNs like Facebook provide a great deal of utility to likely than in centralized OSN services.
their users. This paper makes the following contributions:
Unfortunately, the nature of today’s OSN services
raises important concerns about user privacy and auton-
omy. In particular, the dominant services concentrate
personal data for millions of people under a single ad-
ministrative domain. This centralization makes them

« It presents the design of Vis-a-Vis, a privacy-
preserving framework for online social networking
based on the novel concept of Virtual Individual
Servers.
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« It describes a prototype implementation of VaV ently prone to violations of users’ privacy. Sensitive
that has proven to work in a variety of virtualized user data creates an attractive target for hackers and can
computing environments, including Emulab, Plan- be abused by internal administrators, as some have ac-
etLab, and EC2. cused Facebook employees of doing [22]. Even worse, a

« Itevaluates VaV in those environments using exper-site can leak inappropriate information directly to users’
imental parameters taken from the Facebook onlineclose social relations. For example, Facebook’s Beacon
social network. program caused an uproar when it began actively report-

Experimental results using our prototype implemen-ing users’ online _acti_vity such as purchases and visited
tation indicate that Vis-a-Vis is a viable and desirable al Web pages to their friends [20]. As OSNs become more

ternative to the prevailing OSN service architecture. ThefNtwined with users’ lives and acquire more detailed per-
measured latency of common OSN operations grow§°”a| information (e.g., location histories), these dasige

slowly, if at all, with the size of the corresponding OSN Will grow. o _
group. Similarly, the memory required by a VIS to par- To preserve users’ privacy, an OSN could also be im-

ticipate in Vis-a-Vis is manageable and grows with thePlémented as a peer-to-peer federation of independent

size and number of OSN groups to which a user bemngsqdministrative domains, with each member responsible
for storing and serving her own data using a home or

2 Background work PC. Unfortunately, providing reasonable availabil-

Individuals increasingly require a permanent onIineity under the churn characteristic of desktop machines
requires data to be widely replicated [23].

resence, as evidenced by their growing use of online . 2 , .
P y g g A conventional replication strategy in which any node

services such as blogging and photo-sharing service%an host any object is inappropriate in this setting given
We argue that their interests would be better served b¥ y ob) pprop 99

. . . : he sensitive nature of users’ data. A socially-informed
using their own VISs to host such services, particularly =~ =~ ° . . .
OSN services. replication strategy might be possible, but introduces

. . . several additional complexities. For example, a set of
The drawback of relying on VISs is currently their socially-connected hosts may not fail independently of
cost. At the moment, Amazon EC2 charges ten cent$ Y y P y

. . : one another.
per hour for a default virtual machine with 1.7 GB of - . L
memory, 1 virtual core, and 160 GB of persistent stor- A more fundamental difficulty with replicating OSN

age. Data-transfer fees vary depending on the Iocatioﬁséa:laon iI]neggziar]caoc:r:gizoit:mznfron;i:-r\l/siggsshlcr)gt-j
of the machines the virtual machine is communicating bping ' yp

with. Even without network-usage fees, maintaining asecrets between friends cannot be replicated, requiring a

. : centralized public-key infrastructure (PKI) for authen-
virtual machine on EC2 for a month currently costs close. ~ . ) .
0 $75. ticating requesters and enforcing access control poli-

Wi . . cies. Furthermore, aggregated data such as the Facebook
€ recognize that many people may choose to IV ews feed that collects updates from a user’s friends can
up privacy and autonomy in exchange for free service. : P .

L only be replicated at hosts that are authorized to access
However, we feel that it is valuable to explore the bene-

fits and limitations of alternatives such as Vis-a-Vis, es-eaCh of these data feeds.

ecially as public awareness of privacy issues grows an In this paper, we preseifisa-Vis an architecture
b Y as pubs . P y 9 9or OSNs that resolves these tensions throwftual
the price of utility computing drops. Individual Servers (VISs)A VIS is a personal virtual
Vis-a-Vis aims to satisfy the following goals: to b

mimic the privacy expectations and trust relationshi Smachme instance hosted by a cloud computing utility
: . privacy exp ) P such as Amazon’s EC2. The key insight behind the Vis-
in offline social networks; to support both OSN groups; . ) . : .
S : . a-Vis architecture is that VISs enable OSNs in which

that anyone can join and groups with restricted mem- ; L
data management and service availability are decou-

bership; to allow both public groups whose existence is o
openly advertised, and secret groups whose existence sled‘. Building an OS.N of fedgra_ted VISs offer_s an at-
ractive new alternative to existing OSN architectures

known only to their members; to scale to both very large o : . L
y y'arg because it gives users direct control of their sensitive per

and very small groups; to eff|C|er_1tIy_ support commonsonal data and relies on the compute utility to ensure that
OSN operations such as a user finding groups of inter= . . .
est, joining a group, leaving a group, and searching formaCh'neS are highly available.
o . AR ’ The goal of the Vis-a-Vis architecture is to give users
information within a group. .
complete control of their data and to support as many

3 Design features of existing OSNs as possible. The first step to-

, , ... ward this goal was recognition that OSN data can gen-
Online social networks (OSNs) that cede responS|b|I|tyer(,;l"y be categorized as eithmstrictedor searchable

for user data to a single administrative entity are inher‘Restricted information is used to enable data sharing
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among mutually trusting users. Restricted information3.2 Searchable Information
is only accessible to authenticated parties and is subje&earchable information in Facebook consists of 1) users’
to access-control policies specified by the data ownefinatworks” which refer to a user’s employer, past or
Searchable information in OSNs is accessible to a muchyesent educational institutions, or current geographic
wider subset of the OSN and allows strangers with simyegion, 2) biographical details such as a user’s religious
ilar attributes or interests to find each other. views, birthdate, cultural interests, and hometown, and
In Vis-a-Vis, restricted information is stored and man- 3) public groups and “fan pages.” Some searchable in-
aged by users’ individual VISs. VISs act as refer-tomation is only available to members of the same net-

ence monitors over this sensitive data, authenticating re,ork. Since searchable state is shared among thousands
questers and enforcing access-control policies. Vis-an4 sometimes millions of users, managing it in a single
Vis manages searchable information throughtiged  \/|5 is infeasible.

groupabstraction. Typed groups represent a potentially ag 4 result, searchable information in Vis-a-Vis is
large set of users who share an attribute. Vis-a-Vis canscessed and manipulated through typed group
support nearly all searching and browsing features comapstraction.  This abstraction is general enough to
mon to OSNSs through a concise set of primitives for Ma-capture most of the ways in which users are browsed

nipulating this abstraction. . o in existing online social networks. Typed groups
The rest of this section describes Vis-a-Vis's data-|ggically consist of users with shared interests or

management schemes in greater detail. attributes and are named bydescriptor that can be

3.1 Restricted Information expressed as &ype, key) pair. For example, a user

Restricted information in Facebook generally consists mwith name “Jane Doe’, who graduated from Duke
9 Y University, and works for AT&T might wish to join the

1) complete-profile views including friend lists, personal
/ L - groups(FULLNAME, JaneDoe), (FIRSTNAME, Jane),
pictures, walls, news feeds, and other activity notifica (LASTNAME, Doe),  (EDU, DukeUniversity), ~ and

tions and 2) inter-user messaging state. Restricted in}

. ) : (EMPL, AT&T).
formation can only be viewed by other users with the S\ . . .
L Vis-a-Vis relies on types to disambiguate groups that
explicit consent of the data owner.

Support for restricted information in Vis-a-Vis is rela- might otherwise have similar descriptions. = Vis-a-Vis

. . ) C .~ does not restrict descriptors’ format or provide a pre-

tively straightforward. Each user’s VIS maintains point- - ; S
s : .. defined set, as is the case for top-level domains in DNS.
erstoits friends’ VISs and uses a protocol such as Diffie- - i i
Types are only provided for convenience; users are free

Hellman [8] to negotiate cryptographic shared secre ; ; . i
keys whenever a new friend link is established. Oncetto assign arbitrary descriptors to the groups they cre

; . ate, although we believe that a set of well-known types

these keys are negotiated, if a user wants to access her )
SN . ; ; . would emerge in any real deployment.

friend’s restricted information, their VISs mutually au- Vis-2-Vis supports four operations on tvped arouns

thenticate and establish a secure communication chan- PP P yped group

nel. Using this secure channel, the querying VIS invokesunder the following semantics:

a well-known Vis-a-Vis API to access her friend's data, 200! create(descriptor) Creates a group and adds the
In response to these AP requests, each user's VIS acts ~ Créator as the initial member. If the group already

as a reference monitor, consulting access-control poli- ~ €Xists, the operation fails. _ _

cies to determine whether the requesting VIS is autho_boolJOln(descrlptor) Allows a user to mserthe_rs.elfmto.

fized to perform a given operation. Of course, once a & 9roup. Success depends on the admission policy

VIS gives an authorized VIS a piece of restricted infor- r the group.

mation, it cannot stop that other VIS from further di- bool leave(descriptor) Allows a user to remove herself

vulging that information. However, such a betrayal of ~ fr0m a group. This operation should always suc-

trust is not substantially different from those that can  ¢€€d- . _

happen in offline social networks when one person givestring duery(descriptor, string) Allows a user to send a

information in confidence to another. query to all members of a group. Depending on the
The state that a VIS must maintain to securely serve ~ 9rOUP semantics, the query may require a user to

restricted information grows with the size of a userslist ~ authenticate themselves to receive an answer.

of friends. Both prior studies of OSNs and our own Vis-a-Vis implements the typed-group abstraction

limited study of Facebook show that a typical user will through a multi-tiered distributed hash table (DHT)

maintain links with hundreds of friends. Given the rel- structure. We use DHTs because of their scalability

atively small size of the pair-wise cryptographic state@nd existing support for multicast communication [7].

that would have to be maintained for each friend, VISsThough many DHT deployments have sufferred from
should have no trouble managing this data. problems with prohibitive volumes of control traffic [28]
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and lack of security guarantees [6], the stability of t
compute utilities in which individual VISs execute sav
Vis-a-Vis from these problems.

First, since VISs are maintained by a compute utili
they are highly available. This allows nodes in Vis-a-\
to safely suppress the vast majority of keepalive m
sages that might be required to maintain the same st
ture in more volatile environments.

Second, as compute utilities begin to deploy trus
platform modules (TPMs), Vis-a-Vis will be able t Group 1
avoid the correctness and security concerns that can: g:z:g; Teenmmnaes
in open DHT platforms due to Byzantine and maliCio  MetaGroup
nodes. TPM has been virtualized and integrated i..
common utility hypervisors such as Xen [4]. A TPM in-
frastructure within the cloud will allow compute utilities

to prove to their customers what software is executin
P gDers. Lists stored in the Meta Group contain a subset of

under their account. For Vis-a-Vis, this will allow nodes
to prove to each other that they are executing correct proin€ VISs whose owners are members of the typed group

tocol implementations. described by the corresponding hash input.

However, even with TPM, since Vis-a-Vis is an open Figure 1 shows a Vis.—a—\ﬁs network of eight VISs and
framework without a centralized PKI, it cannot pre- thrée groups. Group 1is composed of VISs A, B, E, and
vent all Sybil attacks [9]. A single user can create H: Group 2is composedof A, C, D, F, and H, and Group

multiple anonymous Vis-a-Vis presences or use social> IS composed of B, G, and H. All VISs are members of
engineering techniques to masquerade as another uste Me?a Qroup. .
All of the OSNs of which we are aware suffer from the _Admission, key-value semantics, and access control

same problem. Facebook provides mechanisms for de?f typed-group DHT state can be arbitrarily defined by
feating some forms of masquerading by restricting acN€ group members. For example, group-specific shared

cess to certain network attributes. For example FaceState such as descriptions, notifications, messages, and
book verifies that a user has access to an email addreBictures can be stored in a group’s DHT. The storage

in the duke. edu domain before allowing them to join burden of this state is only borne by a group’s members.
the Duke University network. As a result, if a user re- Because failures are rare, traffic surges due to reestab-

ceives a friend request from someone claiming to pdishing k-replication guarantees over this shared group

their college boyfriend, the likelihood that the requesterState will be infrequent.

is actually their former boyfriend is greater if they can AN attractive side-effect of Vis-a-Vis’s typed-group
demonstrate membership in the college’s network. Admplementation is that it enables closed, secret groups.

we will describe shortly, since Vis-a-Vis supports arbi- FOF €xample, a group descriptor could be established
trary group admission policies, Vis-a-Vis users can apUt-0f-band among a cabal of mutually trusting human
ply similar anti-Sybil measures when appropriate. users. By C(_)ntrolllng admlssmr_l and establishing group

Vis-a-Vis's multi-tier DHT structure is composed of CryPtographic state among their VISs, the group could

a set of highly-available VIS instances, where each vIs0€ established within the Vis-a-Vis framework without

corresponds to a human identity. VISs assign themselve&€ knowledge of anyone but the group members them-

a unique 160-bit identifier and collaboratively form a Selves. . _

logical ring using the identifier namespace. The top- | Ne create, join, leave, and query operations for ac-
level DHT is called theMleta Group It maps keys con-  C€SSing typed groups are implemented as follows:
sisting of the cryptographic hash of a group descriptorcreate

to values consisting of a fixed-size list of VISs identi- To create a typed group, a user first performs a lookup of
fiers and small amount of additional data describing thethe appropriate key in th;e Meta Group. If the lookup suc-
groupAsgtl:h as a an XML specification of the grOUpSceeds, then an error is returned. If the lookup fails, then
qu_lc?ry q ' impl ted as DHT th the user inserts a new list with her VIS as the sole mem-
iderz/t?f?er %r::cpes:srirllgpi\ﬂ(eeTaerC];?ouzsand asreorrLaiﬁtZ?nn; er into the Meta Group under the appropriate key and
by the VISS of its members. This requires VISs to main- nstantiates a routing table for the newly created DHT.
tain routing state and store key-value pairs for the Meta

Group and every typed group of which they are mem-

“Figure 1:Example Vis-a-Vis Network with eight Vir-
tual Individual Servers and three groups.
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join 3.3.2 Suggestions

To join a group, a user performs a lookup of the appro-Friend and group suggestions are an extremely useful
priate key in the Meta Group. If the lookup fails, then an feature of OSNs. This feature can be implemented in
error is returned. If the lookup succeeds, then the user¥is-a-Vis as follows. First a user’'s VIS queries each of
VIS chooses a node in the returned list and requests peher friends’ VISs for a list of their friends. The user’s
mission to join the group. VIS then counts the number of non-mutual friends re-
Vis-a-Vis supports arbitrary admission policies. Forturned by her friends and sorts this set in descending
example, in a completely open group, the initial nodecount order. The first users in this sorted list can be
can immediately return DHT routing state for the group suggested as people the user might want to be friends
to bootstrap the new member as well as any groupwith. This process can also be applied to groups and
specific cryptographic state. More interesting policiesinterests.
are also possible. Mimicking the admission policies of . o
Facebook’s educational networks, group members coulg's'3 Third-Party Applications
require evidence of access to an email address within Eacebook applications have quickly become a popular
specific domain. Alternatively, a group could require ex-feature of the OSN [15]. Many of these small appli-
plicit human consent from a majority, or even all, of of cations mimic many features of groups by aggregating
its members before adding a new member. information about their install base on off-OSN servers.
Regardless of the policy, once an admission procesEor example, the “Visual Bookshelf” application allows

has reached a decision, a user’s VIS returns the result. fiends to share information about which books they
have recently read. These applications can easily be im-

plemented as typed group by searching for their friends’
To leave a group, a user will need to drop the DHT rout-VIS identifiers within the application-specific DHT and
ing state associated with the group and stop respondingubmitting queries to those that are found.
to keepalive messages for that DHT. Another common type of Facebook application allows
query users to embed data from non-Facebook sources within
their Facebook profile. For example, the “My Flickr”
To query agroup, a VIS can use a multicast service sucBpplication allows installers to automatically display in
as Scribe [7] to contact all members of a group. If theFacebook photographs they have posted to the Flickr
group was configured without multicast support, the VISphoto sharing service. These applications can simply

can also use query the basic DHT, thereby trading spacgn in a user’s VIS, grabbing data from disparate Internet
to maintain multicast trees for time to traverse the DHTaccounts and integrating into a Sing'e Vis-a-Vis view.

in a more naive way. As with admission, groups are free o
to provide arbitrary query APIs and can store an Ap|3-4 Limitations
description in the Meta Group along with the short list Although, Vis-a-Vis can support many common OSN
of members. operations, some are either expensive or infeasible to
33 Common OSN Features !mplement. Qne such feature is an ‘Advanced Sear<_:h

_ R _ interface which allows users to filter users across a wide
To demonstrate the generality of the Vis-a-Vis architec-range of attributes. An example advanced search query
ture and the typed group abstraction in particular, thismight be to find all users in the Duke network, living
section describes how many common OSN features cajy New York, who list basketball and sushi as an in-
be implemented using Vis-a-Vis. terest. Vis-a-Vis struggles with this kind of query be-
3.3.1 Searching and Browsing cause it cannot easily comp.ute the intersection of multi-
e typed groups. This requires a more centralized data-

. . I
Groups can be searched by using the descriptor to rE\?'nanagement infrastructure than Vis-a-Vis can support.

trieve an initial list of members and the query-API de- r;q type of limitation is a tradeoff that Vis-a-Vis incurs
scription from the Meta Group. The IP addresses of;) o <oy of improved privacy

members’ VISs can be resolved using the routing state
of the Meta Group. Following the format outlined inthe 4 |mplementation

API description, a user can then submit a query to eac . o, . .
of these addresses. To find a friend within a partic:ula:\jNe built a Vis-a-Vis prototype following the design de-

group, a user would perform a lookup of their VIS iden- scribed in the previous section and deployed this proto-
tifier "; the group DHT type on a variety of virtualized computing environments.

This section describes our implementation.

leave
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4.1 Core DHT-Based Software 4.1.3 Additions to Pastry and Scribe

Our Vis-a-Vis prototype uses Pastry [31] to provide ba-Meta Group: We made minimal modifications to Pas-
sic distributed hash table (DHT) functionality. We also try to implement our Meta Group concept. For join and
use Scribe [7] to provide multicast functionality on top leave operations, the default Pastry functionality is suf-
of Pastry, but only in groups whose configuration op-ficient because this group’s join and leave semantics are
tions require multicast. We first give some backgroundidentical to Pastry’s. For information searching and ad-
on Pastry and Scribe, then describe our additions to thigertising operations, we created two new types of Pastry
software base. messages: searchGrouplinfo and Groupinfo. The con-
411 Pastry tents of these messages are the identifying information
o of the group. To search or advertise, the hash of the
Pastry [31] is an implementation of distributed hash ta-group information is generated and used as the ID to
bles. Like similar systems, Pastry provides routing ofwhich the message is routed. Then, the node with the
small messages across the overlay of nodes associatgfhsest ID to the generated ID receives the message.
with the same DHT, and exhibits a number of desir-\we extended Pastry’s default message handler to handle
able properties such as scalability, fault tolerance, anghese two new types of message.
automatic load rebalanCing. Every node in Pastry has When a node receives a Group|nf0 message, it first
a unique ID (a 128-bit unsigned integer) representing aearches its own database for the group information
position in a logically circular keyspace. These IDs cangpecified in the message. By database here we mean
be obtained, for example, by hashing the IP address ogny suitable data store, from a simple XML file to a full
DNS name of a node. Each node maintains 3 differentejational database server. If the group information does
tables: a routing table, a neighborhood list table, and &t exist in the database, the node adds a new entry con-
leaf-nodes table. Pastry uses these tables to h8|p roufaining the received group information. If the group in-
messages within the overlay. formation already exists, the node only updates the entry

The properties of Pastry DHTs guarantee that thef the sender is the same as the owner of the group infor-
number of hops each message takes will not be greatepation, as specified in the database.

thanlogy IV, whereN is the number of nodes avds a
configuration parameter that is typically set6toAddi-

tionally, the space required for storing the routing table - ;
is not greater thatvg,s N x (2b + 1) entries. the creator of a group to specify a number of independent

There is no fundamental reason why a Vis-a-Vis configuration parameters. These parameters include:

implementation must be based on Pastry. We could ¢ Membership approval policy, e.g., open to every-
have based ours on any similar DHT system such as  one, requires the approval of the administrator, re-
Chord [33], CAN [27], or OpenDHT [29]. We chose quires the approval of a minimum number of exist-
Pastry because of the availability of a robust, open- ing members, subject to a vote by all current mem-
source software base [21] upon which a number of bers, etc.
higher-level applications and services have been built ¢ Membership notification policy, e.g., no one is noti-
and deployed. fied of new joins and leaves, only the administrator
. is notified, all members are notified, etc.
4.1.2 Scribe C . : . .
« Group visibility policy, e.g., group is advertised in
Scribe [7] is such a service, a decentralized multicast g Meta Group, group is kept secret, etc.
and publish/subscribe facility built on top of Pastry. Like . . .
: ) Our implementation and evaluation work has focused
Pastry, Scribe uses heartbeat messages to automatlcallx ) .
S . . . oh two example group configurations that represent two
detect nodes joining and leaving, either voluntarily or : ; . R
) o ; extremes in the range of options available in this param-
due to failure. It then re-organizes its routes accordingly In th inder of thi f
A Scribe group is formed by the union of Pastry routeseter space. In the remainder of this paper we refer to
these two configurations as follows:
from each group member to the root of the group. By ] ) )
utilizing Pastry’s routing mechanism, the union of Pas- * Open Group: Membership requests are immedi-
try routes is ensured to be a tree. Furthermore, each node ~ ately granted without consulting anyone, and no
in the Scribe group maintains a children table pointing ~ ©ne is notified of joins and leaves. _
to all of its child nodes in the multicast tree. When a * Closed Group: Membership requests are subject to
node receives a multicast message, it forwards the mes- & vote by all existing members, and all members are
sage to all of the nodes in its children table. In additon ~ reliably notified of joins and leaves.
to multicasts, Scribe provides functionality for anycasts We now describe the implementation of these two
and event notifications. sample group configurations.

Groups: As mentioned earlier, the Vis-a-Vis architec-
ture supports a wide variety of OSN groups by allowing
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Open Group: An Open Group is a modified Pastry then sends a response message containing the result of
group. It is similar to a Meta Group because any nodethe vote to the candidate node, through the representa-
can join the group. Nevertheless, we modified the Pastryive node. The representative node also saves the result
join protocol to have an explicit out-of-band handshakein its own database.

between the candidate node and a representative of the When a member node receives a VoteRequest mes-
group. In the case of an Open Group this handshake isage, it stores the vote information in its own database
implemented not out of necessity but to have a uniformfor human inspection. The owner of this node can then
mechanism across different group configurations. In thigeview its list of pending vote requests and send his bal-
way all groups use the same mechanism and the creatdet at a later time. The user interface is web-based, as
defined policies are configurable per group. explained in the next subsection.

To handle the modified version of the join proto- When the candidate node receives a response mes-
col, we created two new types of Pastry message: Josage, it can then formally join the group only if the re-
inGroupRequest and JoinGroupResponse. For Opesult is positive. To formally join the group, the candidate
Groups, a candidate node sends a JoinGroupRequesbde joins the Closed Group DHT through the represen-
message to a representative of the group. When th&tive node. The representative node then checks the re-
representative node receives the message, it first checksilt of the vote in its database. If the resultis positive, th
whether it belongs to the group specified in the Join-candidate node is added to the Closed Group DHT and a
GroupRequest message. If it is a member of the speanembership update is multicast to the Closed Group.
ified group, it then sends an approval message to the We also modified Scribe to maintain the member list
candidate node through a JoinGroupResponse messagdevariant during node failures. In Scribe, each node
When the candidate node receives an approval, it forsends a heartbeat message to its parent node. When a
mally joins the Open Group by joining the DHT of the parent node fails to respond to the heartbeat message,
open group through the representative node. a node-fault handler automatically reorganizes the mul-

As with a Meta Group, leaving an Open Group is ticast tree. We extended the Scribe node-fault handler
identical to leaving a Pastry group. Therefore, a mem-+o also notify the creator of the group about the parent
ber leaves an Open Group by calling Pastry’s destroynode’s failure. To determine whether the parent node
function. This function destroys and removes the callingactually failed, the creator of the node then sends a
member’s node from the Open Group DHT. liveness-check message to the parent node. If the par-

To find and retrieve information in a group, we cre- ent node still fails to respond to this message, then the
ated two messages: tagMessage and searchTagResultcteator of the group multicasts a message to remove the
a member wants to find a keyword, a tagMessage conparent node from the member list.
taining the keyword is created. To determine where to Leaving a Closed Group is not as simple as leaving
send this message, the hash of the keyword is used @ Open Group because each member needs to be no-
the destination ID. This message gets routed to the nodified. A member must first notify all members of the
with the closest ID to the destination ID, which in turn group before leaving the Closed Group by multicasting
sends back a searchTagResult message containing dat€RemovalUpdateMemberList message, which tells all
associated with the keyword. In our implementation, therecipients to remove the member from their respective
recipient node searches its XML file for the tag with the member list. Only after multicasting this message can a
same keyword and all related entries are returned. member call Pastry’s destroy function.

In our implementation, searching for information in a

Closed Group: A Closed Group is a modified Scribe c():_losed Group works the same way as in an Open Group.

group. A Closed Group uses the same handshake prot
col as an Open Group. However, we made significantad4.2  Auxiliary Web-Based Software

ditional modifications to both Pastry and Scribe to main-g, testing purposes we also developed a primitive web-
tain the invariant that every group member keeps an aGgaqeq yser interface to Vis-a-Vis. Each VIS runs an
curate list of all other group members. When a represenapache Tomeat server in addition to the core DHT-based
tative node receives a JoinGroupRequest, it forwards thefrvare described above. We deployed Java Server
message to the creator of the group. The creator theninp,ges (3SPs) and Servlets in the Tomcat server to im-
tiates a voting mechanism by multicasting a VoteRequesh e ment the user interface and its underlying logic. The
message to the group. This message contains the Cr§gpg present simple web forms that a person can use to
dentials of the candidate node and the deadline for thﬁ)in and leave a group, search and advertise group in-
vote. We added a timer to Pastry that the creator Useg, mation, search and advertise tags, and cast ballots for
every time a vote is required. When the timer goes off,onqing vote requests. The Servlets store objects related
the creator starts counting all of the ballots received ang,, the Meta Group and other groups as session objects.
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Figure 2:Empirical CDF of the number of friends a Figure 3: Empirical CDF of the number of groups a
Facebook user has. Facebook user has joined.

5 Eval uatlon Empirical CDF of Number of Members a Facebook Group Has
5.1 OSN Characterization

We set out to characterize real OSNs in order to have
up-to-date statistics with which to drive our evaluation
of Vis-a-Vis. In particular, we measured the following

Facebook characteristics:

o
©

o
©

°
3

o
o>

* Number of friends a user has.
« Number of groups a user has joined.
* Number of members in a group.

We used these numbers to gain insight into appropri:
ate parameters to use in our experiments, since we wal
to evaluate the performance of our prototype as it woulc o 50 100 150 200 250 300 50 400 450 500
be used by a typical OSN user. We chose Facebook t umberof Members
be the source of these numbers because:

Fraction of Groups
o o o o
N w S (4

T

o
[

o

Figure 4:Empirical CDF of the number of members

» Facebook is by some measures the largest OSN Sel5 3 Facebook group

vice in the English-speaking world [32].

» Facebook h API that b d for de-
v;f)iir?gthi::‘js—;flz:rt?/lfpnplicatior?s ([:ff] e usedior esampled 669 distinct groups and 43 users. Figures 2, 3,

and 4 show cumulative distributions for the three charac-
5.1.1 Facebook Application teristics of interest, while Table 1 shows summary statis-

In order to obtain the basic parameters of Facebook, wécs.
developed a simple Facebook application named “On-

line Social Network Portrait”. This application gathers _ min _ max  avg  std deviation
and stores the aforementioned characteristics of every # Of friends

user that agrees to run it. For privacy reasons we used _Peruser 1 612 187.06 114.67
the MD5 cryptographic hash algorithm [30] to scramble  # of groups

all user and group IDs before saving anything to stable __P€r user 1 51 11.97 10.26
stage. # of members

per group 25 497 246.24 196.49

5.1.2 Facebook Statistics

We have been running the “Online Social Network Por-
trait” application for approximately two weeksand

Table 1: Summary statistics of sampled users and
groups on Facebook (excluding one minimum and
one maximum value)

linformation about this application and the most cur-
rent results are available on the application group page
http://www.facebook.com/group.php?gid=41974516054
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5.2 Experimental Testbeds latency, and packet losses. In addition to network vari-
We evaluated the performance of our Vis-a-Vis pro_ability, PlanetLab experiments capture the effects of load
totype on Emulab and PlanetLab, two experimentalPlaced on th_e test nodes themselves by th_e many exper-
testbeds composed of virtualized computing nodes. WAMeNts running on PlanetLab at any one time. For ex-

also deployed VaV and tested its correctness on sever&mPple, during our experiments the average CPU load on
other collections of machines running the Xen virtual 88ch node was greater than 10, as reported by the Linux

machine monitor [3]. We will now describe each testbed.{oP command. _ o
For our PlanetLab experiments we provisioned 120

5.2.1 Initial Testbeds VISs distributed throughout the Earth, as seen in Fig-
We first deployed the Vis-a-Vis prototype on three dif- ure 5. On each VIS we installed the same software that
ferent environments: a cluster of laboratory machines awe installed on our Emulab VISs, namely our Vis-a-
AT&T Labs, an experimental utility computing cluster Vis prototype software, Apache Tomcat 6.0.18, and Java
at Duke University, and the commercial utility comput- JDK 1.5.

N9 mfrastructur_e provided by Amazon E_CZ' Machlr!es5_3 Vis-a-Vis Performance Characteristics

in all three environments ran the Xen virtual machine .

monitor. These experiments served to show the correct/Ve evaluated the perf.or.mance of our Vis-a-Vis proto-
ness of our VaV design and implementation, but we werdYP€ using three criteria: latency of basic OSN opera-
limited in how many virtual machines we could deploy 10ns, memory overhead incurred to maintain the neces-
in these environments. For example, EC2 currently lim-Sary data structures, and traffic required to maintain the
its each customer to 20 virtual machines. As a result, wginderlying DHT structure.

moved on to conduct larger-scale experiments on Emus 3.1 Latency of OSN Operations

lab and PlanetLab. The time VaV takes to complete OSN operations is crit-

5.2.2 Emulab ical to the user experience. We measured the latency of

Emulab [35] is a network testbed that provides resource€ following example operations as we varied the group
for conducting experiments on distributed systems. AllSize: joining an Open Group, joining a Closed Group,
of the resources are located on a single site, the Unijand searching for information in a group.

versity of Utah. Each user can request a set of virtual FOr each of these sample operations, we created a
machines to emulate a network with arbitrary topology.Méta Group consisting of all available VISs. Every op-
Emulab provides the user with an interface to specifyration was conducted 5 times on a group size of 20, 40,
the bandwidth, latency, and losses between nodes, alorfRf> 80, and 100 VISs randomly chosen from our 120
with other parameters. Furthermore, a user can createR{oVisioned VISs. Figures 6, 7, and 8 report the average
virtual image that can be uploaded to all of her nodes irof these results along with their standard deviations.

the experiment. Joining an Open Group: For this experiment we ran-
We provisioned 105 physical Emulab nodes for ourdomly picked one node from the Meta Group and had
experiments. On each node we installed a pre-builit request to join the Open Group through a randomly
VIS image containing our Vis-a-Vis prototype software, picked member of the Open Group. We measured the
Apache Tomcat 6.0.18, and Java JDK 1.5. We used @§me between when the candidate node sent the join re-

simple topology where all nodes are connected to a sinquest and when it became a member of the group. The
gle 100Mbps network switch, without artificial latency results are shown in Figure 6.

and losses. We used the experimental results from this This figure shows that join latency for this type of

simple topology as a baseline with which to compare ourgroup does not grow appreciably as the group size grows
results from PlanetLab, which in contrast capture manyfrom 20 to 100. The Emulab results are quite stable.
complexities of real-world networks. The PlanetLab results exhibit more variability due to the
523 PlanetLab varying network characteristics and testbed loads dis-

| b . d-wid h K for th cussed earlier. Overall, these results indicate that the
Planetl.ab [34] is a world-wide research network for the;q, o heration will scale well to larger group sizes, at

deployment of qlistributed systems. PlanetLab ConSi,St?east to sizes in the hundreds of members, the largest we
of hundreds of sites arognd the world. Each ofthese sites,\\ in our Eacebook study.

hosts one or more physical nodes. Authorized users can

request virtual machines from any site for their exper-Joining a Closed Group: For this experiment we ran-
iments. Unlike Emulab, PlanetLab sites are geographdomly picked one node from the Meta Group and had
ically distributed. PlanetLab experiments thus capturdt send a join request to a randomly chosen member of
characteristics of the live Internet: variable bandwidth,the Closed Group. Recall that our Closed Group re-

Page:9



Figure 5:Geographic distribution of the 120 Virtual Individual Serv ers in our PlanetLab experiments.
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Figure 6:Mean latency of joining an Open Group in  Figure 7:Mean latency of joining a Closed Group in
Emulab and PlanetLab. Error bars show the stan- Emulab and PlanetLab. Error bars show the stan-
dard deviation. dard deviation.

quires that all members vote on whether to admit theFinding and Retrieving Information in a Group:
candidate node to the group. In addition, it requires thafThe goal of this experiment is to measure the latency
all members be notified as to whether the join requesbf searching for a keyword within a previously created
was granted or not. Because both of these configuratiogroup. We measured the time between a randomly cho-
choices require that all group members be contacted besen member of a group submits a query containing a
fore the join operation can complete, our Closed Grougkeyword and when it receives the data associated with
can be thought of as the worst case for join latency. Figthis keyword. More concretely, during our experiment
ure 7 shows the measured join latency, not counting thé¢his node searches for all data associated with randomly
human think time that would normally be required to al- generated and previously advertised keywords.
low group members to enter their votes. Figure 8 shows that search latency is not greatly af-
As shown in Figure 7, the latency of joining a Closed fected by group size, as desired. Again the Emulab re-
Group grows slowly with the size of the group. This sults were very stable because they come from a con-
growth is due to those configuration choices that requirdrolled laboratory environment, while the PlanetLab re-
all members to be contacted as part of the join operationsults exhibit greater variability because of external fac-
Groups created with less burdensome configurations wiltors.
perform better, as did the Open Group.
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Mean Latency of Searching a Tag 5.3.3 Maintenance Traffic

In order to maintain the underlying DHT structure,
25) ] VISs must exchange regular heartbeat messages with the
nodes from their Leaf Sets and Route Tables. In the pres-
5 2 1 ence of churn, VISs exchange updated rows and update
them locally. The rate of these messages is configurable
< 15f 1 and determined based on node churn, availability, and
5 . L failure rate. We see that in a highly available environ-
T o - [ o . ] ment maintenance traffic is not an issue due to rare fail-
hN ures. However, it is possible to reduce even this traffic
°sf L ] using several performance optimizations, for example,
- —t by merging all Leaf Sets and Route Tables of a VIS into
% 2 10 50 o 10 10 a Super Leaf Set and a Super Route Table in order to

Number of Nodes

take advantage of having common members in several
groups. Another example may include usage of Super-
Pastry [5], which is a hybrid of structured and unstruc-
tured overlays. SuperPastry significantly reduces churn
rate and, therefore, maintenance traffic in the system.

5.3.2 Memory Overhead 6 Related Work

Memory overhead is another important metric becauserhis section discusses work related to Vis-a-Vis that has
it yields insights into how much memory a VIS needs not already been mentioned elsewhere in this paper.
to dedicate to maintaining Vis-a-Vis functionality. The  Social VPN [14] is a virtual network that exploits so-
overall memory consumption for a group consists ofcial and overlay networks. It uses the infrastructure of
the Pastry route table, the Pastry leaf set, other Pastrysocial networks, such as Facebook, to exchange creden-
related data structures, Scribe-specific datastructuregials of users. Social VPN takes advantage of the rela-
and VaV-specific data structures. To quantify these valtionships formed in social networks to determine which
ues we serialized relevant Java objects and measurgshirs of people already trust each other, so as to auto-
their sizes. Other instances of memory consumptiormatically configure IPsec tunnels between machines be-
were measured directly. longing to these pairs. In contrast, Vis-a-Vis keeps track
The left and right graph of figure 9 show the measuredof the social relationships and handles the OSN opera-
memory overhead of an Open and Closed Group, respegions. Moreover, the motivation of Social VPN is fun-
tively. The graph shows that the memory overhead of arjamentally different from the motivation of Vis-a-Vis.
Open Group tapers off after a group reaches a certaigve avoid turning over sensitive information to a cen-
size. The curve for Open Group increases until the sizeral server, since this would undermine the whole idea of
reaches 24 because in our implementation the Leaf Sefjs-3-Vis.
size is 24. NOYB [16] takes a completely different approach to
In contrast, the memory overhead of a Closed Grouphe privacy threats of centralized OSNs by encrypting
grows with the size of the group. The reason for thissome of the data that users hand to the service. This is
growth is that the Closed Group was configured to re-appealing because it may allow users of existing OSNs
quire that each member store the list of all members ofo retain their existing profiles, while Vis-a-Vis requre
the group, whereas this requirement is not there in thgsers to completely divest themselves.
Open Group. We can consider the Closed Group config- NOYB partitions user data into small cryptographic
uration to be the worst case for memory overhead, as wenits called atoms, which correspond to various at-
did with join latency. A wide range of group configu- tributes associated with a user. The technique allows
rations will incur less memory overhead that our exam-users to cooperatively scramble their profile attributes
ple Closed Group. Furthermore, we argue that groupsvith other trusted users’ via pseudorandom substitution
such as this Closed Group, where members care to voi§o that friends can locate a user’s real attributes, but the
on each new membership request and want to know the SN cannot. Another key feature of NOYB is that the
identity of all other members, have natural size limits OSN is oblivious to the presence of the encrypted data,
that reduce the importance of the scalability limitationspecause atoms stored in the OSN look like legitimate
that we have just discussed. profile values.
NOYB represents a very appealing approach to pri-
vacy in OSNs, but there are several drawbacks compared

Figure 8: Mean latency of searching for a data item
in Emulab and PlanetLab. Error bars show the stan-
dard deviation.
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Figure 9:Memory overhead per Virtual Individual Server to support Op en and Closed Groups.

to Vis-a-Vis. First, retaining any presence in a central-eliminating “man-in-the-middle” attack. However, Tur-
ized OSN leaves users open to the “Beacon attack,” irfle does not try to position itself as a social network ser-
which the service directly notifies a user’s friends of po-vice, and, therefore, it does not provide any means for
tentially sensitive activity in other corners of Internet. forming different groups or advertise points of interests
Vis-a-Vis users are not vulnerable to such attacks bewithout flooding all members. Moreover, Turtle’s un-
cause their VISs control all data sent along their sociaderlying architecture is an unstructured overlay, hence,
links. Second, NOYB requires additional key-managingflooding a query may not be efficient when compared to
software to be installed on any client machine accessmulticast within a DHT. Finally, it is not clear how Tur-
ing encrypted profile data, including public kiosks andtle behaves in the presence of churn and unavailability
mobile phones where it may not be convenient. Vis-a-of some friends.
Vis only requires clients to have a web browser. Finally, Seaweed is a scalable infrastructure for delay-aware
it is unclear how well NOYB generalizes to non-textual querying of large and highly distributed datasets [25].
information, while Vis-a-Vis can secure arbitrary data This infrastructure is used to submit routine queries in
types. WANSs and it effectively tolerates unavailability without
Turtle [26] is an anonymous peer-to-peer network dethe need to replicate the actual data. Seaweed trades
signed for private information sharing using pre-existingavailability for latency, and one person may be willing to
social relations. Turtle projects trust relationshipsifro wait longer to get more accurate results, whereas another
the real world into the overlay to eliminate fear of cen- may be satisfied with less thorough data obtained sooner.
sorship or legal sanctions in open networks. To controlThis infrastructure is built using a DHT and has all of
sensitive data every node allows to assign a specific athe attractive properties exhibited by structured ovexlay
tribute set to each shared data item, such that only aufault-tolerance, scalability and self-organization. Whi
thorized people are able to get this item. All commu-motivation for building Vis-a-Vis and Seaweed are very
nications within Turtle are encrypted and search querieslifferent, they have a number of similarities. Both of
are broadcasted to all “friend nodes” using a hop counthese projects refuse to replicate the actual data, the for-
bit. Vis-a-Vis has a similar motivation as Turtle and hasmer because of bandwidth overhead and the latter for
a few similar design decisions. Namely, closed groupprivacy issues. Seaweed replicates metadata within the
in Vis-a-Vis also assume out-of-band mutual trust be-overlay which helps to predict availability of the node
tween nodes and every member of the closed group reeven when this particular node is unavailable. Vis-a-Vis
lies on all members of this group. Thus, betrayal of oneuses replication of meta information in the Meta Group
member can compromise other members. Besides, sefor workload balancing as well as for failure-resistance.
sitive data can be received only through friends, hence,
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7 Conclusion

We

have presented Vis-a-Vis, a privacy-preserving

framework for online social networking based on the
novel concept of Virtual Individual Servers. VISs are

personal virtual machines running in a cloud computing[14

facility. Each user owns his own VIS and maintains con-
trol over the data, software, and access-control policies

on his VIS. Each VIS represents its owner in the con-

text of OSNs. VISs form overlay networks, one over-
lay for every OSN group that its owner joins. VaV uses

distributed hash tables to achieve scalable and efficient

[12] Facebook.

] Facebook.

Facebook principles, December 2007.
http://ww. new. f acebook. cont pol i cy. php.
Facebook terms of use, September 2008.
http://ww. new. facebook. coni t erns. php.

] R. Figueiredo, O. Boykin, P. St. Juste, and D. Wolinsky.

15]

OSN operations on this large federation of machinesyig)
Most importantly, the decentralized nature of VaV of-

fers great privacy advantages compared to the prevailing

OSN architecture based on centralized services. We fe¢l 7]
it is valuable to explore the benefits and limitations of al-

ternatives such as Vis-a-Vis, especially as public aware-
ness of privacy issues continues to grow and the price of

cloud computing continues to drop.
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