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Abstract—Recently, networks have increased rapidly both in scale and the model. Section IV presents an algorithm for finding a so-
speed. Problems related to the control and management are of increasing |ution for the model. Section V discusses the implementation

interest. The average throughput and end-to-end delay of a network flow . . . .
are important design factors. However, there is no satisfactory tool to obtain details. Section VIl shows how to apply this model to simulate

such parameters. The traditional packet-by-packet event driven simulation TCP with Random Early Detection(RED) [2]. The last section is
is slow when the network speed is high. The time driven simulation faces g short summary of the paper and an assessment of future work.
the difficulty of choosing the right time interval when simulating packet-
switched networks. As Transmission Control Protocol (TCP) is the most
widely used transport layer protocol, and it uses window based flow control
mechanism, classic queuing theories involving Markov Chain assumptions
are not applicable. q 9 9 P For rate based flow control networks, there are known solu-
This paper describes a model for window based flow control packet- tions to find the average throughput of each flow. For example,
switched networks. The model attempts to provide a way to obtain the the max-minfair rate allocation algorithm [1] computes each

steady state results for large and high speed networks using TCP. In this flow’s rate for a given network’s configuration and a set of flows
paper, we discuss in detail the construction, implementation and applica-

tion of the model. This paper also compares the results obtained from the With specified paths. Because the sending rate of eac_h ﬂqW and
model with those from the packet by packet event driven simulation. The the end-to-end delay are both unknown parameters in window

Il. RELATED WORK

comparison shows the model is correctly modeling the networks. based flow control networks, there seems no equivalent algo-
rithm to compute each flow's average sending rate, end-to-end
I. INTRODUCTION delay, nor the queuing delay at each router. In order to study

The Internet has been growing rapidly in recent years, Whilcehrge and complicated networks, more and more researchers are

. ; .. Using simulation instead. There are two effective ways to sim-
results in problems related to routing, flow control, adminis- : . . ; .

X . . ; late network. One is the discrete event driven simulation. The
tration, etc. Simulation and analysis are the two commo

used methods to study the characteristics of networks. Ho(\3v¥her is the discrete time dpven glmulatlon. Since n most net-
. . works, data are chopped into discrete packets, discrete event
ever, when networks become very large, neither method is eas

to implement. For example, the traditional packet by packe'iX/en simulation is straightforward and it often can grasp the

. : L ) . X Hature of networks.
level event driven simulation is slow when simulating a hig . . .
The current academically popular network simulatornsgs

d network. The fixed larity of th t dri imy-
speed hetwor © fixed granuiartly of the event driven Slm\%i, developed by the Network Research Group at Lawrence

lation is its bottleneck. Unless we change the abstraction level, ) . :
it is hard to improve its performance. The analytic method o serkeley National Laboratory(LBNL)ns is a discrete event

ten uses classic queuing and network stochastic models wh‘i*éP(e” simulator which can s_|mulate ?W'de range of protocols,
h as TCP and other routing, multicast protocols. The repre-

are restricted to problems that can be approximated as Marko(" @ L ;
chains [1]. As networks use complicated protocols such sgntation of an event ins is the state of a packet. Typical events

TCP/IP to implement flow control, they can't be simply modare the arrival or departure of a packet from a queue. Thus, de-

eled by Markov chain assumption. Thus, we lack a satisfat@-'led mformanon of each packet’s behavior can be obtained via
mulation. ns has a global scheduler that manages an event

tory model to study the behavior of window based flow contrd Thi . din the t that th
packet-switched networks. queue. is queue is arranged in the time sequence that the

In this paper we present a simple and applicable model gyents shou_ld happen. The simulation p_roceeds by simulating
window based flow control packet-switched networks. TheeaCh event in the (_)rder th_ey are stored in the queue. As one
model ignores the packet-level behavior of networks, Instezgi/ent takes place, it can trigger other events. These events are

it gives a higher level description, such as the average flow r éo inserted into the queue base_d on t_he tlm_e they are to hap-
)en. For the packet level event driven simulation, the simulator

and the average queue length at each outgoing link. InCorIOOEas to simulate each packet’s behavior even if we are not inter-
ing this model into simulation methods will hopefully provide . . P . L
ested in such a fine abstraction level. When the network’s size

practical way to study the behavior of large scale networks. is moderatens is an ideal tool to study network protocols. The

Section Il is a review of the related work. Section Il intro- S . \
. . ; getaned information about each packet'’s trace, such as when the
duces the model. It includes basic assumptions the model de-

: : . apacket arrives at a specific router, or when and where the packet
pends on and it also describes the meaning of every formuld in ; .
Is dropped, can be precisely recorded. However, discrete event

This research was supported by the Advanced Research Projects Agencg!’(l)yen simulation is slow When_ th_e S_Peeo_' of n_etworks 'S_ high.
the Department of Defense under contract DABT63-94-C-0072. First, the packet level granularity is fixed in spite of the size of
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the network. Second, in order to update the effects causedviny are still interested in knowing what average rates window-
each event, the event order must be kept. A global event list ltasitrolled flows could achieve and how large the queue size
to be maintained, which results in an essentially sequential pvesuld be at each outgoing link if each flow's window size is
cess. These two phenomena can not be avoided in the disckei@vn and fixed. We aim at a simple model which can provide
event driven simulation. us the steady state information fast and fairly accurately.
A discrete time driven simulation updates the state of eachAs we are interested only in the steady state, we want to give
simulated object at each delta time interval. Choosing a prog@me assumptions to clarify the situation we are studying.
time interval is always a difficult problem. If the time interval i Network configurations: assume we know the topology of the
too large, the simulation will fail to detect events which shouldetwork, each link’s capacity and propagation delay.
have occurred during the time interval. If such events are signif-Routing and Queuing Policy:
icant, the simulation’s error bar will be high. On the contrary, asl. Assume fix route routing. All packets belonging to the same
the simulator has to update the state of each simulated objectender and receiver travel through the same path. The routing
each delta interval, if the delta interval is too small, the simulattable of each router is known.
has to do updating very frequently. If we have a large networR. Assume routers keep a distinct output queue for each out-
which contains a lot of objects and not every object changes@ging link. The processing delay of each packet at the router
state frequently, the simulation is very ineffective. Especiallg negligible compared to the propagation delay, queuing delay
when we are interested in a long time period simulation, it mand transmission delay.
also take a long time to do so many updates. 3. The output buffer is infinite. We do not consider buffer over-
Another proposal is to use fluid model based time-driven sirflow for now.
ulation to simulate high speed networks [4]. This model simu4. All data packets are of the same priority class. They are all
lates the network traffic as fluid. It is proved that the discretizafranged into a single queue and first come, first transmitted.
tion error can be bounded by a constant proportional to the disFlows:
cretization time interval. This model can quickly locate the timel. All flows have fixed window sizes, and the network is in a
and place of congestion. Besides, by the nature of time drivé{gady statd,e., each flow has a full window size of packets on
simulation, parallelism can be exploited to speed up the sinfhe fly and the sender is sending at a steady state rate.
lation. However, under what circumstance the network traffi@. Senders always have data to send. In the period of our study,
can be modeled as fluid still needs further study. In the withe set of flows is fixed.
dow flow control network, the rates of flows are unknowns. The3. There is only one-way traffic on each flow. When a re-
fluid model needs the arrival rates of flows as input. We do negiver receives a data packet, it sends an ACK back immedi-
know whether the fluid model is adequate enough to model thtely. ACKs travel through the same paths as those of the cor-
window based flow control networks. responding data packétsSince ACKs are tiny packets, we as-
Also, there are many well developed queuing and stochasii#me ACKs are never backlogged at any link’s output queue.
network theories related to network flow and congestion contrel,Packets: All packets are 1000 bytes long and the length of
When the network is large, those analytic models tend to cont4iKS can be ignored.
some impractical assumptions such as Markov chain. Thus, it id" the next section, we discuss our model based on the above
not convenient to apply such queuing theories to window flod#Sumptions.
control networks. _ . B. The Model
In a word, for large scale and high speed window flow control
networks, if we are interested in the long term average statis\WVe start from a simple example to get some intuition.
tics such as rates and queuing, there is no satisfactory model.

In this paper we introduce an analytic model for solving such [ [ =
prOblemS' [ [ r link2
Ill. M ODEL CONSTRUCTION t J
This section describes the model for window based flow con- S

trol networks.
Fig. 1. A simple illustrative example
A. Basic Assumptions
_ . . Fi 1sh th le. Therei I S
A flow of data between a sender A and a receiver B is s%ié%uir: seid(i)r\:vgs wi?he;(av:/]?r?dec)w sijﬁe/ 'S g; )t/hoenﬁ:t\ejv.oﬁ:f’rs
tbo be dend-ttr? -egdt Wlnq?wt:og/vhcontrl;olled i tr:ebre "; l?nt UppPsrteady state assumption, the flow hpackets on the fly. They
ound on the data units that have been sent by ut are Bot either flying inside the pipe, transmitted 49y, , queued or

known by A to have been received by B [1]. This upper bou o -
is called thewindow size In TCP, the upper bound is used both nsimitted at, or they have been received and are represented

to keep the sender from overflowing the receiver’s buffer and to This assumption is not necessary. It only means to simplify programming.

keep the sender from overflowing the buffers inside the netwofkACKs travel through symmetric paths as those of data packets, only the for-
warding paths of data packets need to be specified. The model is also applicable

WmeW_ ﬂ_OW control can not guarantee a mm'mum sending raffien ACKs travel through asymmetric paths. The only difference is we have to
nor a minimum packet delay. However, in some circumstancegscify both data and ACKs’ paths in order to calculate the round trip delay.

0-7803-5420-6/99/$10.00 (c) 1999 IEEE



by ACKs returning fromsink;. Since the flow is sending at the If link ¢ is not congested,
steady state rate, the number of packets in the pipe is roughly

(& + %) (X denotes the flow's ratet,, t, are link 1 and 2's C; > ZAj (6)
propagation delays.) And the number of returning ACKs is also jgi

% + % If_link 2is the bottleneck_link, the other packets in the In the steady state, if a linkis congested, each flojvacross
window will be queued or transmitted at. If the flow does not ik ; has a constant number of packets queued at it. The more
change its window size,_the state will p_ers_,ist. The same ”U’T_“B%'E:klogged packets one flow has at lii output queue, the

of packets and ACKs will always be distributed along the piRgore chance it has to get a packet transmitted; hence the more
and the queue. Since we know link 2’s capacity and we detggroughput the flow could achieve. This observation follows be-

mine that it is the bottleneck, we conclude that the flow’s steagdy,se all packets are of the same length. More clearly, we have:
state sending rat& is equal to the link’s capacity. Then we

know immediately how many packets are in the pipe and how nji Ay YN, 20 7
many packets are at without packet by packet level simula- N;  C;’ ¢
tion. ; ; ; i ;
. o ) Notice we can use Equation 7 to substitutg in Equation 1,

In general, if we know which links are bottleneck links, We\e finally get: . % g
can always calculate the output queue length by a similar com- ' N;
putatiorf. It gives us an easy way to obtain the steady state Wj = A5( o tr }) (8)
information. i€p; "

Before explaining our approach for more general cases, Which is exactly the result from the Little’s Theorem [1]. We
define some symbols. illustrated it in an intuitive way.

W;: window size of flow;j. P;: the static round trip delay  Equation 5 and 8 are fully constrained. The total number of
of flow j, which is the sum of the link’s propagation delay an@inknowns are the sum of the number of flows and the number of
transmission delay along the path of figwBecause packets arecongested links. Corresponding to each flow, we have an Equa-
of the same size, one link’s transmission delay for a packet igign 8. And for each congested link, we have an Equation 5. The
constant. We can view the transmission delay as an extensiop@hber of unknowns and the number of equations are matched.
the pipe’s lengthl;: the steady state rate of flowp;: the path  Gjven a network configuration and each flow’s window size,
of flow j, which contains links flowj crosses.N;: number of e pelieve the steady state is deterministic. Thus we claim in
backlogged packets at outgoing linkf the link i is a congested steady state, the rate of each flow and the queue length at each
link, N; > 0. Otherwise,N; = 0. n;;: number of backlogged outgoing link must satisfy the above equation set and all the
packets from flow; at link <. If the link i is a congested link, other constraints such as Inequality 6 and Equation 4. On the

nji > 0. Otherwisey;; = 0. C;: capacity of linki. other hand, if a solution satisfies all the equal and unequal con-
Accordlng'to the assumptions, we have: straints, it must be the steady state parameters.
For a flow, However, we still face a difficult problem. We do not know
W, = i} y 1) how to find out a solution for the model. The model consists of
j it i (1) e . ) ) . .
N icpy multidimensional non-linear equations 8 subject to linear con-

straints 5, 6, 4. If we can identify the congested links, therefore
N — Z e o) correctly choosing the right set of linear constraints, the problem
b 7 will be reduced to finding a root for a set of non-linear equations.

) i€ It is much easier. We will discuss the algorithm for identifying
Nevertheless, in the general case, we usually do not kngyk congested links in the next section.

each flow’s steady state’s sending rate. In fact, it is an unknown

we want to compute. Thus, from Equation 1 and 2, we can not IV. ALGORITHM
gasﬂy getu;; nor N;. However; andn;; are related. They sat-_é' The Difficult Point

isfy a set of physical constraints. The extra constraints providé _ _ _ _
a way to find out rates of flows and queue lengths at congested he model consists mainly of two parts. The first part is:
links.

For a links,

e N;
As we know, if linki is not congested, W; = /\J’(Z ron + P;) (9)
nji = 0,Vjei (3) i€pj
N, = 0 4 In the second factor of the right hand side, the first term
N; . . : .
If link 7 is congested, the link must be sending at its full caz o is the total queuing delay. The second term is the static
pacity. So, icp; "t
C; = Z A\j 5 round trip delay. The sum of the two is the average round trip

delay of this flow. Thus this part of the model states the fact that
in the steady state, a flow sends a window size of packets every
2In this paper, a bottleneck link refers to a link which is fully loaded. Somgpund tl’ip time. The flow's round tl’ip delay is determined by
times we call it a congested link because such a link usually has a backlogb%ed th and th ti diti fth t k_which
packet queue. However, it is possible in some case, a link is fully utilized p OWN path an € congestion condruon of theé network, whic

not congested. We do not distinguish them strictly. depends on the total load of the network.

JEL
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The second part is: the threshold, if we inject packets into the network by increas-
ing flows” window sizes to their original ones, packets will be
{ Ni =0 L gueued up only at those links which are sending at the full speed
Ci > XA, iflink i is uncongested at the threshold point. That is, the congested links in the steady
N 0 state are the links that are sending at the full speed at the thresh-
te

old point. This idea provides us some insight. We can add a
light load to the network at the beginning. Next, we increase

The second part states the feasibility constraints. A link cétme load gradually and see whether there are some links that are
not send faster than its capacity. If the incoming flows requireaching their capacities. We keep a record of those links until
more transmission rate than what the link can handle, their pagle increase the load to the given value. We use our record and
ets are backlogged. As flows are window controlled, they céime equation set of the model to get the steady state parameters.
not put more than a window size of packets into the networkere are the details of this algorithm.
Thus flows can not send faster than the returning rates of ACKsWe multiply each flow’s window size by a scaling facter
As a result they will not further overflow the link. The num{a € [0,1]) and substitutd?; in Equation 9 withaW;. Let
ber of backlogged packets are stable and the link will send at@sng(«) denotes the set of congested links for the valu®b-
full speed because every packet it transmits from the queue wilbusly, Cong(0) = ®. Let E(«) be a set of equations chosen
trigger a new incoming packet. from the constraints. Let be the number of flows. At each

As mentioned in Section I1I-A, window flow control does notalue ofa, E(«) hasn equations of the form:
guarantee a minimum sending rate nor a minimum delay. With-
out changing the Wino!ow size, the flow’s rate could become very aW; = \j( Z Ni + P;) (10)
low while the round trip delay becomes very huge. However, as
the total number of packets inside the network is fixed, which
is the sum of all flows’ window sizes, the queuing delay is de- Other equations it («) are of the form:
termined by both this number and the network configuration.
Therefore, each flow’s queuing delay can not be arbitrary. If we Z A\ = G, Vi € Cong(a) (11)
can figure out how packets are distributed along the pipe and jei
backlogged at each output queue, we can calculate the queuirf

v

> jei A iflink ¢ is congested

i€p; and i€Cong(a) B

delay and further more, the steady state rates. We know tha he alggrlthm works as follows.

packets are backlogged if and only if the outgoing pipe is fu, tep 1 increase toa + 9. .

which is described by the second part of the model. Combinif'\gStep 2:_ solverZ(a +9) as_sumlngp’ong(a +9) = Cong(a).
the two parts, we can find a set of steady state parameters. Ti%tep 3: check the feasible constrz_amts and updhi@g (02
difficult point is how to locate fully utilized links. The rates ofi© Cong(@ + 0) based on the following rules. For link>

flows are shaped by those links, which is the same phenomegﬁ?g(a)’ if (3 jeids = Cj) 2 0, updateCong by adding
as TCP's self-clocking mechanism [5]. Into it. For link+ € Cong, if N; < 0, delete it fromCong. If

There is a simple and attractive idea. For each fjowhe neither happens.e., no link is overloaded and no queue size is

. . W . below zeroCong remains the same.
J
maximum rate it could reach lg— This happens when there. Step 4: updaté based on the currettong.

is no congested link along its fJath. This rate can be viewgdStep 5: if. = 1, solve E and stop. Otherwise, go to Step 1
as the maximum rate of this flow. For each link, if the sum of By induction, we prove that whea = 1, Cong(1) is the

maximum rates from all incoming flows exceed its capacity, we ; A e
L ) ' _sét of congested links when every flgws window size islV;.
could conclude the link is the congested link. However, this g y 19 J

not true. Since the real rates will be reduced by con estionllsnerefore, the feasible solution @(1) is the solution of the
' y 9 cﬁginal equations and inequalities of the model.

flow might achieve a much lower sending rate than the maxi-" . . - .
mum one. Thus, some link may seem to be congested but in facltn'tla"y’ becausdong(0) = @, E(0) only contains
it will not be. Even the seemingly “most congested link” may OxW; =\Pj, j=1,2,....n (12)
turn out to be uncongested at all.

The solution ofE(0) is A; = 0 for any flow j. Because no
link is congestedC'ong(0) = @ is the correct congested link
We developed an algorithm to find a valid solution for thget,
model. When the network has reached a steady state, if wesyppose whem reaches some valu€long(a) is the right
‘remove” all the backlogged packets and reduce each flovgst of congested links. We prove wheris increased by a tiny
window size correspondingly, the network will still stay in the/ajues, our algorithm will correctly updat€ong(e) and as a
steady state and each flow will remain the same sending raigyit the solution ofZ will give the steady state parameters for
This is the threshold for the network to go from uncongestionge situation each floy 's window size is reduced to the new
congestion. At this point, though some links are sending at thgj e ofalV;.
full speed, they do not have backlogged packets. If we can catclynenq is increased by a tiny value, inside the network, three
this threshold, we can easily get each flow’s steady state sendiggsiple situations could occur.
rate since there is no queuing delay yet and the round trip delay
of each flow is equal to the static round trip delay. Starting fron?s means 'not a member of'.

B. How to Find a Solution for the Model
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First, the old congested links remain congested. The nevelym of flows’ rates at a link is leveled out by the link’s capacity,
added loads are either queued at those old congested linksherlink’s queue starts increasing from zero. When the queue is
make other non-full pipes more crowded but not full, whicdrained out and becomes zero, the link is underloaded after that.
means, no new congested link occurs. In this case, the sefbé functions are non-smooth however. They are described by
congested links does not change. If we use thel{ld) set to different formulas in different intervals af. This is the rea-
get a new solution fow + 0, there will be no overflow for un- son why the equation sét(«) is also a function ot.. But the
congested links and the old queue sizes are still positive sircd®nging points of a link’s queue length and its total load are
the old links are still congested. We do not chagge.g in this  the same. At the changing points, both the left side’s constraints
case. AndC'ong is still the correct set of congested links for theand the right side’s ones are valid. For example, if at a value
new value ofx. of ay, a link i starts to be congested, we can either inserto

Second, the new load makes some pipe full. Correspondingigrg(c.) or not. Becaus&V; = 0 and) ., A; = C; are both
some new congested link occurs. As the 6ldng does not true whena = a4, if we inserti into Cong(a4 ), and add un-
contain the new congested link, the solution®based on the knownN; and Equation 11 of’; into E(«; ), the right solution
old Cong will not satisfy (3°,., A\; — C;) < 0 for the new has to satisfyV; = 0; if Cong(ay) has not contained linkyet,
congested link. So, if we find out some constraint is violategince we forceV; = 0, the right solution oCong(a;) must also
we can conclude the pipe must be filled up by the neand we satisfy ;. A; = C;, otherwise N; = 0 and}_, ., \; = C;
add the link toCong. can not be both true, which is contradictory to the feasibility

Third, the new load makes some congested link uncongesteenstraints. Similarly, if at some point, linkbegins to be un-

It sounds impossible at first. How could it happen while weerloaded, whether we keep it in thng(a) or delete it will

add more load that a congested link becomes uncongested? i satisfy the constraints.

answer is that when a flow puts more packets into a congested
link, all flows sharing the same link will suffer more queuing
delay and as a result, their sending rates will be slowed down.
Consequently, if those flows go through other links, they add i !
less load to those links. Then it is possible for some formerly P i
congested link to change to uncongested. When we sblve ; '
with the new value ofx and the old set of congested links, we
tend to get a very small queue length or a negative queue length.
Because the link is in the congested link set, which means we
assume its pipe is full, if we still get a positive queue length, the
pipe can not accommodate all packets. So the link should still
be congested at that point. The negative queue length implies PR a——
the link should not be congested for the naw We delete it S

from Cong. Fig.3. N;, =F— ~a

As we updaté&’ong correctly in according to all possible sit-
uations,C'onyg is still the right set of congested links.

Then we induce thaf’ong(1) is the right set of congested
links whena = 1 and finish the proof.

C. Another Perspective of the Algorithm /\U i
T
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Fig. 4. Ny, =4
Though the rates of flows and the queue lengths of links are
ol Tavds  a=-1 non-smooth functions af, for each value oy, E(«) consists
_ ST of smooth continuous functions ef. By the continuity of a
Fig.2. Nj, =45— ~a smooth function, if for some value af, 3=, A; = C; is true,
within a small neighborhood af, such aga—4, a+4], C;—e <
The algorithm can be viewed from another perspective. Ea@iei Aj < C; + e is also true. Figure 3 gives an example.
flow's rate and each link's queue length are functions.ofhey We assume at point, link [ is not congested. The induction
change dependently. As shown in Figure 2, 3 and 4, when @gsumption says it is correct. For this valuecgfthe set of
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constraints inE is a set of continuous smooth functions. If aB. Performance Analysis

]Ehe tv;/o eng points of the mtervﬁh,éy + 6]5 Zjei Aj ctt):gges The major cost of the model is solving the equationsEIf
rom less tharC; to overC;, we deduce there must € containsk valid equations, the time needed to solve the equa-

[O‘.’ at .6]’ which SatiSﬁeijel ./\J' = Ci. As discgssed ab.o_ve,ti ns isO(3k%). As the number of congested links can not ex-
this indicates the changing point of the congestion condition Qged the number of flows,is at mosen (Remember, denotes

"r?k . By adding “r(;kll. inkto C;]ong(a +90), V}/e F:o_rrectlyl?degltify the number of flows.). It is good that this number is not related
t € new congested link. The same analysis is applicable WI}SQhe size of the network. Only the number of flows we want to
a link changes from congested to uncongested. As the solu de matters. Unlike simulation, the cost of solving the equa-

OLE guarfantees tlhe 'Oﬁ‘?' ofa gongehste.dclii.nk IS its capagity, hl s does not increase with the number of links a flow crosses.
change of queue length is used as the indication instead. Whejy g mper of iterations used to identify the congested links

a congested link's queue length goes to negative, it implies ttlj‘(?pends on the network’s configuration and the total load. In

!'nk IS going to be uncongested under Fhe new value QSge general cases, a link’s congestion state will stay stable within
in Figure 4). In both cases, the solutions B{a) assuming a large range of load, which means, with the increaser,of

Cong(a) = Cong(a + ) are the extrapolation of the set of, |y qoes not switch from congestion to non-congestion and
constraint functions i€ («) (Figure 3 and 4).

vice versa very rapidly. Because the algorithm tries to detect all
switching points, if there are not many of them, the number of
V. SHORT DISCUSSIONABOUT THE IMPLEMENTATION iterations is moderate.
If we want to further speed up the model, we can optimize the
solving of the equations by using a package. Because our focus
There are two major concerns about the implementation. TiRghis paper is on the idea rather than the technique, we have not
first concern is the number of iterations. Our algorithm relies @valuated other equation solving methods. Our goal is to show
the continuousness of constraint functiongin A large incre- the validity of the model. We developed the algorithm and the
ment ofa will cause discontinuous change of congested link&plementation in order to test the model.
and result in incorrect updates of the congested link set. Too
small increment will increase the number of iterations and re-
duce the efficiency of the model. Thus we employ the idea of aWe ran the same test nets o1 1.0and compared the results
binary root finding algorithm to solve the dilemma. Whens achieved by modeling and simulation. In all cases, the model
far away from some changing point of the congested link, we igives very similar results. It is hard to compare the efficiency of
creasey in large steps. When is close to some changing pointthe model and the simulation Img becauseas is implemented
of the congested link, we reduce the increment bfy half each via Tcl interface, which makes it slower.
time until we could correctly update the congested link set underHere we give one typical test result. The testing net is based
the increment ofv. on a network topology generated by the softwgtiam [7]. The
Another technique to reduce the number of iterations is &t is hand edited for our need.
choose a better startingthana = 0. At the starting point, we ~ The net has 109 links and 110 nodes. We have 21 flows
assume all links are uncongested. The equatiosetnsists "unning simultaneously. Each flow has a window size of 20.
of linear independent equations. We can ggt= aWV;/P; The tes_t net contams 5 domains. Each domain contains 3 Iocgl
directly. Using the capacity constrainf; ., A; < C;. we have nets. Links connecting the gnd user to the subnet are of capacity
8.0Mbps. Links connecting intra-localnet routers are of capacity
C; 1.6Mbps. Links connecting inter-localnet routers are of capac-
a< W (13) ity 2.4Mbps. And links connecting inter-domain routers are of
jeirrIiTd capacity 3.2Mbps.
The results comparing for queue length is shown in Figure 5.

The maximumy that satisfies this condition will be a goodonly the congested links are listed. The results comparing rates
starting point fore. We do not need to increasefrom zero. are shown in Figure 6.

Another concern is how to solve the set of equationS(n).
As a matter of fact, there are no good, general methods for solv- T sresus —
ing systems of more than one nonlinear equations [6]. Finding
a root for a set of nonlinear equations which have N unknowns
is to find points which are common to N unrelated zero-contour
hyper-surfaces(th&/ equations). Each equation is of dimen-
sion N — 1 in a N dimension space. The numerical methods
for solving such equations usually involve iterations and matrix o
operations. Convergence is always a problem. The Newton- T e e w w
Raphson Method is the simplest multidimensional root finding o
method. We used the code from the bddémerical Method Fig. 5. Results Comparison: Queue Lengths
[6] for solving the equations. Given the correct set of congested
links, the Newton-Raphson method converges very quickly to aOn a Pentium 166MHz computer with Free-BSD OS, it
solution for the set of equations i. roughly takes the model 0.11sec to compute the results. For

A. Two Major Concerns

VI. RESULTSCOMPARISON WITH THOSE oms 1.0
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Fig. 6. Results Comparison: Average rates of flows

schedule the next event after the flow’s current round trip time
with its window cut by half. If none of them get dropped, we
schedule the next event after the flow’s current round trip time
with its window increased by one. The parameters for RED are
maxy, = 25, ming, = 10 andmazx, = 0.2. [2]

For the queue length computing procedure, we can use the
algorithm in Section IV to solve the equations directly. That
is, we assume all links are not congested at first and we iterate
througha until we find the final solution. However, if there is no
packet drop during last time interval, during this time interval,
only one flow’s window size is increased by one. In this case,
links’ congestion states should not vary a lot. Links that were

ns we design the simulation time to be 100 seconds. It takescongested during the previous time interval are probably still

about 65 seconds.

VII. APPLICATION RESULTS

congested and the uncongested links are still uncongested. We
then try last time’s congested link set directly. If this gives us a
solution feasible and satisfying all the other constrains, we are

This section discusses the model's application. Since in régt. If this does not, we invoke the original procedure as a back
routers, buffer sizes are limited, when a router’'s buffer ovedp-
flows, packets get dropped. TCP will adjust its window size cor- We simulated the situation that a flow detects a packet drop
respondingly. In this section, we assume links are using RED [#ithin a single round trip time. Multiple drops in one round trip
dropping mechanism. We simulate TCP with RED links by afime are dealt with in the same way as a single drop. We assume
plying this model. In Section VII-A, we discuss the assumptioriBis situation is applicable to the real networks.
our simulation depends on. In the next two sections, we discuss

the simulation methods and results.

A. Assumptions

B.2 Results

We tested the model’s simulation results with thosa®1..0

We designed two test nets. The first one is the test net introduced

In the assumptions in Section I, we required each flowl§ Section V. The other one is a high speed net with the same
window size to be fixed. However, in a net with RED linkstopology but each link's capacity is increased by a factor of 10.
a TCP flow adjusts its window size according to the congesti¥#e also have 21 flows. The results are listed in Figure 7 and
condition inside the net. Thus the load of the network changeigure 8.

dynamically. The assumption about steady state loses effect. We
exploit the ideas of event driven simulation to simulate the dy-
namic changes. Still, we ignore the detailed implementation of
TCP and RED. Our simple protocol does not consider the slow
start, multiple drops and time-out. The parameters we are in-
terested in is the long term average rate a flow could get. We
assume a flow's window size is determined by its congestion
window. A flow opens its window size by one per round trip
time if it does not suffer a packet drop. If a flow suffers at
least one packet drop, it cuts its window by half. The model
is used as a “submodel” to compute the average queue lengths
and each flow’s rate according to the instanteous window size of
each flow.

B. The Event Driven Simulation
B.1 The Simulation Method

Rate (kbyte/sec)

— nsresults
model results

0123456 7 8 91011121314151617 18 19 20

Flow Number

Fig. 7. Simulation Results of a Low Speed Net

In our simulation, an event refers to a change in a flow’s be-
havior. Either a flow increasing its window size or decreasing Compared tms , the average error of the results for the low
its window size is counted as an event. When an event happeapsed net i§.4%. The one for the high speed neti9%.
we calculate the current queue length at each router assumingv/e are very interested in the speed of the two methods. In
the net has achieved steady state. We use the queue length ¢bentow speed net tests wins. It takesns about 65 seconds to
puted from the model as an approximation of the average queleea 100 seconds simulation. For the model, it costs about 110
length a RED router computes. We run the RED algorithm basseconds. In a low speed net, each flow can only send a small
on the current queue length. Since in each round trip time, a flovindow size of packets every round trip time. Every state of
has a window size of packets distributed across every link aloagpacket causes an event. Since the cost of packet by packet
its path, a window size of packets of this flow will pass the REBvent driven simulation is proportional to the number of events,
filter at each congested link. If any of them get dropped, wkthe total number of events is rather smaik is not slow.
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2000 1000 RED routers. We compared the results from the model and those

gggg oo from ns . We do not mean the model can replace the simula-
£ 1500 — nsresuts 1500 tion. Simulation is a more accurate way to obtain dynamic state
g o e 1o information of networks. However, if we want to get a quick es-

<1200 1200 timation of the long term average statistics, the model’s results

1100
1000

should be sufficient.
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00 200 B. Future Work
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o o There are several remaining questions. First of all, the algo-

400 400 rithm for finding a solution of the model needs further improve-

300 300 . . . . .

200 200 ment. We are interested in collecting more information from the

o0 a0 network in order to simplify the model. The only hard problem

0 0 . . . . .

012345678 01011121314151617181920 is how to identify the congested links when each flow’s window

Flow Number

size is given. We are not sure whether we can achieve that with-
out doing iterations of solving non-linear equations.

The second question includes developing more applications
of the model. We chose RED because RED routers drop packets
However, in the test of a high speed net, it takesabout 1.3 based on the average queue length, which .is close to the queue
hours to do a 100 seconds simulation. For the model, the clg&9ths the model computes. We want to find out whether the
is about 11 seconds. The increase of the costsofs due to Model can be used to simulate other dropping mechanism.
the increase of each flow's window size, which results in the One defect of the model is that it does not incorporate the dy-
increase of events. A packet by packet event driven simulaf§mics of TCP eXp“‘?'tW It has to depend on event driven sim-
has the limit of simulating high speed networks. The decredd@tion when modeling TCP’s window's adaptation algorithm.
of the cost of the model is due to two reasons. One reason is tHafotally avoid event driven simulation, we could use the “TCP-
in the high speed net with the same number of flows, the neffi€ndly” equation [8] [9] to develop a different set of equations.
lightly loaded. The number of packet drops is reduced. A flow For each link, the feaS|b|I|ty constrain (E_quatlon 6) still holds.
has more chances to increase its window size by one than it haE°" €ach flow, the “TCP-friendly” equation shows:
in a low speed net. Also, it has less chance to cut its window 1.3
size by half than it has in a low speed net. In this case, links’ I = RTT o
congestion states do not change dramatically. When an event iVPi

happens, if we assume the set of congested links is the same a,other equation showing the relation BT'T and loss rate
the last everlt, the assump.tlonlls rlg_ht in mo;t cases. So Wepqg also needed. We are currently working on this part.
not need to invoke the original iteration algorithm. The other
reason is if a flow with a large window cuts its window size by IX. ACKNOWLEDGMENT
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